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ABSTRACT

The history of the Universe is a story of structure formation: fluctuations in the post-inflation

density field collapse to form a “cosmic web” of dark matter halos, and observations of this

large-scale structure offer constraints on cosmological parameters. This thesis presents two

studies of large-scale structure probes of cosmology.

We first study the distribution of structure as a probe of expansion history. The two-

point matter correlation function (2PCF), which counts pairs of dark matter halos separated

by a given distance, and its Fourier transform the power spectrum both show the signature

of baryons in the early Universe. The baryon acoustic oscillation (BAO) feature represents

a fixed distance scale, or standard ruler, which expands with the scale factor and thus

constrains expansion history and dark energy. The 2PCF constrains the BAO scale to 1%

precision in modern galaxy surveys, but higher-point statistics like the three-point correlation

function and its Fourier transform the bispectrum also carry BAO information. We present a

new technique to strategically select the bispectrum triangles most sensitive to BAO. A small

number of bispectrum measurements can improve BAO precision by around 15%, equivalent

to lengthening a survey by 30%. To understand why some bispectrum triangles are more

sensitive to BAO than others, we study the structure of BAO in the bispectrum in detail.

We then turn to the internal structure of dark matter halos and the evolution of their

profiles. The spherically-averaged density of a halo is well described by the Navarro-Frenk-

White (NFW) profile, a function of two parameters: concentration, which describes the

density of the inner regions of the halo, and halo mass. These two parameters are correlated:

the concentration-mass (c−M) relation, which predicts concentration as a function of halo

mass, has negative slope at low redshifts. We measure the concentrations of tens of millions

of simulated halos to compute a robust c−M relation across a wide range of redshifts and

masses. Our c −M relation can be used in preparation for and analysis of next-generation

surveys. We then study the relationship between halo formation time and concentration by

tracking the evolution of individual halos’ masses and concentrations.
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CHAPTER 1

INTRODUCTION

In the hierarchical model of structure formation, initial overdensities in the dark matter field

attract more dark matter and collapse to form sheets, filaments, and finally halos. These

halos are roughly spherical structures of dense dark matter—hundreds of times the average

density of the Universe. Both their distribution and internal structure can be observed

through the galaxies that populate them, and both depend on the evolution of the Universe,

so both are powerful probes of cosmology.

Linear perturbation theory describes the evolution of small overdensities and is a good

description of the evolution of the Universe at large scales and early times. As density

fluctuations grow, however, the perturbations are no longer small and linear theory can no

longer be used to predict the evolution of the density field. Cosmological N -body simulations,

which model the motions of particles under full Newtonian gravity, are needed. This thesis

uses N -body simulations to address topics in two regimes of structure formation: the mildly

nonlinear regime, at cosmological scales where nonlinear effects contaminate a signal used

to constrain dark energy; and the deeply nonlinear regime, in the interior regions of dark

matter halos where galaxies form. In the remainder of the Introduction, we discuss structure

formation in further detail, introduce cosmological N -body simulation methods, provide

background on bispectrum baryon acoustic oscillations (BAOs) and halo profiles, then outline

the body of the thesis.

1.1 Structure Formation

The cosmic web of large-scale structure we observe today grew from small initial density

fluctuations after inflation. Through the effects of gravity in an expanding universe, these

small fluctuations grew into the large overdensities observable today. The theory of large

scale structure offers a connection between cosmological observables, like the number density
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of objects with a given mass or the probability of two objects to be separated by any given

distance scale, and cosmological parameters like the properties of dark matter and dark

energy. The process of structure formation is outlined briefly in this section, but described

in detail in e.g. Ref. [240].

Most models of inflation predict that after inflation ends, the mass density of the universe

is relatively, but not entirely, uniform. The density field ρ(x) can be expressed in terms of a

homogeneous mean density ρ̄ and a perturbation δ(x),

ρ(x) = ρ̄ (1 + δ(x)) . (1.1)

The perturbation δ(x) arises from random quantum mechanical fluctuations in the inflaton

field that drives inflation, so it is a Gaussian random field, statistically fully described by

the power spectrum P (k). The initial perturbations are very small, so at least initially, the

evolution of the density field is well described by linear theory: the Fourier modes evolve

independently and the field remains Gaussian.

After inflation, the universe expands (or contracts) at a rate determined by its contents

(radiation, matter, and dark energy) according to the Friedmann equations

H2 ≡
(
ȧ

a

)2

=
8πG

3c2
ρ

ä

a
= −4πG

3

(
ρ+

3P

c2

)
,

(1.2)

where H is the Hubble parameter, a is the scale factor describing the size of the universe,

G = 6.67× 10−11Nm2/kg2 is the gravitational constant, c is the speed of light, ρ is density,

and P is pressure. These equations describe the expansion of space, but the evolution of

the (pressureless and nonrelativistic) matter field is governed by three further equations: the
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continuity, Euler, and Poisson equations

∂ρ

∂t
+∇ · (ρv) = 0

∂v

∂t
+ (v · ∇)v = −∇φ

∇2φ = 4πGρ,

(1.3)

where v is the fluid velocity and φ is the gravitational potential.

Combining these three equations in an expanding universe, to first order in δ and v the

small density perturbations obey the second-order differential equation

∂2δ

∂t2
+ 2H(z)

∂δ

∂t
= 4πGρ̄δ. (1.4)

The solutions to this wave equation are a growing mode and a decaying mode:

δ(x, t) = δ+(x)D+(t) + δ−(x)D−(t). (1.5)

Time dependence enters only through the functions D+ and D−, while δ+ and δ− depend

only on the initial conditions. The growing solution, D+, is known as the growth factor. So

long as the density perturbations are small relative to the background density, the growth

of structure at all scales is described by the growth factor.

As time proceeds, the density fluctuations continue to grow. When δ is no longer much

smaller than unity, Fourier modes are no longer independent, so linear theory can no longer

describe the evolution of structure. This happens first at small scales like the size of an

individual halo, where δ can be much larger than unity, indicating a deeply nonlinear regime.

On larger scales (k ∼ 0.2 h/Mpc), nonlinear effects are less dramatic, but can interfere with

our ability to observe features of the linear power spectrum. At all scales, nonlinear structure

formation moves power into higher order statistics, and the overdensity field is no longer fully

described by two-point statistics. Even scales as large as k ∼ 0.1 h/Mpc are mildly nonlinear,
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and N -body simulations are needed to fully model the evolution of structure.

1.2 N-body Simulations

N -body simulations have wide applications in astrophysics and cosmology. These simula-

tions, which evolve large numbers of particles under the influence of gravity, fully account for

the effects of nonlinearity and model the evolution of systems ranging from stars, to galax-

ies, to cosmological scales. For example, N -body simulations can be used to understand the

formation of the earth and moon, or to track the evolution of structure in the universe.

The motion of every particle in an N -body simulation depends on the forces acting on

it due to the other particles, as well as any external potential field. The force acting on a

particle of mass mi at location ri is, by Newton’s law, a sum of the forces due to all other

particles:

F = −
∑
j 6=i

Gmimj
(
ri − rj

)∣∣ri − rj
∣∣ , (1.6)

where G = 6.67×10−11Nm2/kg2 is the gravitational constant. Given an initial set of parti-

cles, positions, and velocities, the differential equations governing the particles’ motions can

be solved numerically. At each timestep, the total force acting on each particle are calcu-

lated and their positions and velocities are updated accordingly. Naively, this calculation is

O(N2) for N particles and the calculation becomes very computationally intensive in the

context of problems relevant to cosmology. The diameter of the observable universe is about

30 gigaparsecs; modeling a large fraction of it, for example a cubic gigaparsec, requires a

trillion particles to obtain a mass resolution of 108 solar masses. Many techniques have

been developed to optimize code performance and enable simulations of cosmological vol-

umes at high mass resolution. The simulations analyzed in this work were performed using

the HACC (Hardware/Hybrid Accelerated Cosmology Codes) framework, which combines a

particle-mesh solver at large scales with a particle-based solver at short ranges [119].

The results of these cosmological simulations enable many studies of cosmology. For
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Figure 1.1: Emulated nonlinear matter power spectrum at z = 0, ωm = 0.133, showing
baryon acoustic oscillations at log(k) ∼ −1.5.

example, simulations are used in analysis of survey data to improve our knowledge of the

dark contents of the universe, as in Chapter 2. The evolution of structure in simulations can

also be tracked and compared to observations, both to constrain cosmological parameters

and to better understand structure formation, as in Chapters 4 and 5.

1.3 Mildly Nonlinear Regime: Baryon Acoustic Oscillations

The distribution of galaxies—and the dark matter haloes that surround them—has been

measured by multiple surveys and used to constrain cosmological parameters. The two-

point correlation function (2PCF) is one such statistic. The 2PCF counts the number of

observations separated by a given distance, then compares this count to that expected from

a random distribution. A large value for a given scale indicates that structure is strongly

correlated on that scale. The Fourier transform of the 2PCF is the power spectrum P (k),

shown in Fig. 1.1.

The concepts of the 2PCF and power spectrum can be extended to higher order statistics.

While the 2PCF counts the number of pairs of objects separated by a given distance, the

three-point correlation function (3PCF) measures the correlation between triplets of halos.

It is therefore a function of three triangle side lengths. The Fourier transform of the 3PCF,

the bispectrum, similarly depends on three wavenumbers.

5



Perturbation theory provides a highly successful description of the observed power spec-

trum, particularly at the largest scales. At smaller scales, however, Fourier modes are no

longer independent and perturbation theory begins to break down. One process in the early

Universe leaves a signature at these scales known as baryon acoustic oscillations.

In the early Universe, the opposing forces of gravity and pressure produce oscillations

in the baryon-photon plasma. An overdense shell of coupled baryons and photons expands

until recombination, when the photons free-stream away. Now that there is no pressure

force, the shell’s radius freezes at a fixed radius, the sound horizon. As structure forms,

this overdense region continues to attract more matter. This process happens at many

points throughout the Universe, so everywhere there is more structure separated by the

sound horizon (∼ 150 Mpc) than by other similar scales. The 2PCF, measured by wide-area

galaxy surveys like the Baryon Oscillation Spectroscopic Survey (BOSS)1 or Dark Energy

Spectroscopic Instrument (DESI)2, therefore shows a peak at the sound horizon: statistically,

more galaxies are separated by this distance than by distances slightly larger or smaller. The

peak in the correlation function corresponds to oscillations in the matter power spectrum

P (k), shown in Fig. 1.1. The location of the peak (and frequency of the power spectrum

oscillation) gives the baryon acoustic oscillation scale, a distance measurement that has

been used to calculate the expansion history of the Universe and constrain dark energy

[30, 83, 141, 180, 278]. Applied to Baryon Oscillation Spectroscopic Survey (BOSS) data,

the BAO method has offered 1% distance constraints [2, 262], while the upcoming DESI

collaboration forecasts distance errors of 0.2% [174].

In the time between recombination and the low redshifts of particular importance for

dark energy studies, nonlinear effects, galaxy bias, and redshift space distortions change

the shape and position of the BAO peak. BAO reconstruction, introduced in Ref. [84]

and discussed further in Refs. [226, 234, 235], is a technique used to correct for nonlinear

1. http://www.sdss3.org/surveys/boss.php

2. http://desi.lbl.gov
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effects and recover the unbiased BAO signal. Existing methods to reconstruct the BAO peak

improve the error in distance measurement by a factor of greater than 1.5 (e.g. Ref. [236]),

but efforts continue to further increase the quality of reconstruction through new algorithms

[270] to be applied to current and future survey data.

Higher-order statistics may also be used to constrain the BAO distance scale. The advan-

tage of higher-order statistics is that they can be measured on data that is already collected,

without incurring the costs associated with extending a survey. Additionally, they provide

a cross-check on reconstruction that is subject to different systematics, does not require

any theoretical assumptions, and does not need to be rerun. The matter bispectrum, for

example, provides further information about the matter distribution, and is very sensitive

to baryon acoustic oscillations [275]. The BAO feature has recently been detected in the

three-point correlation function and the bispectrum B(k) [102, 239, 292, 293].

These works all find that three-point information can be used to improve constraints on

the BAO scale over P (k) or the 2PCF alone, but challenges remain. Unlike two-point statis-

tics, where each measurement probes only one scale, each bispectrum measurement carries

information from three different wavenumbers. Measurement of the bispectrum is therefore

more computationally expensive than the power spectrum, but this problem has largely been

solved using sophisticated algorithms. However, bispectrum constraining power remains lim-

ited by the number of mock catalogs available to calculate covariances. For example, in the

case of Ref. [239], a covariance matrix estimated with more mocks would improve their

1.1% precision joint power spectrum+bispectrum constraints substantially to 0.7%, a gain

of more than 30%. Measuring all bispectrum triangles would provide the optimal constraint,

if a perfect covariance matrix were available. But estimation of an accurate and invertible

covariance matrix requires a large number of mock catalogs proportional to the number of

measurements, as discussed in Ref. [241]. In order to be convinced of the accuracy of the

bispectrum, each mock should be fully N -body to fully capture nonlinear dynamics. Since

N -body mocks are computationally expensive, the number of mocks available is restricted.
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Current resources therefore limit the number of triangles that can reasonably be used to con-

strain BAO in the bispectrum. Given a limited number of bispectra measurements, which

ones should we choose to most efficiently constrain BAO?

Some triangles should be more sensitive to the BAO scale than others, and if bispectrum

BAO studies can be restricted to the set of triangles most sensitive to BAO, fewer mock

catalogs will be needed to obtain improved constraints. However, it is not obvious how to

select the best subset of triangles. We propose a method, informed by perturbation theory, to

select triangle configurations that maximize or minimize the BAO signal. We then measure

bispectra for selected configurations on simulated halo catalogs to estimate the improvement

in constraints on the BAO scale over those obtained from P (k) alone. Having shown the

value of our method to constrain BAO, we detail the physical reasons why some triangle

configurations carry a much stronger BAO signal than others.

1.4 Deeply Nonlinear Regime: Internal Halo Structure

The overdensities associated with halos are hundreds of times the background overdensity, so

the formation of halos is a highly nonlinear process. Theoretical models of spherical collapse

using the extended Press-Schechter [248] formalism (e.g. Refs. [14, 196, 218, 250, 265, 328])

and ellipsoidal collapse (e.g. Refs. [179, 186]) predict the formation of dense halos. In

the simplest picture of halo formation, top-hat spherical collapse, a single spherical top-hat

perturbation collapses into a dense dark matter halo and relaxes to virial equilibrium while

the background Universe continues to expand. The average overdensity of the virialized halo

is about 200 times the critical density of the Universe, motivating one common definition of

a halo boundary: the radius of a halo encloses the region within which the average density

is ∆vir ∼ 200 times the critical density, as shown in Figure 1.2.

This simple picture breaks down as the halo virializes, however, and simulations remain

the only way to fully model halo formation. The first simulations of halo evolution (e.g.

Ref. [217]) included only a small number of halos, but found that the spherically-averaged

8



Figure 1.2: An example of a simulated halo. Points represent a subsample of the particles
identified as belonging to the halo; the radius of the shaded region is r200, enclosing the
sphere within which the average density is 200 times the critical density. The points on the
left belong to smaller halos in the process of merging into the main halo.
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radial mass density of all dark matter halos is well described by a universal profile, known

as the Navarro-Frenk-White (NFW) profile. This result has been confirmed in modern

simulations that model tens of millions of halos, or smaller numbers of halos at extremely

high resolution.

The NFW profile predicts that the density of dark matter in a halo depends on distance

from the center of the halo and two parameters: concentration (a dimensionless quantity

related to the density of the inner regions of the halo) and halo mass. These two parameters

are correlated, and the concentration-mass (c–M) relation describes how the concentration

of a halo depends on its mass. Generally, more massive halos are found to have lower

concentration, but the shape of the c–M relation depends on redshift—some simulations

have even shown that at sufficiently high redshift, it is the most massive halos that have

the highest concentration. Analytical models of structure formation predict that the interior

density of a halo is related to the background density of the Universe at the time the halo

formed. Background density falls with time, and the most massive halos have formed only

recently, so the low-mass result that concentration falls with mass matches the theoretical

expectation. Concentration that rises with mass, however, is counterintuitive.

Halo masses and concentrations can be measured in both simulations and observations,

so the c–M relation provides a comparison between theory and observation. In preparation

for future surveys with much smaller uncertainty in concentration measurements, robust pre-

dictions of the c–M relation are needed to correspond to the different types of observations.

Strong lensing can be used to measure the profiles of individual clusters, while the weak

lensing signal is only strong enough for stacks of multiple halo observations.

We use new simulations with state-of-the-art mass resolution and statistics to measure

concentrations for tens of millions of individual and stacked simulated halos, compute a new

c–M relation, and better characterize its redshift dependence. We find that concentration

falls with mass at low redshift, but the c–M relation flattens as redshift increases—at high

redshifts, halos of all masses have concentration c ∼ 3 − 4. When masses are scaled by the

10



nonlinear mass scale M? (a function of redshift and cosmology, falling rapidly as redshift

increases), the c–M relation is well fit by a broken power-law across eight decades in M/M?.

This universal form enables better comparison with observations and other simulations, and

agrees well with weak- and strong-lensing observations. In addition, we fit halo profiles to

the Einasto profile, a function with three parameters to allow for deviations from the NFW

shape. We also develop multiple methods to measure concentration and test how well halos

are fit by NFW, and test the effects of several potential sources of bias in concentration

measurements.

The internal structure of halos depends on their evolution. As a halo evolves and its mass

changes, both via slow accretion of small amounts of matter and more violent mergers like

the one shown in Figure 1.2, its concentration does as well. Concentration is understood to

be related to the density of the Universe at the time the halo forms; older halos formed in a

higher-density Universe, so their inner regions are denser and their concentration is higher.

However, while halo age is broadly understood to influence concentration, the literature

contains many different definitions of halo age, each capturing a slightly different feature

of the halo’s mass accretion history. All of these definitions rely on halo merger trees,

which track the evolution of individual halos through time. We use these merger trees to

identify different halo formation times and study the co-evolution of mass and concentration.

Some halos accrete mass slowly and steadily, but other halos undergo major merger events,

where mass rapidly as much as doubles and concentration may fall. Halo concentration and

all definitions of formation time both depend on the relative importance of slow accretion

and major mergers in the individual halo’s mass accretion history, but some definitions of

formation time are much more strongly correlated with concentration than are others.

Both the c–M relation and further understanding of the relationship between assembly

history and halo structure are crucial for analysis of future surveys. Current measurements

of the c–M relation have large error bars, but these are expected to shrink in coming years.

Precision predictions of the c–M relation can be compared to these improved measurements

11



to constrain cosmological parameters like σ8 that can change the shape of the c–M relation.

Understanding of halo evolution is also intimately tied to assembly bias and the galaxy halo

connection, both of which are crucial for the development of accurate mock catalogs for

survey analysis.

1.5 Thesis Outline

We first address structure formation in the mildly nonlinear regime: Chapters 2 and 3

present a new technique to constrain the baryon acoustic oscillation distance scale using a

tailored set of bispectrum measurements. We then turn to the deeply nonlinear regime and

the internal structure of halos. Chapter 4 presents measurements of the concentration-mass

relation in simulations, its evolution with redshift, and a new fitting formula for the mass-

and redshift-dependence of concentration. In Chapter 5, we study the relationship between

halo concentration and formation history. Finally, in Chapter 6 we conclude by summarizing

the results and discussing promising directions for further work on these topics.
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CHAPTER 2

BISPECTRUM AS BARYON ACOUSTIC OSCILLATION

INTERFEROMETER

The galaxy bispectrum, measuring excess clustering of galaxy triplets, offers a probe of dark

energy via baryon acoustic oscillations (BAOs). However up to now it has been severely

underused due to the combinatorically explosive number of triangles. Here we exploit inter-

ference in the bispectrum to identify triangles that amplify BAOs. This approach reduces

the computational cost of estimating covariance matrices, offers an improvement in BAO

constraints equivalent to lengthening BOSS by 30% and simplifies adding bispectrum BAO

information to future large-scale redshift survey analyses.

This chapter appears in Physical Review D as “Bispectrum as Baryon Acoustic Oscilla-

tion Interferometer” [45].

2.1 Introduction

The baryon acoustic oscillation (BAO) method exploits the imprint of sound waves in the

prerecombination plasma on the late-time clustering of galaxies to measure the expansion

history of the Universe and constrain the dark energy equation of state [30, 83, 141, 180, 278].

Applied to Baryon Oscillation Spectroscopic Survey (BOSS) data, the BAO method has

offered 1% distance constraints [2, 262]; future surveys such as DESI 1 and Subaru PFS

[305] promise to tighten these to subpercent precision. The BAO precision from the power

spectrum P (k) and two-point correlation function is further improved by reconstruction

[84, 226, 235, 236, 270], which uses the density field as sampled by galaxies to partially

reverse the smearing effects of nonlinear structure formation on the BAO peak.

Direct measurements of higher-point functions may yet provide an additional improve-

ment on BAO constraints, and recent algorithms [272, 288, 289, 291, 299] have reduced the

1. http://desi.lbl.gov
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computational complexity of calculating three-point statistics. The BAO feature has re-

cently been detected in the three-point correlation function [102, 292, 293] and bispectrum

B(k1, k2, k3) [239]. Like reconstruction, three-point information can improve constraints on

the BAO scale: for example, Ref. [288] finds a 6% improvement [292] using CMASS data.

However the high number of triangles necessitates a large number of mock catalogs to di-

rectly compute covariance matrices. One approach to this challenge is an analytic covariance

template [288], which improves the covariance matrix calculated from a smaller number of

mocks. Alternatively, using only a diagonal covariance matrix [105] or measuring bispec-

tra on only a subset of all possible triangles dramatically reduces the size of the covariance

matrix. However, simple rules for selecting triangles (e.g. isosceles, or one side an integer

multiple of another [105, 106, 202]) may be far from optimal for probing BAOs.

Here we identify triangle configurations that maximize or minimize the BAO signal in the

bispectrum, enabling precise BAO constraints with relatively few bispectrum measurements.

Our approach allows intuitive visualization of bispectra as functions of a single variable,

because we set two of the three wave numbers to depend on the first.

2.2 Perturbation Theory Model

We first explore the perturbation theory (PT) bispectrum BPT to study the BAO feature’s

dependence on triangle configuration. In contrast to the power spectrum, the bispectrum

depends on a closed triangle formed by the three wave vectors (k1,k2,k3). We consider

the isotropic bispectrum, where six degrees of freedom are redundant, so we can specify a

triangle by e.g. three wave numbers (k1, k2, k3). The tree-level matter bispectrum in real

space (i.e., without redshift-space distortions) [273] is

BPT(k1, k2, k3) = 2PL(k1)PL(k2)F2(k1,k2) + cyc., (2.1)
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with

F2(ki,kj) =
5

7
+

1

2

(
ki
kj

+
kj
ki

)
(k̂i · k̂j) +

2

7
(k̂i · k̂j)2, (2.2)

where PL(k) is the linear matter power spectrum. We refer to 2PL(k1)PL(k2)F2(k1,k2) as

the precyclic term and to the terms denoted by cyc as the postcyclic terms.

The linear power spectrum involves the square of the matter transfer function:

PL(k) = Ppri(k)T 2
m(k) (2.3)

where Ppri(k) is the primordial power spectrum.

We split the transfer function into smooth and oscillatory pieces as Tm(k) = Tsm(k) +

ε(k)j0(ks̃), where Tsm(k) and ε(k) are smooth functions of k [82], the oscillations come from

BAOs, and ε is small (as Ωb/Ωm � 1). The effective sound horizon s̃(k) vanishes at low

k and is within 1% of the true sound horizon for k & 0.1h/Mpc [82]; we use s̃f ≡ s̃(kf )

at the fiducial wave number kf = 0.2h/Mpc. The spherical Bessel function j0(ks̃f ) has

wavelength 2π/s̃f with a decaying envelope 1/(ks̃f ). In each term of BPT [Eq. (2.1)], BAOs

enter through the product of transfer functions T 2
m(ki)T

2
m(kj). To leading order in ε, the

oscillatory part scales as

[
T 2

m(ki)T
2
m(kj)

]
osc

T 2
sm(ki)T 2

sm(kj)
∝ ε(ki)

Tsm(ki)

sin(kis̃f )

kis̃f
+

ε(kj)

Tsm(kj)

sin(kj s̃f )

kj s̃f
. (2.4)

In the precyclic term, defined below Eq. (2.1), interference will therefore depend on the phase

difference between k1 and k2 in units of 2π/s̃f (i.e. the BAO wavelength in Fourier space),

motivating the triangle parametrization

k1, k2 − k1 = δ

(
π

s̃f

)
, cos θ = k̂1 · k̂2. (2.5)

When δ is an odd integer, interference in the precyclic term is perfectly destructive, suppress-

ing BAOs; for even integer δ, interference is perfectly constructive, amplifying BAOs. At
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Figure 2.1: The standard deviation A of the bispectrum BAO feature in triangle config-
urations parametrized by (δ, θ); the inset shows the definition of θ. We measure labeled
configurations in simulations to improve constraints on the BAO scale.

fixed δ, θ determines both the phase structure of the postcyclic terms and, through F2, the

relative contributions of all three terms to BPT. We compute BPT for a range of k2(k1) and

all possible triangular k3(k1, k2) and select the configurations that maximize or minimize the

BAO features. We refer to these as “constructive” and “destructive” configurations, where

“configuration” means a set of triangles with fixed δ and θ over a range of k1.

The amplitude of the bispectrum does include BAOs and redshift-space distortion infor-

mation, but here we focus on the oscillatory behavior, isolated in the ratio

R(k1, δ, θ) =
BPT(k1, δ, θ)

BPT
nw (k1, δ, θ)

. (2.6)

BPT involves a power spectrum from CAMB [175]; we use a flat ΛCDM cosmology with

Ωm = 0.2648, Ωbh
2 = 0.02258, ns = 0.963, σ8 = 0.8, and h = 0.71. In this cosmology,

s̃f ≈ 109.5 Mpc/h via the fit of Ref. [82]. BPT
nw is the bispectrum computed using the

no-wiggle power spectrum [82].
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Figure 2.2: For a destructive configuration such as d1 (with δ = 1 and θ = 0.2π), BAOs are
out of phase in the dominant term or terms of BPT. Left: Interference of the BAO feature
for each pair of wave numbers. Black curves show the ratio of the linear to the no-wiggle
power spectrum, PL(ki)/Pnw(ki), for a single wave number; the product of each pair of
ratios is shown in color. For example, the oscillations in the k1 and k2 terms are out of
phase, so the product PL(k1)PL(k2)/[Pnw(k1)Pnw(k2)] (orange) shows nearly no oscillation.
Right: BPT and its three terms: the products of power spectra weighted by the F2 kernel
(solid, color curves) that sum to the total BPT (solid, black curves). Dashed curves show
products of power spectra before weighting by the F2 kernel. The (1, 2) term (orange) is the
primary contribution to BPT; because the BAOs destructively interfere in this term, BPT

shows little oscillation and so the configuration is destructive.

Constructive interference enhances “wiggles” and increases the standard deviation, de-

noted A, of Eq. (2.6). We thus quantify BAO interference by

A2(δ, θ) ≡
∫ 0.2

0.01

[
R(k1, δ, θ)− R̄(δ, θ)

]2 dk1

[h/Mpc]
, (2.7)

where R̄(δ, θ) is the mean of R(k1, δ, θ) on the same range, 0.01 ≤ k1/[h/Mpc] ≤ 0.2.

Beyond the lower edge of this range, cosmic variance will limit the usefulness of bispectrum

measurements, while beyond the upper end, Silk damping as well as late-time nonlinear

structure formation damp BAOs. We display A in Figure 2.1. This figure is a guide to

identify constructive bispectrum configurations, where we expect the strongest BAO signal.

Three effects combine to determine the oscillations’ amplitude in each configuration.

First, the broadband behavior of PL(k) sets the magnitude of each PL(ki)P
L(kj) permuta-

tion. Second, the multiplication by F2(ki, kj) modulates this overall magnitude. Thus in any
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configuration the dominant term will be the one with large PL(ki)P
L(kj), further enhanced

by a large F2(ki, kj). Third, the amplitude of oscillation in each PL(ki)P
L(kj) depends on

whether the oscillations in PL(kj) are in or out of phase with the oscillations in PL(ki).

Therefore, the phase shift in the dominant term (or terms) sets whether the configuration

is constructive (amplifying BAOs) or destructive (suppressing BAOs). As an example, the

contributions to BPT in a destructive configuration, d1, are shown in Figure 2.2.

2.3 Simulations

Motivated by the above perturbative analysis, we now explore the power of our interfero-

metric approach to constrain the BAO scale in full N -body simulations, which accurately

solve for the nonlinear structure formation giving rise to the bispectrum. We measure halo

power spectra and bispectra from four z = 0.55 MockBOSS halo catalogs [301] with box size

L = 4000 Mpc/h and particle mass mp = 6.8× 1010 M�/h using a friends-of-friends (FOF)

finder with linking length 0.168. Our threshold halo mass is Mh ≥ 1013 M�/h (100 particles

in the FOF group), giving number density n = 3.8× 10−4h3/Mpc3. Our halo sample is thus

roughly matched to the number density (3× 10−4h3/Mpc3) and average redshift (z = 0.57)

of the BOSS CMASS galaxy sample [62]. To measure B(k1, δ, θ) and P (k) from the halo

catalog, we use an FFT-based algorithm [15] with aliasing correction via interlacing [276].

Constraining power differs between constructive and destructive configurations, so we

focus on ten triangle configurations shown in Figure 2.1: seven constructive (c1, . . . , c7)

and three destructive (d1, d2, d3). We ignore the maximum-amplitude configurations with

θ = π; these correspond to three collinear points in Fourier space, suggesting they are

less independent from the power spectrum [42]. Additionally, the small values of k3 ∼

10−3 h/Mpc for these configurations make them subject to cosmic variance in practice, as

there are few modes this large in typical surveys (e.g. BOSS or DESI).

Each configuration comprises 19 triangles because k1 varies in 19 bins between 0.01h/Mpc

and 0.2h/Mpc. In each bin, the other two wave numbers k2 and k3 are computed from k1
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Figure 2.3: Bispectrum results for four constructive (left and right panels) and two destruc-
tive (middle panel) configurations measured from the MockBOSS simulations. Points show
the ratio of the simulated bispectrum B to the PT no-wiggle bispectrum BPT

nw . Curves show
the ratio of the PT bispectrum BPT to the no-wiggle BPT

nw . Each PT curve BPT/BPT
nw os-

cillates about B/BPT
nw = 1 but has been multiplied by a constant to account for linear bias

and allow comparison with corresponding measurements.

according to the parameters δ and θ, held fixed for any one configuration. Thus across the ten

configurations we measure 190 triangles in total. This number represents roughly one-fourth

of the 805 triangles that can be formed from three sides in our range and binning. We note

that some triangles we measure have one or two sides exceeding 0.2h/Mpc; the maximum

k2 we measure is 0.3h/Mpc, while k3 reaches 0.45h/Mpc. Little BAO information comes

from these scales, as the BAO feature is heavily damped for k & 0.2h/Mpc.

Figure 2.3 shows that simulated bispectra for destructive configurations have no BAO

feature, while pronounced oscillations appear in the constructive configuration bispectra.

Nonlinear effects are more important for the configurations with larger θ: as θ rises, so does

k3. As θ increases, we therefore expect the measured B(k1, δ, θ) to depart from BPT(k1, δ, θ)

at smaller k1, reflecting the increasingly nonlinear behavior of P (k3).

We perform a Fisher matrix analysis to estimate the improvement in BAO precision

offered by our bispectrum approach. We use the 1σ uncertainty σα in the shift parameter

α as a measure of constraining power. We introduce nuisance parameters AP and AB to

model possible uncertainties (e.g. due to halo bias) in the amplitude of P (k)/Pnw(k) and

each B(k1, δ, θ)/B
PT
nw (k1, δ, θ), respectively. That is, our models for the power spectrum and
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the bispectrum for the ith triangle configuration are

P (k)/Pnw(k) = APP (αk)/Pnw(αk), (2.8)

Ri(k1, δ, θ) = AB,iRi(αk1, δ, θ), (2.9)

where Ri denotes the ratio of the bispectrum Bi to the corresponding no-wiggle bispectrum

as in Eq. (2.6). We test an additional set of nuisance parameters such that P (k)/Pnw(k) =

AP [P (αk)/Pnw(αk)] + Cpk and Ri(k1, δ, θ) = AB,iRi(αk1, δ, θ) + CB,ik1. The parameters

CP and CB are motivated by the behavior of the Ri shown in Figure 2.3, which rise linearly

as k1 increases. Marginalizing over all four nuisance parameters changes our results by

. 10%, similar to other sources of error in our rough Fisher analysis.

The Fisher matrix is

Fµν =
∂dT

∂pµ
C−1 ∂d

∂pν
, (2.10)

where pµ ∈ {α,AP ,AB}, d is the data vector of power spectrum and bispectrum measure-

ments divided by their no-wiggle analogs, and C−1 is the inverse covariance matrix. The

dimension of the data vector is 209: 19 bins for P (k) plus 190 triangles. To estimate the

covariance matrix, we subdivide each of the four (4 Gpc/h)3 simulations into subvolumes

of (500 Mpc/h)3. The resulting 2048 subvolumes exceed the 209 power spectrum and bis-

pectrum bins by roughly an order of magnitude, and the derived covariance matrix is well

conditioned. When computing the inverse of the covariance matrix, we include the correction

factor in Ref. [125] to obtain its unbiased estimate.

To compute the partial derivatives of P (k)/Pnw(k) and B(k1)/BPT
nw (k1) with respect to

α, we stretch and compress the simulation box by a factor (1± ε) with ε = 0.05, recompute

the measured P (k) and B(k1, δ, θ), and correct for the change in amplitude due to the

change in box volume. This correction, the Jacobian of the integration measure between

Fourier and real space, is (1 + ε)3 for P (k) and (1 + ε)6 for the bispectrum [225, 278]. With

these amplitude shifts corrected, the power spectrum oscillations are simply stretched and
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compressed relative to the standard box. The oscillations as a function of k1 are stretched

in the bispectrum measurements as well. But even configurations where oscillations are

suppressed contain BAO scale information: when α 6= 1, configurations are selected based

on an incorrect estimate of the sound horizon, so the measured configurations depart from

the desired configurations. Consequently, the amplitude of oscillation in B(k1)/BPT
nw (k1)

changes as well as the frequency. This behavior provides a small additional constraint on

α—even destructive configurations contain BAO scale information.

The variance in α including marginalization over the amplitude parameters is

σ2
α = (F−1)αα. (2.11)

We compute σα for P (k)/Pnw(k) alone and for P (k)/Pnw(k) combined with B(k1)/BPT
nw (k1)

for different sets of triangle configurations. We also compute P (k)/Pnw(k) for the postre-

construction Pr(k), where reconstruction uses the algorithm of Ref. [236] with bias measured

from P (k) and a smoothing scale of Rs = 15 Mpc/h. Our results are unchanged at the

percent level with a smaller smoothing scale of Rs = 5 Mpc/h. Both reconstruction and the

addition of bispectrum information decrease the uncertainty in α. Computing the improve-

ment in σα relative to the prereconstruction, P (k)-only constraint, we find that the relative

improvement depends on the number and choice of triangle configurations. Three destructive

configurations (57 triangles) only improve σα by less than 3%, but a different 57 triangles in

three constructive triangle configurations (c1, c2, and c3) improve σα by roughly 8%. With

an additional four constructive configurations (for a total of 133 triangles in seven construc-

tive configurations), the improvement reaches 12%. The marginal improvement from each

configuration depends as well on its covariance with previously selected configurations; future

work will explore this dependence more fully. All ten triangle configurations (seven construc-

tive and three destructive) provide an improvement of roughly 14% over the precision from

P (k) alone. This initial choice of ten configurations does not exhaust the information avail-
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Table 2.1: At all redshifts tested, reconstruction gives roughly twice the improvement in α
of our ten bispectrum configurations.

Redshift n (h3/Mpc3) Reconstruction Bispectrum

0.15 3.8× 10−4 38% 17%

0.55 3.8× 10−4 32% 14%

0.8 8.5× 10−4 26% 10%

able in the bispectrum; the seventh and last constructive configuration, for example, still

raises the improvement in constraints by about 20%. We thus anticipate that opportunities

remain to further improve constraints on α by strategically selecting triangle configurations

with minimal covariance. We will study the covariance structure of the bispectrum and its

implications for triangle selection in detail in future work.

Fisher analysis also gives an estimate of how constraints from the bispectrum compare

to reconstruction, currently the best available technique to improve BAO precision. Fol-

lowing the same Fisher analysis, we estimate that the reconstructed Pr(k) improves on the

prereconstruction α constraint by roughly 30%. This is roughly twice the improvement

we find using ten bispectrum triangle configurations. Both bispectrum and reconstruction

perform better at lower redshift, as shown in Table 2.1. At all three redshifts, reconstruc-

tion still gives roughly twice the improvement of our ten bispectrum configurations. We

note that additional configurations will likely narrow this gap [113], and the comparison

between bispectrum and reconstruction improvements does depend on the range of wave

numbers used in the analysis. Decreasing the maximum wave number kmax from the value

of 0.2h/Mpc used above, bispectrum information provides more improvement in σα while

reconstruction provides less. The bispectrum starts to perform better than reconstruction

below kmax ∼ 0.15h/Mpc; for example, at kmax = 0.14h/Mpc and z = 0.55, ten bispectrum

configurations provide a 20% improvement, compared to 18% from reconstruction.
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2.4 Discussion

Measuring the bispectrum for only 190 triangles can improve constraints on the BAO scale

by 14%, corresponding to an increase in survey time of roughly 30%. Our 14% improvement

with tailored triangles is comparable to the roughly 10% improvement found by Ref. [239]

using a more complete set of triangles, and the 6% improvement of Ref. [288]. More critically,

our central finding is that the improvement depends not only on the number of bispectrum

measurements, but on the choice of measurements. By selecting triangle configurations where

interference effects amplify the BAO feature in the bispectrum, we obtain constraints with

relatively few measurements, decreasing the number of mock catalogs needed to estimate

the covariance matrix C. Our method also opens a new avenue for numerically obtaining

the cross covariance between P and B, which is less easily treated with an analytic template

than is the autocovariance. Additionally, our (k1, δ, θ) parametrization enables visualization

of the bispectrum BAO feature in simple 1D plots (Figure 2.3).

Reconstruction is a dynamical method that, applied to a single realization of the Uni-

verse, partially removes nonlinear effects using the full density field information—including

information that is not captured even by higher-order statistics. Bispectrum measurements

of BAOs are operationally independent from reconstruction, so agreement between the two

methods will demonstrate robust measurements of the BAO scale. For example, the bis-

pectrum provides an additional check for sources of error in reconstruction, such as those

described in Ref. [282]: incorrect assumptions of bias, redshift-space distortions, or distance

parameters. With better understanding of the covariance between the postreconstruction

power spectrum and the bispectrum triangles most relevant for BAOs, it may be possible

to combine pre- and postreconstruction measurements to further improve constraints on the

BAO scale. Furthermore, the bispectrum can easily be extended to constrain BAOs even in

modified gravity models. Once measured, bispectra can simply be compared to any modi-

fied gravity model; reconstruction, in contrast, must be modified according to each specific

model and reapplied to the data before repeating power spectrum measurements to constrain
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BAOs.

Our technique highlights phase effects; it thus may constrain sources of phase shifts in

the power spectrum. One source of a phase shift is an isocurvature perturbation, where

the oscillation is proportional to cos ks̃ instead of sin ks̃ [140]. We expect that destructive

configurations (as identified in the no-isocurvature model) may now show a BAO feature. In

future work, we will explore this phase shift as well as that induced by relativistic species

such as neutrinos [19, 20, 90].

Future work will also discuss the dependence of BAO amplitude on the triangle pa-

rameters θ and δ, explore whether additional triangle configurations offer any improvement

in constraints, and study the independence of bispectrum information from that used in

reconstruction. When combined with reconstruction, our result may represent a further im-

provement in BAO precision. Whether or not it does so on a statistical level, bispectrum

measurements are operationally independent from reconstruction and therefore subject to

different systematic effects. The bispectrum thus offers at the very minimum a cross-check

that, added to those of Ref. [2], will be valuable for analysis of BAOs in future large-scale

surveys.
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CHAPTER 3

A PHYSICAL PICTURE OF BISPECTRUM BARYON

ACOUSTIC OSCILLATIONS IN THE INTERFEROMETRIC

BASIS

We present a picture of the matter bispectrum in a novel “interferometric” basis designed

to highlight interference of the baryon acoustic oscillations (BAOs) in the power spectra

composing it. Triangles where constructive interference amplifies BAOs provide stronger

cosmic distance constraints than triangles with destructive interference. We show that the

amplitude of the BAO feature in the full cyclically summed bispectrum can be decomposed

into simpler contributions from single terms or pairs of terms in the perturbation theory

bispectrum, and that across large swathes of our parameter space the full BAO amplitude

is described well by the amplitude of BAO in a single term. The dominant term is deter-

mined largely by the F (2) kernel of Eulerian standard perturbation theory. We present a

simple physical picture of the BAO amplitude in each term; the BAO signal is strongest in

triangle configurations where two wavenumbers differ by a multiple of the BAO fundamental

wavelength.

This chapter has been submitted for publication in Monthly Notices of the Royal Astro-

nomical Society as “A Physical Picture of Bispectrum Baryon Acoustic Oscillations in the

Interferometric Basis” [44].

3.1 Introduction

The Baryon Acoustic Oscillation (BAO) method [30, 83, 141, 180, 278] has become a central

means of pursuing the essential nature of dark energy, a mysterious substance making up

roughly 72% of the present-day Universe. The BAO method uses the imprint of sound waves

in the early Universe on the late-time clustering of galaxies to probe the cosmic expansion

history, which through general relativity is linked to dark energy.
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The BAO method has been applied to the galaxy 2-point correlation function (2PCF)

and power spectrum [2, 262], as well as more recently to the galaxy 3-point correlation func-

tion (3PCF) [102, 292, 293] and bispectrum [239], measuring respectively 2- and 3-point

clustering over random in configuration space and Fourier space. While measurements of

the bispectrum and 3PCF have improved BAO constraints over those of the power spectrum

alone, optimal constraints are difficult to obtain given the large number of bispectrum tri-

angles. Bispectrum covariance matrices are often estimated from mock catalogs ([102, 239];

though other approaches exist, see Refs. [292, 293]). In order to properly estimate covariance

matrices, the number of mock catalogs must greatly exceed the number of triangles [241];

when many triangles are used to constrain BAO, the number of mocks needed is unrealistic

with present computational resources. For example, Ref. [239] measured the bispectrum for

a large number of triangles, but noted that their error bars were limited by the number of

mocks available to estimate the covariance matrix; more mocks would improve their 1.1%

precision joint constraints substantially to 0.7%, a gain of more than 30%.

With better understanding of which bispectrum triangles are most sensitive to BAO,

future studies could obtain better BAO constraints with a smaller set of triangles and,

therefore, a smaller covariance matrix. These triangles could be identified by measuring all

bispectrum triangles and their covariances, but such an approach also faces the problem

of limited mock catalogs. Because fully N -body mocks cannot presently provide a good

estimate of the full covariance matrix of all bispectrum triangles, we must select a set of

optimal triangles for BAO constraints—without knowledge of the full covariance matrix.

Chapter 2 proposed one technique to select bispectrum measurements that are sensitive to

BAO. We highlighted that BAO in the bispectrum constructively interfere in certain triangle

configurations, amplifying the BAO signal. In a short work, we measured bispectra only on

triangles where the BAO signal is amplified. With this relatively small set of bispectrum

measurements we found substantial improvements in BAO constraints over power spectrum

measurements alone, equivalent to lengthening BOSS by roughly 30%. Our method for
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triangle selection greatly reduced the number of bispectrum measurements necessary to

obtain such an improvement.

In detail, at leading order the bispectrum involves products of two power spectra; each

power spectrum introduces an oscillatory BAO feature. When the oscillations are in phase,

they amplify the BAO signal. In Chapter 2, we showed that this constructive interference

increases the amplitude of BAO in the bispectrum. We introduced a new parametrization of

bispectrum triangles: instead of the three triangle sides k1, k2, and k3, we use the length of

one triangle side k1, the difference in length of the second from the first in units of the BAO

fundamental wavelength, and the angle between them θ. We computed the BAO amplitude

for a selection of triangle configurations, producing a map of the root-mean-square (RMS)

amplitude as a function of the length difference and the opening angle. Using this RMS

map, we can surgically identify the configurations most suitable for studies of BAO in the

bispectrum.

The “interferometric basis” proposed in our earlier work promises other applications be-

yond improvement in BAO constraints with relatively few bispectrum measurements. First,

since our method identifies the triangles that are most sensitive to BAO, it offers an ap-

proach to more efficiently investigate the independence of bispectrum information from that

obtained via reconstruction [84, 226, 235, 236] and the covariance between the bispectrum

and power spectrum. Second, our parameterization allows intuitive visualization of BAO

in the bispectrum. Third, our interferometric approach is sensitive to phase shifts associ-

ated with Neff (such as that driven by relativistic neutrinos at high redshift [20]), spinning

particles in the early Universe [210], or relative velocities between baryons and dark matter

[61, 294, 311, 340].

In this chapter, we investigate more fully the physics of BAO in the interferometric basis.

The bispectrum is a sum of three cyclic terms, but for many triangles, the cyclic sum is

dominated by only one or two of the three terms. Which term dominates is determined

primarily by the F (2) kernel of Eulerian standard perturbation theory (SPT). Products of
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power spectra also enter the leading-order perturbation theory (PT) bispectrum, but their

role in the dominance structure is secondary; instead, they introduce the oscillatory features

whose interference is highlighted by our basis.

When the bispectrum is dominated by only one or two terms, the amplitude of BAO in

the full bispectrum can be approximated by the BAO amplitude in the dominant term or

terms. We show analytically that because BAO are a small feature in the power spectrum,

the difference between the RMS amplitude computed under this approximation and the full

RMS amplitude vanishes at leading order. We can therefore decompose the full RMS map

into approximate “eigen-RMSes” computed from individual terms. Numerical work verifies

that this decomposition successfully reproduces the primary features of the full RMS map.

To understand these features, we study the behavior of BAO in each term and pair of

terms that can dominate the bispectrum. The structure of the power spectrum, in particular

BAO and their envelope due to Silk damping, determines the RMS amplitude. For each

triangle configuration, the BAO amplitude in each term is driven by one of four interactions

between power spectra: interference, incoherence, feathering, or single power spectrum. The

first, interference, can dramatically amplify BAO amplitude in certain configurations, like

those used in Chapter 2 to constrain the BAO scale.

In general, then, the F (2) kernel determines which pairs of power spectra set the ampli-

tude of BAO in the measured bispectrum. The remainder of the chapter details this broad

picture as follows. In §3.2, we review the interferometric basis as presented in our earlier

work, and define the RMS amplitude of the ratio of physical to “no-wiggle” bispectrum we

use in our analysis. §3.3 introduces notation used throughout. §3.4 shows which triangle

configurations are dominated by a single term of the bispectrum cyclic sum; in these regions,

the BAO signal in the bispectrum simplifies to the BAO signal in a single term, as shown

analytically in §3.5. In §3.6, we numerically calculate the BAO amplitude in each term of the

cyclic sum. These “eigen-RMSes” approximate the BAO amplitude in the full bispectrum

in the regions where the corresponding terms dominate, and they assemble into a picture
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that matches the full map of BAO amplitude. §3.7 presents implications of our study for

the reduced bispectrum, the 3PCF, and multipole expansions of the 3PCF and bispectrum.

§3.8 concludes.

Throughout we adopt a spatially flat ΛCDM cosmology at z = 0 consistent with the

WMAP-7 [163] parameters of the MockBOSS simulations [301] used in Chapter 2: Ωm =

0.2648, Ωbh
2 = 0.02258, ns = 0.963, σ8 = 0.80, and h = 0.71.

3.2 Interferometric Basis

Several sets of triangle parameters have been used in previous works for the isotropic bispec-

trum and three-point correlation function (3PCF). Refs. [274], [157], and [15] considered the

bispectrum for equilateral or isosceles triangles. Refs. [273], [271], [26], [274], [16], [107], and

[134] used one side k1, the ratio of a second side to the first k2/k1, and the angle between

the two θ12; the third side can also be parameterized simply as k3 [239] or by its ratio to k1

[15, 149]. Refs. [271] and [275] allowed each triangle side to be any integer multiple of the

bin width ∆k ' 0.015 h/Mpc.

Like the bispectrum, the 3PCF can be parametrized using one side r1, the ratio of a second

side to the first r2/r1, and the opening angle θ [164, 198, 199]. Other parameterizations

use two sides r1 and r2. The third parameter can be the opening angle θ between them

[114, 115, 201, 202], the cosine µ of the opening angle [102], a shape parameter combining

the three side lengths [150, 223, 240, 327], or a multipole expansion of the dependence on

opening angle [237, 292, 293, 303]. Many studies of the anisotropic bispectrum and 3PCF,

which retain information about the line of sight, have also employed a multipole basis with

respect to the line of sight in redshift space (e.g. Refs. [41, 69, 94, 216, 338, 339]). Refs. [291]

and [299] use a spherical harmonic expansion of the 3PCF and bispectrum, which includes

information on both the internal angle and the angles to the line of sight.

In Chapter 2, we introduced a new basis for bispectrum work motivated by the physics of

BAO in the bispectrum. The bispectrum B involves products of linear matter power spectra
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Figure 3.1: The triangle parameter θ is defined in equation (3.3) as the exterior angle between
k1 and k2.

P (e.g. Ref. [273]), as

B(k1, k2, k3) = 2P (k1)P (k2)F (2)(k1, k2; k̂1 · k̂2) + cyc. (3.1)

We refer to 2P (k1)P (k2)F (2)(k1, k2; k̂1 · k̂2) as the pre-cyclic term, and to the terms denoted

by cyc. as the post-cyclic terms. F (2) is the Eulerian standard perturbation theory kernel

that generates a second-order density field when integrated against two linear density fields.

The F (2) kernel depends only on two side lengths ki and kj and the angle between them

(through the dot product k̂i · k̂j):

F (2)(ki, kj ; k̂i · k̂j) =
5

7
+

1

2

(
ki
kj

+
kj
ki

)
(k̂i · k̂j) +

2

7
(k̂i · k̂j)2. (3.2)

We will refer to the middle term of equation (3.2), (ki/kj+kj/ki), as the dipole contribution

to F (2).

The power spectra in equation (3.1) have BAO features that oscillate sinusoidally. These

features can thus interfere, motivating us to consider a parameterization of the bispectrum

that transparently captures the phase structure. In particular, we set up our parametrization

to capture the phase structure of the pre-cyclic term (first term in equation 3.1) in k1 and
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k2, as follows:

k1, k2 − k1 = δ

(
λf
2

)
, cos θ = k̂1 · k̂2. (3.3)

Throughout this work we assume without loss of generality that δ is positive, so k2 > k1.

The external angle θ is shown in Figure 3.1. The fundamental wavelength of the BAO in

Fourier space λf is given by

λf =
2π

s̃f
≈ 0.0574 h/Mpc, (3.4)

where s̃f = 109.5 Mpc/h is the effective sound horizon evaluated at a fiducial wavenumber

kf = 0.2 h/Mpc. As discussed in Ref. [82], the lowest-wavenumber nodes of the baryonic

transfer function occur at higher wavenumber than the nodes of sin ks. The effective sound

horizon grows with k for k . 0.05 h/Mpc and asymptotes to the sound horizon s for

k & 0.05 h/Mpc; we define λf according to its asymptotic value at kf = 0.2 h/Mpc.

We use “configuration” to describe a set of triangles with fixed δ and θ over the range

0.01 ≤ k1/[h/Mpc] ≤ 0.2. For each configuration, we divide k1 into 100 bins of width

1.9 × 10−3 h/Mpc. The other two wavenumbers k2 and k3 are calculated from each k1

according to equation (3.3). We study configurations with 0 ≤ δ ≤ 4.25 and 0 ≤ θ ≤ 1.1,

with 80 points in θ and 80 in δ for a total of 6400 configurations. We sample many (δ, θ)

points simply to produce well-resolved figures, but we note that configurations that are close

to each other in (δ, θ) space are highly covariant.

We restrict k1 to the range 0.01 ≤ k1/[h/Mpc] ≤ 0.2 and δ to be less than about 4 to

capture most of the effects of BAO. For most configurations, k1 is smaller than the other two

triangle sides, but for small δ and θ/π ∼ 1, k3 can be smaller than k1. In Chapter 2, these

configurations were not used to constrain BAO because they are subject to cosmic variance

and covariant with the power spectrum (as discussed in §2.3).

Below our minimum wavenumber of 0.01 h/Mpc, cosmic variance becomes significant;

31



given the mock catalogs we use one cannot make a sufficient number of subdivisions to

estimate covariances on these large scales. Of course at large scales the covariance should

be dominated by the Gaussian Random Field (GRF) contribution, so a template could be

used to model the covariance (e.g., as Ref. [288] does for the isotropic 3PCF and Ref. [291]

for the anisotropic 3PCF).

However, even with an adequate covariance, the contribution of low-wavenumber modes

to BAO constraints should be small given the small number of large-scale modes in the

volume of a survey such as DESI1 [67]. Our minimum wavenumber corresponds to a

physical scale of 628 Mpc/h; DESI will have volume of order 50 [Gpc/h]3 equivalent to

a box side length of roughly 3700 Mpc/h. Thus there are of order 200 modes of wave-

length 628 Mpc/h in the box, enabling measurement to about 7% precision. The contri-

bution of low-wavenumber bispectrum modes to BAO constraints will therefore be neg-

ligible compared to the 0.1% precision DESI will achieve using power spectrum BAO at

higher wavenumber. It is the case that the other two triangle sides can probe higher

wavenumbers—our maximum δ studied is 4, so k1 = 0.01 h/Mpc corresponds to at most

k2 = 2λf + 0.01 h/Mpc = 0.125 h/Mpc and k3 = k1 + k2 = 0.135 h/Mpc. These wavenum-

bers do access BAO scales, but nonetheless, the bispectrum error bar will not be competitive

with DESI power spectrum precision as the total bispectrum error bars of such configurations

will be dominated by the cosmic variance of the shortest side k1.

At higher wavenumbers than our maximum, even at the level of linear theory Silk damping

[285] degrades the BAO signal. The Silk damping scale kSilk (equation 7 of Ref. [82]),

is approximately 0.125 h/Mpc for our cosmology; at wavenumbers above kSilk, the BAO

signal in the transfer function is increasingly suppressed as exp[−(k/kSilk)1.4] (equation 21

of Ref. [82]).

Wavenumbers above kNL ∼ 0.1 h/Mpc are nonlinear, so perturbation theory no longer

provides an accurate model of the bispectrum at these scales [251]. Effective field theory

1. http://desi.lbl.gov
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(EFT) models perform reasonably well up to k ∼ 0.3 h/Mpc; Ref. [40] describes the power

spectrum to the percent level for k . 0.3 h/Mpc. In the case of the bispectrum (e.g. Refs. [27,

63, 215]), the maximum wavenumber at which EFT agrees with simulations depends on

configuration and cosmology, but EFT models of the real-space matter bispectrum perform

well up to k ∼ 0.2 h/Mpc [7, 15]. In redshift space, however, perturbation theory models

break down at yet smaller wavenumbers, differing from bispectrum measurements at the

10% level by k = 0.1 h/Mpc [295].

Baryonic effects, which are not as yet satisfactorily modeled, also become important at

wavenumbers above our maximum. For k & 1 h/Mpc, hydrodynamical simulations find a

5−15% alteration in the power spectrum relative to dark-matter-only simulations [46]. As the

bispectrum scales roughly as P 2 with P the power spectrum, this ∼10% uncertainty in the

power spectrum likely translates to∼20% in the bispectum, which at tree level is proportional

to the square of the power spectrum (see also the hierarchical ansatz of Ref. [112]). In the

absence of a theoretical model for baryonic effects, the uncertainty in high-wavenumber

models of the bispectrum is much too large to measure BAO to sub-percent precision.

Overall, then, the range of wavenumbers we consider is a conservative cut to isolate

the regime where BAO effects are most prominent and the bispectrum is best understood.

Within this range of scales, our interferometric basis identifies the configurations where

constructive interference of power spectra amplifies the BAO “wiggles.” To quantify the

presence of BAO in each configuration, we compute the RMS amplitude of the ratio R of

the bispectrum B(k1, δ, θ) to its no-wiggle analog Bnw(k1, δ, θ). We have

R(k1, δ, θ) =
B(k1, δ, θ)

Bnw(k1, δ, θ)
, (3.5)

where the numerator is computed using power spectra P (k) from CAMB [175] and the

denominator using power spectra Pnw(k) from the fitting formula for the no-wiggle transfer
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function of Ref. [82]. The variance is

A2(δ, θ) ≡
∫ 0.2

0.01

[
R(k1, δ, θ)− R̄(δ, θ)

]2 dk1

[h/Mpc]
, (3.6)

where R̄(δ, θ) is the mean of R(k1, δ, θ) on the same range, 0.01 ≤ k1/[h/Mpc] ≤ 0.2. Fig-

ure 3.2 shows the root-mean-square amplitude A for a selection of configurations. Through-

out this work we will refer to Figure 3.2 as the root-mean-square (RMS) map.

Our basis is a transformation of the triangle sides (k1, k2, k3); the axes θ and δ of our

RMS map correspond roughly to k3 and k2, respectively. In our basis, the wavenumbers k2

and k3 depend on k1, δ, and θ as

k2 = k1 + δλf/2,

k3 =
√
k2

1 + k2
2 + 2k1k2 cos θ

=

√
k1 (1 + cos θ)

(
2k1 + δλf

)
+
(
δλf/2

)2
,

(3.7)

where the first equality for k3 stems from the orientation of θ shown in Figure 3.1 and the

law of cosines. Configurations with the same k3 therefore lie along sloped curves in the (δ, θ)

plane. As the power spectrum depends only on the magnitude of the wavenumber, these

curves are also traces of constant P (k3).

The parameter δ was chosen to produce constructive interference in the precyclic term of

the bispectrum (first term in equation 3.1). However, constructive interference is not limited

only to this single term: we expect interference as well where k2 and k3, or k3 and k1, differ

by integer multiples n of the BAO wavelength λf . We calculate the configurations for which

these conditions are satisfied. Curves where k2 = k1 + nλf are horizontal lines in the (θ, δ)

plane, as shown in the left panel of Figure 3.3; that is, k2 = k1 + nλf where

δ/2 = n. (3.8)
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Figure 3.2: Top—The root-mean-square amplitude A (equation 3.6) of the bispectrum BAO
feature in triangle configurations parameterized by (δ, θ). Maxima and minima are set by the
constructive and destructive interference of BAO oscillations in the bispectrum. Bottom—In
many regions of the RMS map, a single term or pair of terms in the bispectrum cyclic sum
(3.1) dominates the sum. The boundaries between these regions (white lines) correspond to
changes in the behavior of the RMS map. The numerals indicate the number of terms that
must be considered to accurately approximate the bispectrum.
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Figure 3.3: In our basis, k2 depends only on δ, while k3 varies with both δ and θ. The
behavior of these two wavenumbers in the (δ, θ) basis is critical for understanding both the

power spectrum and F (2) kernel. As P (k) ∼ k, the structure of P (k) in the δ-θ plane is

similar to that of the individual wavenumbers, while F (2) is a more complicated function
(as shown in Figure 3.7). k2 and k3 are calculated according to equation (3.7) with k1 =
0.1 h/Mpc. Dashed lines in the left panel show configurations for which k2 = k1 + nλf
(equation 3.8) for n = 1 and 2; n = 0 coincides with the θ axis. In the right panel, dashed
curves show configurations for which k3 = k1 + nλf (equation 3.10) for n = 0, 1, and 2.
Solid curves show configurations for which k2 = k3; the color is red where ki is larger than
k1, blue where ki is smaller than k1, and white where ki = k1.

The curves where k2 = k3 + nλf , shown for n = 0 in Figure 3.3, are given by

δ =
−2k2

1 cos θ − k2
1 − 2nλfk1 + n2λ2

f

nλ2
f + λfk1 cos θ

. (3.9)

We only show the n = 0 case as higher harmonics of k2 = k3 + nλf do not correspond to

features in the RMS map, as discussed in §3.6.1 below. The curves where k3 = k1 + nλf ,

shown as dashed curves in the right panel of Figure 3.3, follow

δ =
2

λf

[√
k1
(
k1 cos2 θ + nλf

)
+ n2λ2

f − k1(1 + cos θ)
]
. (3.10)

In general, equations (3.9) and (3.10) depend on both k1 and θ. In the special case of the

equilateral configuration, the k1 dependence cancels; that is, when θ/π = 2/3 = 0.67 and

n = 0, equation (3.9) gives δ = 0. For these configurations, k3 equals k2 for all k1. For all

other configurations, however, equations (3.9) and (3.10) can only be satisfied for a single

k1. When necessary, we choose a representative value of k1 = 0.1 h/Mpc to compute the
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configurations for which equations (3.9) and (3.10) hold.

3.3 Notation

Here we define notation for several combinations of power spectra, F (2) kernels, and bispectra

that will be used throughout.

BAO in the bispectrum come only from oscillations in the power spectrum, which we

isolate as

PBAO
i =

P (ki)

Pnw(ki)
≡ 1 + wi, (3.11)

where wi is defined through this equality and represents the BAO-only piece of the power

spectrum. We note that wi � 1; the baryon fraction fb in our Universe is small (fb ≡

Ωb/Ωm ∼ 20%), so the BAO are a small feature in the power spectrum.

Each term in the cyclic sum (3.1) is denoted by

Bij = 2PijF
(2)
ij (3.12)

with

Pij = P (ki)P (kj) (3.13)

and

F
(2)
ij = F (2)(ki, kj ; k̂i · k̂j). (3.14)

The ratio of each term to its no-wiggle analog is

Rij =
Bij
Bnw
ij

=
Pij
Pnw
ij

= PBAO
i PBAO

j , (3.15)

where the second equality holds because the F (2) kernel is unaltered going from a physical

to a “no-wiggle” cosmological model. The kernel stems from the Newtonian gravity solution

of the equations of perturbation theory assuming an Einstein-De Sitter (matter-dominated)
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cosmology, and is thus independent of the input linear power spectrum. We note that all

cosmological parameters of the no-wiggle model, including the matter density, are identical

to the physical model.

Using the definition (3.11) of w, we may rewrite

Rij = 1 + wi + wj + wiwj ≡ 1 + wij (3.16)

where the last equality defines wij , the oscillatory piece of one term of the bispectrum (3.1).

To refer to a ratio where one term in the sum is negligible, we use

Rij+jk =
Bij +Bjk
Bnw
ij +Bnw

jk

. (3.17)

The sum R12 +R23 +R31 is not equal to R of equation (3.5).

3.4 Regions of Dominance

In order to understand the behavior of the BAO amplitude shown in the RMS map (Fig-

ure 3.2), we seek to identify configurations where the cyclic sum of the perturbation theory

bispectrum (3.1) simplifies. That is, we ask whether there are any regions where the behavior

of the full bispectrum is determined by only one or two of the three terms in the cyclic sum.

Figure 3.4, our “dominance map,” shows that many of the configurations are indeed

dominated by a single term (red and blue regions), and others are dominated by two terms

while the third is negligible (green and purple regions). The RMS map (Figure 3.2) reflects

the dominance structure. The horizontal bands at θ/π . 0.4 (red region, B12 dominant)

transition to sloped bands in the purple and black regions. The blue region (B31 domi-

nant) corresponds to a pattern of small maxima and minima in the RMS map that we call

“feathering.” Finally, in the green region at low δ and high θ, RMS amplitude is maxi-

mized for triangles where two wavevectors are nearly antiparallel and the third is small. The
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Figure 3.4: The dominance map (§3.4) shows regions where the bispectrum cyclic sum
simplifies to a single term or pair of terms. A term dominates (§3.4.1) if the median of its
ratio with each of the other two terms is at least 5. In our color scheme, primary colors
(red, yellow, and blue) represent single terms, while the secondary colors (orange, green, and
purple) represent pairs of terms. For an equilateral configuration (δ = 0, θ/π = 0.67), all
three terms are identical so none can dominate; the black region surrounds this configuration.
Symbols indicate representative configurations that are discussed in detail in §3.4.3. The
white curve shows k2 = k1 (equation 3.9), where at least two terms must be of comparable
magnitude (§3.4.3).
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mechanisms that drive these different patterns in each region are described in detail in §3.6

below.

In this section, we detail the calculation and behavior of the dominance map (Figure 3.4).

In §3.4.1, we present our definitions of dominance, which require the choice of a factor f .

The specific ways in which triangle geometry determines which term dominates are discussed

in detail in §3.4.3; the dominance map is driven primarily by the behavior of the F (2) kernel

reinforced by the broadband behavior of the power spectrum, as we will further detail in

§3.4.2. In most regions of the dominance map, the maximum and minimum terms in the

F (2) kernel also maximize or minimize the power spectrum; the exceptions are discussed in

§3.4.4. In general, in the squeezed limit where one side of the triangle can be much larger

than the smallest, terms including the largest wavenumber are small. In the other limit, an

equilateral triangle, all three sides are similar so all functions of them are similar as well and

no sides dominate. The dominance plot shows the transitions between these two regimes.

We note that we assume positive δ, and for δ > 0, no region is dominated by B23 (yellow)

or the pair of terms B12 + B23 (orange). When δ < 0, k1 and k2 interchange. This would

correspond to mirroring across the θ-axis; blue would become yellow.

3.4.1 Definition of “Dominance” and Choice of Dominance Ratio f

We identify dominant terms by comparing the magnitudes of terms Bnw
ij across k1. The

dominance structure is determined by the broadband behavior of the bispectrum terms, so

we use the no-wiggle bispectrum Bnw
ij to fully isolate the broadband. Results are similar

when the full bispectrum Bij is used instead, as BAO are small relative to the broadband.

At each (δ, θ) configuration, we calculate the ratios between each pair of terms as a

function of k1. We then compare the medians, denoted med, of these ratios to a factor f .

We use the median because it is a smooth function of our parameters δ and θ, unlike the

mean, which can be skewed by large ratios between the terms at small k1. The median is

more representative of the typical ratio across all k1 we consider.
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Dominance criterion—If Bij exceeds each other term by at least a factor of f , that

is, if

med

∣∣∣∣∣B
nw
ij

Bnw
jk

∣∣∣∣∣ > f, med

∣∣∣∣∣B
nw
ij

Bnw
ik

∣∣∣∣∣ > f, (3.18)

we consider Bij dominant.

Double dominance criterion—If two of the terms that enter the bispectrum de-

termine its behavior while the third is relatively small, we say that two terms are double

dominant. Two ratios must be within a factor of f of each other but both exceed the third

by at least a factor of f . Because terms can be either positive or negative, this comparison

alone is not obviously sufficient; one term could be large and positive, and the other large

and negative, such that their sum is smaller than the third term. Therefore we also require

the sum of the two dominant terms to exceed the third term by a factor f . Our double

dominance criterion is thus a set of four conditions: Bij and Bik are both dominant and

only Bjk is negligible when

med

∣∣∣∣∣B
nw
ij

Bnw
jk

∣∣∣∣∣ > f, med

∣∣∣∣∣Bnw
ik

Bnw
jk

∣∣∣∣∣ > f, med

∣∣∣∣∣B
nw
ij

Bnw
ik

∣∣∣∣∣ < f, med

∣∣∣∣∣B
nw
ij +Bnw

ik

Bnw
jk

∣∣∣∣∣ > f. (3.19)

In practice, the final condition is not relevant for any configuration we test; the differences

between large positive and negative terms remain much larger than the third term, for

example in the region described in further detail in §3.4.3.

No term dominant—If the medians of all three ratios are within f of each other, then

no term is dominant.

The dominance region plot is weakly dependent on the choice of the factor f , as shown

in Figure 3.5. As the threshold for dominance rises, less of the plane is dominated by a

single term; the B12 + B31-dominant, B23 + B31-dominant, and no-term-dominant regions

encroach on the single-term-dominant regions. We choose f = 5 as our standard threshold

for dominance, as it is sufficiently large to separate the term that dominates the RMS

amplitude. With this choice of f , the non-dominant terms are typically less than 20% of
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Figure 3.5: The shapes and locations of regions of dominance are not highly sensitive to
f , the factor by which a term must exceed all others to be called “dominant” (see §3.4.1,
equations 3.18 and 3.19). As f increases from the left panel to the right, the black and
purple regions (where no single term exceeds all others by at least a factor of f) expand.
That is, when the criterion for a single term to dominate is more strict, fewer configurations
are dominated by a single term.

the dominant term, so the ratio of the bispectrum to the no-wiggle bispectrum (3.5) can

be Taylor-expanded about the ratio Rij of a single term in the cyclic sum to its no-wiggle

analog (as we do in §3.5).

3.4.2 F (2) Kernel Drives Dominance Structure

As seen in Figure 3.6, the structure of the full dominance plot strongly resembles that of

a dominance plot for F (2) alone, which itself reflects the behavior of F (2) in the δ-θ plane

(Figure 3.7).

Including Pij expands some regions (near their borders, Pij can move the maximum

term from just under to just over 5× the next-largest term). In Figure 3.6, we choose

f =
√

5 for the Pij and F (2) panels to agree with our choice of f = 5 for the product

PijF
(2). As discussed in §3.4.3 (equation 3.20), the Pij and F (2) dominance criteria cannot

simply be multiplied together to determine dominance in Bij , but these two contributions

independently illuminate the full bispectrum dominance map.

The dynamic range of F (2) is larger than that of Pij , so the F (2) kernel determines most of

the dominance map of Figure 3.4. The middle term of the F (2) kernel,
(
ki/kj + kj/ki

)
(k̂i·k̂j)
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Figure 3.6: The regions of dominance are determined primarily by the F (2) kernel, as
discussed in §3.4.2; the structure of the full dominance plot (right panel) is very similar to

that of the F
(2)
ij dominance plot (middle panel), with some modification from the products

of power spectra Pij (left panel). For the left and middle panels, Pij and F
(2)
ij , a term is

dominant if exceeds the other two by a factor of
√

5 (chosen for consistency with f = 5 for

the product PijF
(2)
ij ). For the third panel, a term is dominant if the median of its ratio with

each of the other terms is at least 5 (as in Figure 3.4).

in equation (3.2), varies the most between configurations: it can be positive or negative, and

can be very large when one side is much smaller than the other (for example, surrounding

δ = 0, θ/π = 1 in Figure 3.7). Alternatively, F (2) can approach arbitrarily close to zero

(black curves in Figure 3.7).

3.4.3 Regions of the Dominance Map

In this section, we step through each region of the dominance plot of Figure 3.4 from left

to right to discuss the dominance behavior. In general, the relative magnitudes of the B12,

B23, and B31 differ across configurations due to differences in the (δ, θ) dependence of the

three wavenumbers k1, k2 and k3 (given in equation (3.7) and Figure 3.3).

For each region, we discuss the behavior of the Pij and F
(2)
ij that enter the bispectrum.

We build up understanding of each region by first analyzing their behavior separately, then

considering the implications for the full dominance plot. We take this approach because
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Figure 3.7: The F (2) kernel drives the structure of the dominance plot. As shown in the
left panel, F (2) depends only on the angle between two sides through θ (Figure 3.1) and
the ratio of their lengths kj/ki. The kernel can be positive or negative, and crosses zero
(black curves). The dynamic range therefore exceeds that of the power spectrum product
Pij , which varies only by a factor of 500 across the triangles shown. The remaining three

panels show the F
(2)
ij that enter the bispectrum, evaluated at k1 = 0.1 h/Mpc. These three

panels determine the behavior of the F (2) dominance plot (middle panel of Figure 3.6): F
(2)
12

(middle left panel) is the largest F
(2)
ij in the red region of the middle panel of Figure 3.6,

F
(2)
31 (right panel) dominates in the blue region of Figure 3.6, and in the green region of

Figure 3.6, both F
(2)
23 (middle right panel) and F

(2)
31 are large while F

(2)
12 is small.
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the power spectrum products behave very differently from the F (2) kernels, even though

dominance is determined by the median ratios of terms Bnw
ij /B

nw
jk , which are medians of

products and not products of medians:

med

∣∣∣∣∣B
nw
ij

Bnw
jk

∣∣∣∣∣ = med

∣∣∣∣∣∣
Pnw
ij F

(2)
ij

Pnw
jk F

(2)
jk

∣∣∣∣∣∣ 6= med

∣∣∣∣∣P
nw
ij

Pnw
jk

∣∣∣∣∣×med

∣∣∣∣∣∣
F

(2)
ij

F
(2)
jk

∣∣∣∣∣∣ . (3.20)

We note that the power spectrum is maximal at kpeak ≈ 0.015 h/Mpc; above kpeak,

Pnw(k) declines monotonically as 1/k. Since our analysis covers 0.01 ≤ k1/[h/Mpc] ≤ 0.2,

it is a good approximation that in our k-range of interest the broadband power spectrum

falls as P (k) ∝ 1/k. This approximation fails only in the low-δ, high-θ region where k3 can

be sufficiently small that P (k3) increases with k3 (discussed in §3.4.3 below).

Red region, B12 dominant

When θ/π . 0.5, Figure 3.4 shows that B12 is the dominant term in the bispectrum cyclic

sum (3.1). In this red region, configurations are constructive where PBAO
1 and PBAO

2 (defined

in equation 3.11) are in phase, and destructive where they are out of phase. B12 dominates

because in both the F (2) kernel and the products of power spectra Pij , the pre-cyclic terms

are largest.

F
(2)
12 is much larger than F

(2)
23 and F

(2)
31 (as shown in Figure 3.7) because only in F

(2)
12

is the sign of the dipole contribution (ki/kj + kj/ki) positive. The dot product of the unit

vectors k̂1 and k̂2, which determines the sign of the dipole contribution, approaches +1 in

F
(2)
12 . For F

(2)
23 and F

(2)
31 , the relevant dot product instead approaches −1. While F

(2)
23 and

F
(2)
31 therefore contain both positive and negative contributions of similar magnitude, all

contributions to F
(2)
12 are positive, so F

(2)
12 will be the largest F

(2)
ij . For example, where δ

vanishes as well as θ (in the lower left corner, × symbol), two sides, k1 and k2, are equal, while

k3 = 2k1. With these side lengths and dot products, F
(2)
12 = 2 and F

(2)
31 = F

(2)
23 = −0.25.

F
(2)
12 exceeds the other two F

(2)
ij by a factor of eight.
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The effect of the power spectrum products is to further separate the three cyclic terms.

For 0 ≤ θ/π < 0.5, the triangle is obtuse (see θ in Figure 3.1). As θ → 0 and the triangle

fully opens, k3 approaches k1 + k2. For these obtuse triangles k3 > k2 > k1 (see Figure 3.3)

because k2 always exceeds k1. The power spectrum is monotonically decreasing, so the ki

ordering implies P (k1) > P (k2) > P (k3). Thus P12 > P31 > P23, reinforcing the order of

the F
(2)
ij .

For nonzero δ (e.g., + symbol in Figure 3.4), B31 grows with δ, but B12 remains dominant

by our dominance criterion of f = 5. For large δ, k1 is small relative to δλf/2. The other

two wavenumbers k2 and k3 are both larger than k1 (Figure 3.3), so P (k3) approaches P (k2).

As a result, P31 and P12 are of similar magnitude (as in the purple region at low θ and high

δ in the leftmost panel of Figure 3.6). The magnitudes of the F
(2)
12 and F

(2)
31 kernels also

grow as δ increases, with the F
(2)
31 kernel approaching but remaining smaller than F

(2)
12 . As

δ continues to increase, B31 comes within a factor of 10 of B12, causing a purple region to

appear in the upper left corner of the right panel of Figure 3.5. We note that this effect is

too small to appear when the dominance criterion is f = 5, our choice in the main analysis

of this work (as in Figure 3.4).

Middle region, no term dominant (black) or B12 and B31 dominant (purple)

Around θ/π = 0.6, at most one term in the cyclic sum can be neglected. In the black region

at low δ, all three terms are of comparable magnitude; in the purple region at larger δ, B23

shrinks, but B12 and B31 are still large and of similar magnitude. The black region contains

triangles that are nearly equilateral; triangles with θ/π = 2/3 and δ = 0 are equilateral

for all k1. Since all three sides and angles are equal, all three terms in the bispectrum are

identical, and no term can dominate any other.

In the purple region, B23 is negligible compared to B12 and B31. As δ increases along the

k2 = k3 line shown in Figures 3.3 and 3.4, k2 and k3 grow larger than k1. Since k2 = k3, B12

and B31 remain equal; their ratio will deviate little from unity. But as δ increases, both F
(2)
23
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and P23 shrink relative to the other terms. In particular, F
(2)
23 approaches zero. For large δ

along k2 = k3, the unit vectors k̂2 and k̂3 are antiparallel as k1 is relatively small, and their

dot product (k̂2 ·k̂3) becomes −1. Since k2 = k3, the dipole contribution (k2/k3+k3/k2) = 2

in the F
(2)
23 kernel, and F

(2)
23 therefore vanishes. Furthermore, Figure 3.3 shows that at large

δ, k2 and k3 are much larger than k1. The product of power spectra P23 is therefore smaller

than the other two products P12 and P31, which both involve the much larger P (k1). Both

F
(2)
23 and P23 shrink as δ increases, so B23 becomes smaller than the other two terms and

can be neglected. Thus B12 and B31 dominate the bispectrum cyclic sum.

Blue region, B31 dominant

At the right side of Figure 3.4, where θ is large (circle symbol), B31 dominates the cyclic

sum. Both F
(2)
31 and P31 are large relative to the other F (2) kernels and products of power

spectra.

In the F (2) kernel, as shown in Figure 3.7, F
(2)
12 vanishes, and negative contributions to

F
(2)
23 make it smaller than F

(2)
31 . F

(2)
12 vanishes because in this region, triangles are in the

squeezed limit, where k2 ≈ −k1. The third wavenumber k3 approaches k2 − k1, meaning

k3 →
δλf

2
, (3.21)

so k3 is small relative to the other two wavenumbers (see Figure 3.3). At the same time, the

dot product k̂1 · k̂2 approaches −1, so F
(2)
12 behaves as

F
(2)
12 → 1− 1

2

(
k1

k2
+
k2

k1

)
∼ 0. (3.22)

In equation (3.22), the difference δλf/2 between k1 and k2 (3.3) is much smaller than k1, so

k1 ∼ k2 and F
(2)
12 vanishes. Meanwhile, the other two terms do not vanish; k̂2 · k̂3 = −1 but
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k̂1 · k̂3 = +1, so F
(2)
23 and F

(2)
31 approach

F
(2)
23 → 1− 1

2

(
k2

k3
+
k3

k2

)
(3.23)

F
(2)
31 → 1 +

1

2

(
k3

k1
+
k1

k3

)
. (3.24)

The magnitudes of k1 and k2 are comparable, so the dipole contributions (k2/k3 + k3/k2) in

F
(2)
23 (equation 3.23) and (k3/k1 + k1/k3) in F

(2)
31 (equation 3.24) are similar in magnitude.

Only in F
(2)
31 do both contributions have the same sign, so F

(2)
31 is larger than F

(2)
23 .

The Pij reinforce the behavior of the F (2) kernel. k3 is small, but still large enough that

P (k3) is monotonically decreasing; for δ of a few, equation (3.21) is near kPeak (§3.4.3). In

this limit k2 = k1 + k3, so k2 must be the largest of the three wavenumbers. In the power

spectrum, then, P (k2) < P (k3), P (k1). P12 and P23, which include P (k2), are therefore

smaller than P31, which does not. The largest power spectrum term is therefore P31 as in

the F (2) kernel, and B31 dominates the bispectrum.

Green region, B23 and B31 dominant

In the lower right corner of Figure 3.4 around δ = 0, θ/π = 1 (star symbol), the dominant

terms are B23 and B31. Dominance is once again driven by the F (2) kernel; F
(2)
23 and F

(2)
31

are very large (as shown in Figure 3.7) while F
(2)
12 vanishes.

F
(2)
12 vanishes for the same reason it does in the blue region, but the magnitude of F

(2)
23

is more comparable to that of F
(2)
31 than it is at higher δ. Along the line where θ/π = 1,

the blue region transitions to green at roughly δ ≈ 1 (square symbol in Figure 3.4). Here,

k3 = λf/2 ≈ 0.0285 h/Mpc, which is nearing the lowest k1 in our range (k1 = 0.01 h/Mpc).

Both k2 and k1 therefore exceed k3 by up to a factor of 10. As in the blue region, triangles

in the green region are squeezed, so the dot products between unit wavevectors are the same

as in the blue region. The kernels then behave as equations (3.22–3.24), and F
(2)
12 (equation
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3.22) vanishes. Unlike in the blue region, however, the dipole contribution (ki/kj + kj/ki)

is large enough that the constants in equations (3.23) and (3.24) become insignificant. F
(2)
23

and F
(2)
31 are thus both comparably large; F

(2)
31 is large and positive (k̂1 · k̂3 = +1) while F

(2)
23

is large and negative (k̂2 · k̂3 = −1). This region satisfies our double dominance criterion

(3.19), as even the sum B23 + B31 exceeds the very small third term B12—for example, by

a factor of 105 at δ = 0.01, θ/π = 1.

Our assumption that P (k) falls monotonically with k breaks down in the green region.

Because k3 is proportional to δ (as in equation 3.21), k3 becomes very small for small δ

(see Figure 3.3). Our previous analysis assumed all wavenumbers were large enough that

the power spectrum is monotonically decreasing, but in the green region, k3 can be in the

regime where P (k) increases with k. Both k1 and k2 are still greater than kPeak, in the

regime where P (k) falls with k. For very small k3, then, P (k3) may be smaller than P (k1)

and P (k2). As a result, P12 can be the largest product of power spectra, despite the fact that

k1 and k2 are much larger than k3. However, the power spectrum is overshadowed by the

behavior of the F (2) kernel. Even for δ = 0.01, where P12 can exceed the other two products

of power spectra by a factor of 25 at small k1, the median ratio of power spectra products,

med [P12/P23], is only 5. But the median ratio of F (2) kernels, med
[
F

(2)
12 /F

(2)
23

]
, is of order

10−8 because k1 so nearly equals k2, driving F
(2)
12 to vanish. The dominance structure is

thus driven primarily by the F (2) kernel.

3.4.4 Ordering of Subdominant Terms

The Bij of equation (3.1) with maximum median Pij is everywhere also the term with max-

imum median |F (2)
ij |. The ordering of terms differs only in the regions shown in Figure 3.8,

where the two subdominant terms are swapped. These regions arise because the F (2) kernel

can be either positive or negative. In the range of wavenumbers of interest, the power spec-

trum is always positive but monotonically decreasing, so the products Pij change smoothly.

P23 and P31, smaller than P12 for small θ (see the left panel of Figure 3.6 and the top panel
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Figure 3.8: The dominant term in the cyclic sum composing the bispectrum (3.1) is de-

termined by both Pij and F (2) (as shown in Figure 3.6), and the two almost always act in

the same direction. The maximum term never differs between Pij and F (2) (orange regions,
none shown), but the minimum terms are swapped in two regions (black). In these regions,

discussed in §3.4.4, the term with minimum Pij has the second-largest F
(2)
ij .

of Figure 3.9), cross above P12 around the equilateral configuration (θ/π = 0.67). P31 is the

first to cross above P12 because k2 ≥ k1, so P31 ≥ P23. P23 lags behind (see the top panel

of Figure 3.9).

The behavior of the F (2) kernel (equation 3.2) is not as simple, as shown in the lower

panel of Figure 3.9. First, it can be either positive or negative (see Figure 3.7), explaining the

θ/π ∼ 0.4 region in Figure 3.8 where the ordering of the subdominant terms differs between

F (2) and Pij . The difference arises because the absolute values of the two subdominant terms

F
(2)
23 and F

(2)
31 spuriously cross when both are small. In detail, we take the absolute value

of each F
(2)
ij , since the magnitudes of each term, not their signs, determine dominance. For

θ ∼ 0, both F
(2)
23 and F

(2)
31 are negative, with F

(2)
31 more negative than F

(2)
23 . For θ/π & 0.4,

both terms are positive, with F
(2)
31 more positive than F

(2)
23 . F

(2)
31 must therefore cross above

F
(2)
23 , and it does so in the same region around θ/π ∼ 0.4 where both terms cross zero—but

the terms are not equal to zero where they cross each other. As shown in Figure 3.7, the
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Figure 3.9: In the shaded region, the ordering of subdominant terms differs between Pij

and F
(2)
ij : P12 is the smallest Pij , while the minimum F

(2)
ij is F

(2)
23 (compare Figure 3.8).

As discussed in §3.4.4, this region arises due to differences in the behavior of the median

between the power spectrum and the F (2) kernel. Around θ/π ∼ 0.6, both F
(2)
12 and F

(2)
31

are positive for all k1, so their medians cross at the same θ as the medians of P12 and P31.

At θ/π = 0.78, however, P23 crosses above P12 (solid vertical line in top panel); F
(2)
23 lags

behind, crossing above F
(2)
12 at θ/π = 0.83 (solid vertical line in bottom panel). The ordering

also differs around θ/π ∼ 0.4, as further discussed in §3.4.4.

51



value of θ at which F
(2)
ij crosses zero depends on the ratio between the two sides ki and

kj , so F
(2)
23 becomes positive at slightly lower θ than does F

(2)
31 . As F

(2)
31 approaches zero,

its absolute value falls below the small and positive F
(2)
23 at θ/π = 0.42 (with δ = 2.1, for

example, as in Figure 3.9). After F
(2)
31 becomes positive, it crosses F

(2)
23 at θ/π = 0.44.

Meanwhile in the product of power spectra, the median P31 exceeds the median P23 for all

θ. Therefore, in this narrow region where the median F
(2)
31 falls below the median F

(2)
23 , the

smallest Pij term is not the smallest F
(2)
ij term.

The order of the subdominant terms also differs around θ/π ∼ 0.8 (Figure 3.8). Figure 3.9

shows that this region arises due to differences in the behavior of the median between the

power spectrum and the F (2) kernel. The power spectrum decreases monotonically, so the

median Pij occurs at the median k1. Therefore P23 and P12 are equal when k3 = k1 is

evaluated at the median k1 (see equation 3.10). In Figure 3.9, P23 crosses above P12 at

θ/π = 0.78 (with δ = 2.1). Unlike the power spectrum, the F (2) kernel can be positive or

negative, and in some configurations it is positive for some values of k1 and negative for

others. For these configurations, the absolute value of F (2) is not a monotonic function

of k1, so its median does not necessarily occur at the median k1. Therefore F
(2)
23 crosses

above F
(2)
12 at θ such that the k3 that corresponds to the median F

(2)
23 equals the k1 that

corresponds to the median F
(2)
12 . In the example of Figure 3.9, the solution is θ/π = 0.83.

P12 becomes the minimum Pij at θ/π = 0.78 while F
(2)
12 does not become the minimum F

(2)
ij

until θ/π = 0.83. Therefore in the shaded region of Figure 3.9 between these two crossings

(0.78 ≤ θ/π ≤ 0.83), the order of the subdominant terms differs.

In contrast, around θ/π ∼ 0.6, both F
(2)
12 and F

(2)
31 are positive for all k1. Their medians

are both found at the median value of k1, so F
(2)
31 crosses above F

(2)
12 where k2 = k3 (equation

3.9, evaluated at the median k1). As the median Pij occurs at the median k1, P31 also crosses

above P12 where equation (3.9) is evaluated at the median k1. F
(2)
31 therefore becomes the

maximum F
(2)
ij at the same value of θ where P31 becomes the maximum Pij .

Though we set out to explain the regions where the minimum F
(2)
ij differs from the
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minimum Pij , our analysis also explains why the largest Pij is always also the largest F
(2)
ij

(see Figure 3.8). The median behaves most simply for F
(2)
12 and P12, which are both the

maximum term at low θ. As θ increases, P31 is always the first to cross P12, and F
(2)
31 is

always the first to cross F
(2)
12 . F

(2)
23 and P23 are never the maximum term because k2 ≥ k1.

The complexity of the ordering of subdominant terms arises from the F
(2)
23 and P23 terms,

but because these terms are never the maximum terms, the maximum term never differs

between Pij and F
(2)
ij .

3.5 Decomposition into Eigen-Root-Mean-Square Plots

We now show how the RMS amplitude A (equation 3.6) can frequently be approximated as

a linear combination of three terms. We first require an expression for the ratio R (equation

3.5) of the full bispectrum (3.1) to its no-wiggle analog. We wish to leverage the fact that

the BAO are a small fractional feature in the power spectrum, so we write

Pij = Pnw
ij [1 + wij ] (3.25)

with Pnw
ij the product of two no-wiggle power spectra and wij the BAO feature in the product

Pij (3.13) of linear power spectra. In particular we split the matter transfer function Tm

into smooth and oscillatory pieces as

Tm(k) = Tsm(k) + ω(k)j0(ks̃), (3.26)

where Tsm(k) and ω(k) are smooth functions of k [82], ω is small (because Ωb/Ωm � 1),

and j0(x) = sin(x)/x is the order zero spherical Bessel function.

The power spectrum is proportional to the primordial power spectrum Ppri(k) and the

matter transfer function as

P (k) = Ppri(k)T 2
m(k). (3.27)
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We suppress the redshift dependence of the power spectrum for simplicity, as it does not

affect our analysis. The products of power spectra are then

Pij = Ppri(ki)Ppri(kj)T
2
sm(ki)T

2
sm(kj) ×

[
1 +

ω(ki)j0(kis)

Tsm(ki)

]2 [
1 +

ω(kj)j0(kjs)

Tsm(kj)

]2

. (3.28)

Taylor-expanding the fractions ω(ki)j0(kis)/Tsm(ki) to leading order in ω we have

wij =
Pij
Pnw
ij

− 1 ≈ 2

[
ω(ki)j0(kis)

Tsm(ki)
+
ω(kj)j0(kjs)

Tsm(kj)

]
, (3.29)

where we used the fact that the no-wiggle power spectrum is simply Pnw(k) = Ppri(k)T 2
sm(k).

In the remainder of this section, we show that in regions where only one or two terms

dominate the bispectrum, the variance A2 of the full bispectrum is approximated to leading

order by the variance of only the dominant term or terms. We first consider the case where

one term is dominant and the other two negligible, and we then consider the case where one

term is negligible and the other two must be retained.

3.5.1 Single Term Dominant

We first consider the case where one term in the bispectrum dominates over the other two;

without loss of generality we take this to be the first term.

We calculate the RMS amplitude A (equation 3.6) from the variance of the ratio R,

defined in equation (3.5) as

R =
B12 +B23 +B31

Bnw
12 +Bnw

23 +Bnw
31
. (3.30)

Our goal is to show that the variance A2
12 of the approximate ratio

R12 =
B12

Bnw
12

= 1 + w12 (3.31)
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is the same as that of the full ratio, A2, to leading order in one or the other of two small

parameters we define,

εij ≡
Bij
B12

, εnw
ij ≡

Bnw
ij

Bnw
12
. (3.32)

We first notice that the variance of R12 is

A2
12 =

〈
w2

12

〉
− 〈w12〉2 ; (3.33)

the constant term in equation (3.31) of course contributes no variance. Since A2
12 is second-

order in the small parameter w12, we neglect all corrections at third order and higher. We

will find that the difference between the full variance and the variance of R12 vanishes at

second order.

Factoring out the dominant term in the numerator and denominator of equation (3.31)

and using the definitions above, we have the ratio as

R =

(
B12

Bnw
12

)
1 + ε23 + ε31

1 + εnw
23 + εnw

31

≈R12 (1 + ε23 + ε31)
[
1− εnw

23 − εnw
31 + (εnw

23 + εnw
31 )2

]
=R12

[
1 + (ε23 − εnw

23 ) + (ε31 − εnw
31 )− (ε23 + ε31)(εnw

23 + εnw
31 ) + (εnw

23 + εnw
31 )2 +O(ε3)

]
.

(3.34)

In the second, approximate equality, we have Taylor-expanded the denominator to second

order in ε. We include the second-order term for the moment but see that it drops out of

our end result.

We now seek to exploit the fact that the BAO feature itself is small, i.e. wij � 1 (equation

3.29 with small ω(k)). Using wij as defined in equation (3.16) to simplify differences of εij
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and εnw
ij , we have

ε23 − εnw
23 =

Bnw
23

Bnw
12

[
1 + w23

1 + w12
− 1

]
≈ εnw

23 (w23 − w12 + w2
12 − w12w23)

= εnw
23 ∆w

23,12(1− w12), (3.35)

where to obtain the first equality we substituted the definitions (3.32) and to obtain the

second we Taylor-expanded to leading order in w. In the third equality, we defined

∆w
23,12 = w23 − w12, (3.36)

which is O(w). The analog of equation (3.35) holds for the 31 term by switching 23 to 31

everywhere.

We know the variance at leading order is O(w2) from equation (3.33), so we only retain

terms that are second order in a combination of ε and w. Our approximate expression for

the ratio R is now

R ≈ R12

[
1 + εnw

23 ∆w
23,12 + εnw

31 ∆w
31,12 − (ε23 + ε31)(εnw

23 + εnw
31 ) + (εnw

23 + εnw
31 )2

]
. (3.37)

The first term is O(1), the second and third O(εw), and the fourth and fifth O(ε2). These

last two terms cancel each other to second order; εij − εnw
ij (equation 3.35) is itself second

order, so at leading order the second to last term is equal to the last. Equation (3.38) then

simplifies:

R ≈ R12

[
1 + εnw

23 ∆w
23,12 + εnw

31 ∆w
31,12

]
. (3.38)

Now computing the expectation value of R and factoring out 〈R12〉 to enable further Taylor
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expansions, we find

〈R〉 ≈ 〈R12〉
{

1 + 〈R12〉−1
〈
R12ε

nw
23 ∆w

23,12

〉
+ 〈R12〉−1

〈
R12ε

nw
31 ∆w

31,12

〉}
. (3.39)

We now square the form above and multiply out to find

〈R〉2 ≈ 〈R12〉2 + 2 〈R12〉 ×
{〈

R12ε
nw
23 ∆w

23,12

〉
+
〈
R12ε

nw
31 ∆w

31,12

〉}
. (3.40)

Now using equation (3.38) to compute the expectation value of R2, we obtain

〈
R2
〉
≈
〈
R2

12

〉
+ 2

{〈
R2

12ε
nw
23 ∆w

23,12

〉
+
〈
R2

12ε
nw
31 ∆w

31,12

〉}
. (3.41)

The variance of R is then

〈
R2
〉
− 〈R〉2 ≈

〈
R2

12

〉
− 〈R12〉2 (3.42)

+2

{〈
R2

12ε
nw
23 ∆w

23,12

〉
− 〈R12〉

〈
R12ε

nw
23 ∆w

23,12

〉
+
〈
R2

12ε
nw
31 ∆w

31,12

〉
− 〈R12〉

〈
R12ε

nw
31 ∆w

31,12

〉}
.

Recalling that R12 = 1 + w12 (equation 3.31) and denoting the variance of R12 as A2
12, we

find

A2 −A2
12 ≈ (3.43)

2×
{〈

(1 + w12)2 εnw
23 ∆w

23,12

〉
− 〈1 + w12〉

〈
(1 + w12) εnw

23 ∆w
23,12

〉
+
〈

(1 + w12)2 εnw
31 ∆w

31,12

〉
− 〈1 + w12〉

〈
(1 + w12) εnw

31 ∆w
31,12

〉}
.

To second order, the difference (3.43) cancels. Thus, the difference between A2 and A2
12

is suppressed by one order relative to A2
12. Therefore A2

12 is the leading contribution to

the variance A2. When a single term dominates the bispectrum cyclic sum, the variance
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of that single term is a good approximation of the variance of the full bispectrum. In §3.6,

we use this fact to better understand the behavior of the RMS map (Figure 3.2) in regions

dominated by a single term.

3.5.2 Double Dominance

Our goal is to show that if the sum of two terms dominates the third in R, then the variance

of R, A2, is well approximated by that of the two dominant terms, and that the error in

making this approximation is one order higher than the result itself. The requirement that

the sum of two terms is much larger than the remaining term is only one condition of our

double dominance criterion (3.19), but this condition is sufficient to show that A is well

approximated by the contribution of only two terms. Our double dominance criterion is

more strict in order to distinguish regions where two terms are both large from those where

one term nearly dominates the full bispectrum, and its sum with either of the other two

(comparably small) terms is much larger than the remaining term.

Without loss of generality we take B31 � B12+B23. We again begin from equation (3.30)

and calculate A2 in terms of the variance of the two dominant terms, A2
12+23. We have

R =

(
B12 +B23

Bnw
12 +Bnw

23

)
1 +B31/(B12 +B23)

1 +Bnw
31 /(B

nw
12 +Bnw

23 )
(3.44)

≈ R12+23

(
1 + ε31/(12+23)

)[
1− εnw

31/(12+23) +
(
εnw
31/(12+23)

)2
]

where to obtain the second line we Taylor-expanded the denominator to second order in

ε� 1. We defined ε and its no-wiggle analog as

ε31/(12+23) =
B31

B12 +B23
, εnw

31/(12+23) =
Bnw

31

Bnw
12 +Bnw

23
. (3.45)

We also defined R12+23 as the first factor in the first line of equation (3.44), as in equation
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(3.17). Multiplying out equation (3.44) and dropping O(ε3) terms, we obtain

R ≈ R12+23
[
1 + ∆ε −∆ε×] ,

∆ε ≡ ε31/(12+23) − εnw
31/(12+23),

∆ε× ≡ εnw
31/(12+23)ε31/(12+23) −

(
εnw
31/(12+23)

)2
. (3.46)

The two small parameters ε31/(12+23) and εnw
31/(12+23)

differ only in the BAO feature, which

we again parameterize by wij (equation 3.16):

ε31/(12+23) = Bnw
31

1 + w31

Bnw
12 +Bnw

23

[
1 +

Bnw
12 w12 +Bnw

23 w23

Bnw
12 +Bnw

23

]−1

(3.47)

motivating us to define

w̄12,23 =
Bnw

12 w12 +Bnw
23 w23

Bnw
12 +Bnw

23
≡ w̄, (3.48)

where in the second, identical equality we are simply noting that we will drop the subscripts

on w̄. Physically, w̄ is the weighted average of the BAO features in the B12 and B23 terms

in the bispectrum (3.1). Expanding equation (3.47) to second order in w and w̄, we find

ε31/(12+23) ≈ εnw
31/(12+23)

[
1 + (w31 − w̄) + w̄2 − w31w̄

]
. (3.49)

So we see that

∆ε ≈ εnw
31/(12+23)(w31 − w̄)(1− w̄),

∆ε× ≈
(
εnw
31/(12+23)

)2
(w31 − w̄)(1− w̄). (3.50)
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Retaining only terms at second order and lower, we then have

∆ε ≈ εnw
31/(12+23) [w31 − w̄] ,

∆ε× ∼ O(ε2w) (3.51)

Now we have that to second order R = R12+23 (1 + ∆ε), and we find that

〈
R2
〉
≈
〈
R2

12+23

〉
+ 2

〈
R2

12+23∆ε
〉
,

〈R〉2 ≈ 〈R12+23〉2 + 2 〈R12+23〉 〈R12+23∆ε〉 (3.52)

including all terms at second order and below.

Thus to second order the variance A2
12+23 in the dominant terms differs from the variance

A2 in the full bispectrum only by

A2 −A2
12+23 ≈ 2

{〈
R2

12+23∆ε
〉
− 〈R12+23〉 〈R12+23∆ε〉

}
. (3.53)

As in §3.5.1 above, the leading contribution to the difference has R12+23 ≈ 1, in which case

the two terms on the right side of equation (3.53) cancel. The error is therefore O
(

(εw)3/2
)

,

where our notation (εw)3/2 indicates that the error is third order in small quantities but can

have any combination of ε and w reaching that order. In contrast, the result A2
12+23 is

second-order in w. Thus we have shown that the error of approximating the variance of the

full ratio R by that of the ratio of the first two terms, R12+23, is one order smaller than the

variance itself.

3.6 Numerical Eigen-Root-Mean-Square Calculations

As shown analytically in §3.5, in the regions of single and double dominance identified in

§3.4, the RMS amplitude of BAO in the full bispectrum simplifies to the RMS amplitude
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Figure 3.10: The detailed structure of the full RMS map can be understood by considering
the RMS amplitude produced by only single terms or pairs of terms in the bispectrum cyclic
sum. Left—The single-term-dominant contribution: BAO amplitude associated with R12
and R31 in regions where only B12 or B31 (indicated on the plot) dominates, detailed in
§3.6.1. Middle Left—The double-term-dominant contribution: regions where one term is
negligible, detailed in §3.6.2 (upper middle is B12 +B31 dominant; lower right is B23 +B31
dominant). Middle Right—The no-term-negligible contribution: regions where all terms are
of comparable magnitude, detailed in §3.6.3. Right—By combining the other three panels,
we reproduce the full RMS map of Figure 3.2.

of BAO in the dominant term or terms of the bispectrum cyclic sum (3.1). We calculate

RMS maps for each single term Bij and pair of terms Bij +Bjk. In Figure 3.10, we combine

the single- and double-term RMS maps in the corresponding single- and double-dominance

regions; the result matches the full RMS map of Figure 3.2 reasonably well. The simplified

maps of A therefore provide a good approximation to the full RMS map. In the remainder

of this section, we fully detail the RMS maps for each single term (§3.6.1) and pair of terms

(§3.6.2) over the full (δ, θ) plane.

3.6.1 Single Term Dominant

While the BAO amplitude in the full bispectrum (3.1) is a complicated function of triangle

configuration, many configurations have only a single term dominant, as discussed in §3.4. In

those regions, the behavior of the RMS amplitude can be understood through the interaction

between pairs of oscillating power spectra. In the red (θ . 0.5π) and blue (θ/π ∼ 1) regions

of the dominance map (Figure 3.4) respectively, B12 and B31 dominate. We expect that in

61



0.0 0.5

θ/π

0

1

2

3

4

δ A

R12

0.0 0.5

θ/π

B A C

D
R23

0.0 0.5

θ/π

B A C

D
R31

0.2

0.3

0.4

0.5

0.6

0.7

0.8

A
×

1
0

2

Figure 3.11: In each labeled region of the single-term-dominant RMS maps, the RMS
amplitude A of the BAO feature is driven by a different mechanism. A is shown for R12
(left panel), R23 (middle panel), and R31 (right panel). The mechanisms are discussed in
detail in §3.6.1: interference in region A (§3.6.1), incoherence in region B (§3.6.1), feathering
in region C (§3.6.1), and single power spectrum in region D (§3.6.1). The labeled regions are
identical for R23 and R31, while interference is the only mechanism in R12.

these regions, the RMS map (Figure 3.2) is well approximated by the RMS amplitude of

BAO in the dominant term only (left panel of Figure 3.10).

Figure 3.11 zooms in on the RMS maps for each of the single terms, that is, the RMS

amplitude (3.6) of the ratio of each term to its no-wiggle analog (3.15). No region with δ > 0

has B23 dominant (see §3.4), but we discuss this term as well, both for completeness and

because it nonetheless shares interesting physics with B31.

Each labeled region of the single-term-dominant RMS maps (Figure 3.11) is driven by one

of the following mechanisms: interference (region B, §3.6.1), incoherence (region A, §3.6.1),

feathering (region C, §3.6.1), or single power spectrum (region D, §3.6.1). Only the first

mechanism, interference, applies to B12, while all four mechanisms occur in B23 and B31.

The incoherence, feathering, and single power spectrum mechanisms arise from differ-

ences in the rate at which k3 varies with k1 across a configuration. At fixed δ and θ, the

wavenumbers k2 and k3 vary with k1 according to equation (3.7); their derivatives with
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respect to k1 at fixed δ and θ are

dk2

dk1
= 1,

dk3

dk1
=

(k1 + k2)(1 + cos θ)

k3

=
(2k1 + δλf/2)(1 + cos θ)√

k1 (1 + cos θ)
(
2k1 + δλf

)
+
(
δλf/2

)2 . (3.54)

The behavior of dk3/dk1 differs across the three regions marked in the right two panels of

Figure 3.11. First, at the left edge of the RMS map (region B) where θ = 0, k1 and k2 are

parallel, so k3 = k1 + k2 and cos θ = 1. The derivative in equation (3.54) then simplifies to

dk3/dk1 = 2. Second, in regions C and D where θ approaches π, k2 is antiparallel to k1,

so k3 is the difference between the other two sides: k3 = k2 − k1 = δ. In other words, as

θ → π in these configurations, dk3/dk1 → 0, and k3 is independent of k1 for any fixed δ

and θ configuration. Third, the only configuration where dk3/dk1 is unity for all k1 is the

equilateral triangle in region A, where θ/π = 2/3 and δ = 0, implying k1 = k2 = k3. In

general, the rate of change of k3 with k1 increases as θ decreases or δ increases.

In regions approaching θ = 0 or θ/π = 1, therefore, k3 may vary across a configuration

twice as quickly as k1, or not at all. When shown as a function of k1, the oscillations in

PBAO
3 are consequently stretched (as θ → π) or compressed (as θ → 0) relative to the

oscillations in PBAO
1 . While the wavelength of oscillations in PBAO

1 and PBAO
2 is the BAO

fundamental wavelength λf (equation 3.4), the wavelength of oscillations in PBAO
3 can be

infinitely large or as small as λf/2. We find that the interference picture is a good description

of the interaction between two oscillations when the ratio of their wavelengths is less than

roughly 1.4; when the wavelength of PBAO
3 differs from that of PBAO

2 and PBAO
1 by more

than this factor, the concept of a phase shift between PBAO
3 and the other power spectrum

in the product becomes meaningless because the wavelengths are simply too different. In the

products PBAO
2 PBAO

3 and PBAO
3 PBAO

1 , then, the BAO amplitude is no longer determined
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Figure 3.12: When two power spectra are in phase—that is, when ki and kj differ by a
multiple n of the BAO fundamental wavelength λf—constructive interference increases A,
as discussed further in §3.6.1. The curves show k2 = k1 + nλf (left panel, where n = δ/2 as
odd integer values of δ produce destructive interference), k3 = k2 +nλf (middle panel), and
k3 = k1 + nλf (right panel). Solid curves have n = 0, dashed n = 1, and dot-dashed n = 2.
For R23 and R31 (middle and right), the curves are calculated assuming k1 = 0.1 Mpc/h,
i.e., in the middle of the k1 range used in this work. Curves are shown only where the
wavelength of PBAO

i as a function of k1 differs from the wavelength of PBAO
1 by less than a

factor of 1.4 (as explained in §3.6.1), which in R23 is the case only for n = 0. At higher and
lower θ where the wavelengths differ more widely, the RMS amplitude is driven not by the
phase difference between the two spectra, but instead by the alignment of individual peaks,
as described in §3.6.1, §3.6.1, and §3.6.1.

by any phase shift between the oscillations, but instead by the alignment of the first (and

highest, as subsequent peaks will be suppressed by Silk damping) peaks in each.

Interference

Our basis was designed to highlight interference effects between pairs of power spectra,

which determine A in the regions marked “A” of Figure 3.11. As outlined in §3.2, when two

wavenumbers ki and kj differ by a multiple of the fundamental BAO wavelength λf (equation

3.4), the two power spectra PBAO
i and PBAO

j interfere constructively and amplify BAO. In

all three terms shown in Figure 3.12, interference produces bright ridges of amplified BAO

corresponding to the configurations given by equations (3.8–3.10), where two wavenumbers

differ by nλf .
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The left panel of Figure 3.12 is clearly similar to the low-θ region of the full RMS map

(Figure 3.2) where B12 dominates. RMS amplitude is maximized for δ = 0, where k1 = k2

and the two BAO features are perfectly in phase. Constructive interference repeats wherever

the phase difference between the two power spectra is a multiple of the BAO fundamental

wavelength λf , that is, for even integer values of δ. The first two harmonics are marked in

the left panel of Figure 3.12. As δ increases, the maximum A at even δ declines. This is a

result of the declining amplitude of the BAO feature at small scales due to Silk damping.

As δ rises, the k1 dependence is unchanged, but k2 becomes large enough that Silk damping

reduces the amplitude of PBAO
2 ; as the BAO wiggle contribution is damped, it provides less

enhancement. In practice, nonlinear structure formation would also degrade the BAO signal

at large δ, similar to the effects at large k1 discussed in §3.2.

Power spectra also interfere constructively and destructively to produce distinct ridges

and troughs in the R23 and R31 RMS maps (right two panels of Figure 3.12). As in R12,

we expect the RMS amplitude in R23 to be maximized when PBAO
2 and PBAO

3 are in phase

or differ by a multiple of the wavelength, and the RMS amplitude in R31 to be maximized

when PBAO
3 and PBAO

1 are in phase or differ by a multiple of λf . The solutions (equations

3.9 and 3.10) to k2 = k3 +nλf and k3 = k1 +nλf , however, depend not only on δ and θ, but

also on k1. As a result, for a single choice of (δ, θ), it is not possible for k2 to equal k3 (or

k3 to equal k1) for all k1 in a configuration. We therefore choose k1 = 0.1 Mpc/h (that is,

in the middle of our k1 range) as a representative value of k1. We evaluate equation (3.9) at

k1 = 0.1 Mpc/h to compute the curve of k3 = k2 shown in the middle panel of Figure 3.12.

This curve does correspond to maximum A, but the k3 = k2 + λf curve does not; it falls in

region B (labeled in Figure 3.11 and discussed in §3.6.1), where the wavelengths of PBAO
3 and

PBAO
2 are widely different and the interference picture no longer applies. We also evaluate

equation (3.10) at k1 = 0.1 Mpc/h to compute the curves of k1 = k3 + nλf shown in the

right panel of Figure 3.12.
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Incoherence

In Region B (labeled in Figure 3.11) of the R23 and R31 RMS maps, the RMS amplitude

is relatively uniform; A is neither maximized nor minimized for these configurations. Be-

cause the wavelength of PBAO
3 is much shorter than that of the other two power spectra

in this region, the power spectra entering the products PBAO
2 PBAO

3 and PBAO
3 PBAO

1 are

incoherent: they cannot interfere constructively or destructively, and patterns in A arise

from the amplitudes of the largest-scale peaks in the power spectra. BAO amplitude can

only be enhanced when two peaks—a single pair—in the two power spectra align with and

amplify each other, and the greatest amplitude occurs where these peaks are at large scales

and therefore minimally Silk-damped.

As θ → 0, each configuration spans a wider range of k3 for a fixed range of k1, meaning

that any change in k1 maps to a larger change in k3 (equation 3.54). In the θ = 0 limit,

for example, k3 = k1 + k2 spans at least twice the range of k1. The wavelength of PBAO
3 as

a function of k1 is compressed relative to that of PBAO
2 as a function of k1 (k2 everywhere

changes with k1 at the same rate, since these two are related by addition of δ). In the

small-θ region, therefore, all the products of power spectra in terms that include k3—R23

and R31—are products of oscillations with very different wavelengths (see Figure 3.13).

Although most of the pattern is washed out in the low-θ region of the R23 RMS map

(middle panel of Figure 3.12), faint banding is still visible around integer values of δ. The

maxima diminish with increasing δ as they do in R12—the amplitude of the BAO oscillation

in the power spectrum drops at higher wavenumbers. The banding is a result of the relative

phase (controlled by δ) between PBAO
2 and PBAO

3 at low k1. Because the wavelengths of

PBAO
2 and PBAO

3 are very different, the peaks do not align more than once. The RMS

amplitude is highest when the pair of aligned peaks are both large, but the amplitude of the

oscillation in each PBAO falls with increasing wavenumber. Therefore, BAO are maximized

when the lowest-wavenumber peak (or trough) in PBAO
2 aligns with the lowest-wavenumber

peak (or trough) in PBAO
3 . When the lowest-wavenumber peak in PBAO

2 aligns with a trough
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Figure 3.13: For a configuration with θ/π = 0.2 and δ = 1, the RMS amplitude in the
R12 (uppermost set of curves above) term is driven by phase differences (i.e., interference,
described in §3.6.1), while the pattern in the R23 (middle set) and R31 (lower set) terms
is a result of wavelength differences (i.e., incoherence, described in §3.6.1). Black curves
show the ratio of the linear to the no-wiggle power spectrum, PBAO

i = P (ki)/Pnw(ki), for
each wavenumber as it varies with k1; the product of each pair of ratios is shown in color
(PBAO

1 PBAO
2 in orange, PBAO

2 PBAO
3 in teal, and PBAO

3 PBAO
1 in lavender). For example, the

oscillations in PBAO
1 and PBAO

2 are out of phase, so the power spectra interfere destructively

in P12 (orange, discussed in §3.6.1). In contrast, P23 and P31 include PBAO
3 . At low θ, k3

can vary over more than twice the range of k1, so the oscillations in PBAO
3 are compressed

relative to the others (e.g., compare the short-dashed curve to the dot-dashed curve in the
lower set of curves). As can be seen in the lavender P31 term, the two interfering oscillations
have very different wavelengths, so their product is neither “constructive” nor “destructive.”
The behavior in P23 (teal) is similar; see §3.6.1 for further discussion. Figure is reproduced
from Chapter 2.
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in PBAO
3 , the small-wavenumber contributions cancel, and BAO are minimized.

The θ → 0 region of the R31 RMS map behaves similarly to the same region in the

R23 RMS map—the wavelength of PBAO
3 is again much shorter than the wavelength of

PBAO
1 . The phase of PBAO

1 is fixed, so the faint banding pattern is diminished in R31. Silk

damping still decreases the amplitude of oscillations in PBAO
3 as δ increases; at large δ, PBAO

3

becomes smooth and approaches unity. The RMS amplitude in R31 therefore approaches

that of PBAO
1 only. Near δ = 2, the small-wavenumber region is a minimum of PBAO

3 . As

in R12, contribution of the low-wavenumber region to the amplitude is therefore minimized,

resulting in a faint minimum in the RMS map.

Feathering

In Region C of the R23 and R31 RMS maps in Figure 3.11, small maxima and minima

alternate as δ increases. We refer to this behavior as “feathering,” a pattern of bright

feathers alternating with regions of lower A. As in Region B (§3.6.1), the behavior of A in

this region results from the difference in wavelength between PBAO
3 and the other two power

spectra. In Region C, θ approaches π, so dk3/dk1 (equation 3.54) is small and k3 changes

little with k1. P31 is then PBAO
1 modulated by a stretched-out and slowly varying PBAO

3 .

Across the full range of k1, PBAO
3 traverses half a wavelength. If this half wavelength starts

from an extremum of PBAO
3 where k1 is small, and ends at the other extremum of PBAO

3

where k1 is large (see Figure 3.14), A is maximized. In contrast, A is minimized between the

bright feathers, where instead PBAO
3 ∼ 1 for small k1, and again PBAO

3 ∼ 1 for the highest

k1 in our range. In this case, the range of PBAO
3 is halved relative to the maximum case,

and the amplitude contribution due to the k3 modulation is minimized.

In region C of the R31 RMS map (right panel of Figure 3.11), bright feathers alternate

with brighter feathers (for example, the maximum at δ = 2.5, θ/π = 0.89). This alternating

pattern arises as PBAO
3 at small k1 moves from a trough, to unity, to a peak. Because

Silk damping reduces BAO amplitude at small scales, PBAO
1 is maximized for small k1. If
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Figure 3.14: For configurations in the “feathering” region (Region C of Figure 3.11), BAO
amplitude is driven by the long-wavelength oscillation in PBAO

3 . The BAO amplitude A
is maximized when PBAO

3 varies fully, from trough to peak (black), and minimized when

PBAO
3 covers only half of that range (green). See §3.6.1 for further discussion.

this maximum coincides with a maximum in PBAO
3 , its contribution to the RMS amplitude

is larger than when it coincides with a minimum in PBAO
3 . That is, A is greater when

PBAO
3 travels from a peak to a trough than vice versa, because Silk damping reduces the

contribution of peaks at high k1 that coincide with the final peak in the latter case. Therefore,

while all bright feathers occur where PBAO
3 starts from an extremum, they are brighter where

that extremum is a maximum and dimmer where it is a minimum. As δ increases, A declines

for the feathers, for the same reason as the R12 interference described in §3.6.1. At high δ,

k3 is larger, so Silk damping reduces the amplitude of oscillations.

Similar logic holds for R23 (middle panel of Figure 3.11). Bright feathers occur where

PBAO
3 is either a peak or a trough at low k1, and the opposite at high k1; A is minimized

where instead PBAO
3 is unity at both small and large wavenumber. However, unlike R31,

there is no pattern of alternating brighter and dimmer maxima. In R31, PBAO
1 is held fixed

while the starting point of the oscillation in PBAO
3 varies, so the initial peak in PBAO

1 can

correspond to either a trough in PBAO
3 (as in Figure 3.14) or a peak. But in R23, the

starting points of both PBAO
2 and PBAO

3 depend on δ—and differ by k1. In this region

the magnitude of k3 is determined by the difference k2 − k1. At the initial value of k1 in

69



our range, k1 = 0.01 h/Mpc, the magnitude of k3 is roughly k2 − 0.01 h/Mpc. k2 and k3

therefore differ by less than one-fourth of the BAO fundamental wavelength λf . Whether

PBAO
3 is maximized or minimized at k1 = 0.01 h/Mpc, PBAO

2 at k1 = 0.01 h/Mpc must

fall in the same quarter wavelength, so its value must be close to that of PBAO
3 but closer

to unity. Since the difference between k2 and k3 is fixed at small k1 (unlike the difference

between k1 and k3 at small k1), an initial peak or trough in PBAO
3 can only correspond to

a more limited range of values of PBAO
2 , removing the mechanism by which the brightest

feathers appear in the RMS map for R31.

Single Power Spectrum

Configurations in Region D (labeled in Figure 3.11) are squeezed, and only one power spec-

trum term contributes BAO. With only one oscillation, there can be no interference to

amplify BAO, so A is fairly uniform in Region D of the R23 and R31 RMS maps.

When θ/π = 1, equation (3.54) gives dk3/dk1 = 0; that is, k3 is independent of k1 for

any choice of δ. R23 is then simply the oscillation from PBAO
2 alone, with no interference.

Similarly, R31 reduces to PBAO
1 . In both terms, the bispectrum BAO come solely from the

oscillation of one PBAO. This oscillation is multiplied by PBAO
3 , which does introduce a

slight dependence on the parameter δ. While PBAO
3 is constant as a function of k1 for any

value of δ, the value of that constant does depend on δ: as in equation (3.21), k3 = δλf/2 for

all k1. The argument of PBAO
3 changes with δ, so the level of PBAO

3 oscillates up and down

as δ increases. In R31, A along the θ/π = 1 line depends only on the level of PBAO
3 . When

PBAO
3 > 1, the entire oscillation in PBAO

1 is stretched vertically by a factor greater than

unity, slightly increasing A. The opposite is true when PBAO
3 < 1, which compresses the

amplitude of the PBAO
1 oscillation and decreases the RMS amplitude. This effect diminishes

at higher δ, as PBAO
3 converges to unity.

In R23, again the oscillation of PBAO
3 with changing δ causes the θ/π = 1 RMS amplitude

to depend on δ. Additionally, as δ increases, PBAO
2 is increasingly Silk-damped, smoothly
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decreasing the RMS amplitude in PBAO
2 . The faint banding in both R31 and R23 is visible

along the rightmost edge of the middle and right panels of Figure 3.11.

3.6.2 Double Dominance

In the purple (k2 > k1 but k3 ≈ k2) and green (θ/π ∼ 1 and δ small) regions of the

dominance map (Figure 3.4), two terms are of comparable magnitude. In these regions we

calculate the RMS amplitude (3.6), shown in the second panel of Figure 3.10, of the ratio of

the sum of the two dominant terms to its no-wiggle analog (3.17).

B12 and B31 Dominant

The purple region of the dominance map (Figure 3.4), where B12 and B31 are both dominant,

is a region of transition between B12 dominance at smaller θ and B31 dominance at higher θ.

The curve of k2 = k3 passes through the center, as shown in Figure 3.15. Along this curve,

B12 and B31 are very similar (but not identical, since the fact that k2 is equal to k3 for our

representative k1 = 0.1 h/Mpc does not imply that k2 = k3 for all k1 in a configuration).

At θ lower than the cutoff defined by the curve of k2 = k3 in Figure 3.15, B12 begins to

dominate. While B31 is still large, k3 is close to k2, so the oscillations and interference

behavior of the two terms are very similar. The RMS amplitude A is maximum on the lines

where k2 = k1 + nλf . The reverse holds at θ higher than the k2 = k3 curve, where B31

grows to become dominant. Again, the oscillatory behavior of the two terms is similar, with

B31 becoming dominant as θ continues to grow.

B23 and B31 Dominant

In the green region of the dominance map (Figure 3.4), B23 and B31 are dominant and A is

maximized, as shown in the RMS map (Figure 3.2). These are the squeezed configurations:

k2 points back along k1, and is slightly longer by δλf/2, so the magnitude of k3 is constant
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Figure 3.15: Regions where two terms dominate the bispectrum (same as second panel of
Figure 3.10) are discussed in §3.6.2. The curve k2 = k3 for k1 = 0.1 h/Mpc is shown in
black. At θ to the left of this curve, the RMS map behaves like that for R12, while for higher
θ, it is more similar to that for R31. In both R12 and R31 in this region, A is determined
by the interference mechanism of §3.6.1. As δ increases above the black square symbol, only
B31 dominates the cyclic sum.

for any configuration—that is, when θ/π = 1 and δ is fixed, k3 = δλf/2 for all k1 as

in equation (3.21). The RMS amplitude arises from the sum of B31, which is large and

positive, and B23, which is large and negative (as discussed in §3.4.3). Because k3 is constant

for all k1 in a configuration, PBAO
3 is a constant, so R31 = PBAO

3 PBAO
1 ∝ PBAO

1 and

R23 = PBAO
2 PBAO

3 ∝ PBAO
2 . In the ratio of the sum to its no-wiggle analog, R23+31

(equation 3.17), oscillations arise from the difference between the B23 and B31 contributions:

a sine added to a negative sine, only slightly out of phase. As δ is positive, the negative B23

is always slightly smaller in magnitude than B31, so R23+31 remains positive.

As δ increases, B23 shrinks and B31 becomes dominant near the square symbol in Fig-

ures 3.4 and 3.15, as discussed in §3.4.3. The RMS map transitions into the B31-dominant

region described in §3.6.1 above where only one power spectrum contributes BAO to the

bispectrum.
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3.6.3 No Term Negligible

In the final region around equilateral triangles (black region, Figure 3.4), all three sides are

comparable and no term can be disregarded. We must simply reproduce the calculation of

the full RMS map in this region, as shown in the middle right panel of Figure 3.10. The

RMS amplitude A is maximized at the equilateral triangle (δ = 0, θ/π = 2/3), where all

three sides of a triangle are equal—and therefore the F (2) kernels are all equal and the power

spectra are all in phase.

3.7 Discussion

3.7.1 Implications for the Reduced Bispectrum

For many triangle configurations, we find that the full bispectrum RMS map is described

well by the behavior of only one or two terms in the cyclic sum. The large dynamic range

of the F (2) kernel can separate terms by an order of magnitude, allowing us to disregard

smaller terms when computing the RMS amplitude. If this held for the reduced bispectrum

(defined in e.g. Ref. [26])

Q(k1, k2, k3) =
B(k1, k2, k3)

P (k1)P (k2) + P (k2)P (k3) + P (k3)P (k1)
, (3.55)

we could simplify its behavior as well. Our work does show that there are regions where the

numerator of Q can indeed be simplified.

However, a more useful approximation would be if one could approximate the denomi-

nator by just one term rather than the full cyclic sum of power spectra, or even a pair of

products. Unfortunately, though, it is primarily the F (2) kernel that drives the dominance

of one term relative to the others (see §3.4.2), and it does not enter the denominator of Q.

As the leftmost panel of Figure 3.6 shows, a large swatch of the δ-θ plane is black (no term

negligble) for the relevant products of power spectra Pij . While there are several regions
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where two terms dominate the others (purple, blue, green), these do not seem to offer a

significant simplification as they still produce a complicated denominator in equation (3.55).

It is only in the red (B12 dominant) and blue (B31 dominant) regions that the denom-

inator greatly simplifies, to respectively P12 or P31. Since the dominant term in F (2) is

always the same as that in Pij (see §3.4.4 and Figure 3.8), in these regions F
(2)
12 and F

(2)
31 ,

respectively, will be much larger than the other two F
(2)
ij . The bispectrum is therefore

well-approximated by respectively F
(2)
12 P12 and F

(2)
31 P31. Thus, in these limited regions, Q

reduces to F
(2)
12 and F

(2)
31 . In short, working in the δ-θ basis does highlight convenient trian-

gles where one can directly measure the growth kernel F (2) alone and easily divide out the

linear theory density field statistics. The contribution of gravitational growth can thereby

be isolated from that of the linear theory density field. This isolation might be especially

useful in using the 3PCF as a probe of modified gravity (e.g., Vernizzi et al. 2019, in prep.).

Especially insofar as high-wavenumber details of the power spectrum sourced by baryon

physics remain challenging to model, canceling out the power spectrum from measurements

of F (2) may be desirable. Of course this must be weighed against the reduction in number of

usable configurations, as this cancellation happens only on limited regions of the δ-θ plane.

Further, at the wavenumbers where baryons become relevant, a tree-level, linearly biased

model of the bispectrum is likely already beginning to falter; the numerator is measuring

higher-order perturbation theory kernels and higher-order biasing even in these “simpler,”

single-dominance regions.

3.7.2 Connection to Real Space

We now briefly discuss the connection of the present chapter to the 3PCF in configuration

space (i.e., real space without redshift-space distortions). Ref. [137] further discuss differences

and similiarites between bispectrum and 3PCF more generally, though with a focus on bias

parameters, most relevant for smaller scales than the BAO scales investigated here. The

wiggles in the bispectrum ultimately correspond to sharp features in configuration space, in
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particular the BAO creases where one triangle side is the BAO scale or twice the BAO scale.

These are visible in Figure 7 of Ref. [290], particularly in the linear bias (` = 1) panel but

also more faintly in ` = 0 and ` = 2. The intuition is much the same as with the 2PCF

and power spectrum, where a bump in configuration space leads to a harmonic series of

oscillations in Fourier space. One important difference here is that the F (2) kernel, which

weights the products of power spectrum by k±1, acts like a derivative in configuration space.

The BAO feature in the 3PCF is thus essentially the derivative of a BAO bump: positive as

the BAO bump rises, then zero at the BAO scale, and negative at larger separations as the

BAO bump falls.

3.7.3 Simplification of Multipole Basis

We now point out an interesting additional implication of our work. The multipole basis

(expanding the angular dependence of the 3PCF or bispectrum in Legendre polynomials),

proposed in Ref. [303] (see also Ref. [237]), has recently been exploited in a series of works

[91, 288, 289] to accelerate measurement of the 3PCF. However, in practice that approach

truncates the multipole expansion of the 3PCF as one measures it. The works cited above

chose a maximum multipole of `max = 10. In principle, however, even at tree level the 3PCF

has support out to infinite `, as the expansion is done with respect to k̂1 · k̂2 and k3 and

1/k3 have an infinite multipole series in this variable.

In practice the 3PCF seems well-converged when summed into a function of opening angle

using different numbers of multipoles (see Figure 8 of Ref. [288]). Our work shows that for

certain configurations the multipole support is in principle finite. In the regions dominated

by B12, the bispectrum multipole expansion has compact support, requiring (at least at tree

level) only ` = 0, 1, and 2. The same will hold for the 3PCF; Ref. [303] shows that a given `

in Fourier space maps to only the same ` in configuration space. (This immediately follows

from the plane wave expansion into spherical harmonics and spherical Bessel functions, use

of the spherical harmonic addition theorem, and orthogonality of the spherical harmonics.)
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There are two implications here: first, the adequacy of tree level perturbation theory can

be easily tested using a very small set of multipoles in the red region of B12 dominance. Sec-

ond, within this restricted region, the computational work and covariance matrix dimension

can be greatly reduced by measuring the 3PCF in the multipole basis only to `max = 2. Of

course, the price is the reduced number of configurations (and signal) available. While this

level of compression may not be necessary for isotropic statistics, RSD introduce a much

richer angular structure at a fixed `max (see Refs. [291, 299]), so a reduction in `max may be

of particular value.

3.8 Conclusion

Our bispectrum basis (§3.2), designed to identify triangle configurations that amplify the

BAO signal, also provides insight on the structure of BAO in the bispectrum. Our analysis

in §3.4 shows that for certain triangle shapes, the bispectrum is dominated by only one or

two terms of the cyclic sum (3.1). The dominance structure is driven primarily by the F (2)

kernel of Eulerian standard perturbation theory (§3.4.2), which is highly sensitive to triangle

shape. In §3.5 we show analytically that, because BAO are a small feature relative to the

broadband bispectrum, the RMS BAO amplitude in the full bispectrum reduces to the RMS

BAO amplitude in the dominant term or terms. The error in this approximation is suppressed

by one order relative to the BAO amplitude itself. In §3.6, we build up the complete RMS

map of the dependence of BAO amplitude on triangle parameters from simpler maps. These

maps show the RMS BAO amplitude in each of the three terms contributing to the cyclic

sum. In regions where the corresponding terms dominate the cyclic sum, the full RMS

BAO amplitude is well approximated by the single-term-dominant or double-term-dominant

maps. We reproduce the full bispectrum RMS map by stitching together these simpler maps

in the regions where they provide the dominant contribution to bispectrum BAO, then fully

discuss the mechanisms that drive BAO amplitude in each single-term-dominant (§3.6.1)

and double-term-dominant (§3.6.2) RMS map.
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The BAO amplitude in each single term is determined by one of four mechanisms: inter-

ference (§3.6.1), incoherence (§3.6.1), feathering (§3.6.1), or single power spectrum (§3.6.1).

The first mechanism, interference, results from phase differences between two power spectra,

and dramatically amplifies the BAO signal. The other three mechanisms occur where the

wavelengths of the two BAO features are widely different, so the interaction between the two

power spectra cannot consistently amplify BAO.

Finally, in §3.7 we outline implications of our work for the reduced bispectrum, its con-

nection to the 3PCF, and the potential to simplify the multipole expansion of the bispectrum

and 3PCF for certain triangle shapes.

In Chapter 2, we used the interferometric basis detailed here to obtain substantial im-

provement in BAO constraints over the power spectrum alone, using a relatively small num-

ber of bispectrum measurements that carry the most BAO information. Ideally, bispectrum

measurements on all possible triangles would be used to constrain the BAO scale. However,

the number of mock catalogs needed to accurately estimate and invert the covariance matrix

scales with the number of triangles [241]. The number of triangles that can be measured is

therefore limited by the number of mock catalogs available, and bispectrum BAO constraints

like those of Ref. [239] are limited by the error in the covariance matrix. Since current re-

sources limit the number of triangles that can be used to constrain BAO in the bispectrum,

the best constraints will be obtained from the triangles that carry the most BAO informa-

tion and are most independent from each other. One way to identify these triangles is by

measuring the full covariance matrix, but such an approach faces the same initial problem

of limited mock catalogs.

We therefore face a circular problem: because it is computationally prohibitive to use

fully N -body mocks to constrain the covariance matrix of all bispectrum triangles, we wish

to reduce the size of the covariance matrix by selecting a subset of optimal triangles for BAO

constraints. But without the full covariance matrix, how can those triangles be identified?

Our basis offers a compression to only those triangles that are most sensitive to BAO,
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enabling a 15% improvement over power spectrum BAO constraints using relatively few

bispectrum measurements, as shown in Chapter 2 [45].

Of course, the optimal set of triangles for BAO measurement depends not only on the

amplitude of the BAO signal in each configuration, but also on its signal to noise ratio and its

covariance with previously measured configurations. In future work, we will further develop

an algorithm for selecting triangle configurations, assuming the number of mock catalogs

available limit the number of bispectrum measurements that can be used.

In future work, we will use also use BAO-sensitive triangles to better understand the

covariance structure of BAO in the bispectrum and power spectrum. Reconstruction [84,

226, 235, 236] is expected to affect the covariance between the power spectrum and bispec-

trum ([270]; see also Ref. [294], §8.2), but as reconstruction is a numerical procedure, its

effect on covariance is difficult to model analytically. Like the bispectrum measurements

discussed in the previous paragraph, a full numerical study of the covariance between the

post-reconstruction power spectrum and the pre-reconstruction bispectrum is limited by the

number of fully N -body mocks available. Fewer mocks are needed if analysis is restricted

to the set of triangles most sensitive to BAO, reducing the dimension of the covariance ma-

trix. We will study the effects of reconstruction on these triangle configurations. This effort

will allow us to combine bispectrum measurements with the post-reconstruction power spec-

trum. Depending on the level of independence, the combination of bispectrum measurements

and reconstruction may offer further improvement in BAO constraints over that offered by

reconstruction alone.

Our approach offers many further applications to the study of BAO in the bispectrum,

which we plan to address in future work. For example, the phase of BAO in the power

spectrum is sensitive to Neff , the effective number of relativistic neutrino species [17, 19, 20,

90]. Our basis is very sensitive to phase effects, so it may be useful to constrain Neff using the

bispectrum (Child et al. 2019, in prep.). Other sources of a phase shift in power spectrum

BAO such as relative velocities between baryons and dark matter [31, 61, 268, 311, 340],
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constrained in the power spectrum by Refs. [341] and [28] and in the 3PCF by Ref. [294],

may also be constrained using our interferometric basis. Last, our approach may enable

study of massive spinning particles, which, if present during inflation, introduce oscillatory

cosine terms in the bispectrum [210]. These terms depend on the wavenumbers, so they can

interfere with each other when cyclically summed.
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CHAPTER 4

HALO PROFILES AND THE CONCENTRATION-MASS

RELATION FOR A ΛCDM UNIVERSE

Profiles of dark matter-dominated halos at the group and cluster scales play an important

role in modern cosmology. Using results from two very large cosmological N -body simula-

tions, which increase the available volume at their mass resolution by roughly two orders of

magnitude, we robustly determine the halo concentration–mass (c–M) relation over a wide

range of masses, employing multiple methods of concentration measurement. We character-

ize individual halo profiles, as well as stacked profiles, relevant for galaxy–galaxy lensing and

next-generation cluster surveys; the redshift range covered is 0 ≤ z ≤ 4, with a minimum

halo mass of M200c ∼ 2 × 1011M�. Despite the complexity of a proper description of a

halo (environmental effects, merger history, nonsphericity, relaxation state), when the mass

is scaled by the nonlinear mass scale M?(z), we find that a simple non-power-law form for

the c–M/M? relation provides an excellent description of our simulation results across eight

decades in M/M? and for 0 ≤ z ≤ 4. Over the mass range covered, the c–M relation has two

asymptotic forms: an approximate power law below a mass threshold M/M? ∼ 500− 1000,

transitioning to a constant value, c0 ∼ 3 at higher masses. The relaxed halo fraction decreases

with mass, transitioning to a constant value of ∼ 0.5 above the same mass threshold. We

compare Navarro–Frenk–White (NFW) and Einasto fits to stacked profiles in narrow mass

bins at different redshifts; as expected, the Einasto profile provides a better description of

the simulation results. At cluster scales at low redshift, however, both NFW and Einasto

profiles are in very good agreement with the simulation results, consistent with recent weak

lensing observations.

This chapter appears as “Halo Profiles and the Concentration-Mass Relation for a ΛCDM

Universe” [43] in the Astrophysical Journal. The measurements presented have also been

used to study the contribution of smaller halos to strong lensing (“The importance of sec-
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ondary halos for strong lensing in massive galaxy clusters across redshift,” [176]) and to

demonstrate the properties of the Outer Rim simulation (Heitmann et al. 2019, in prep.).

4.1 Introduction

The endpoints of structure formation in cold dark matter cosmologies are dark matter-

dominated clumps called halos. In these cosmologies, initial density perturbations are am-

plified by the gravitational Jeans instability and small localized nonlinear structures form

at high redshift. As the universe evolves, halos grow via mass accretion and halo mergers;

galaxies form within halos. Halo abundance, evolution history, and properties such as mass,

velocity, sub-structure, and phase space structure, as well as the halo gas and galaxy content,

all play important roles in modern cosmology, as well as in the modeling of galaxy formation,

whether by empirical or semi-analytic means [18, 21–23, 25, 50, 55, 116, 127, 151, 155, 156,

212, 238, 277, 296, 317, 331, 333, 348]. A number of observational probes based on strong

and weak gravitational lensing, X-ray observations, and galaxy clustering are sensitive to the

nature of halo density profiles [4, 29, 54, 154, 194, 195, 204, 207, 222, 224, 229–232, 313–316].

This is particularly true for cluster cosmology and galaxy–galaxy lensing, which focus at the

upper end of the halo mass range.

In the remainder of the introduction, we briefly discuss halo profiles and concentrations

and their importance for cosmology (Section 4.1.1), the current state of observed halo profiles

(Section 4.1.2), and prior work on the profiles and concentrations of simulated halos (Section

4.1.3). We then outline the aims and primary results of this work (Section 4.1.4).

4.1.1 Halo Profiles

Although the formation of halos is a complex, hierarchical nonlinear dynamical process, the

radial density profile of individual halos is robustly fit by a surprisingly simple form, as

first described by Refs. [217, 218], using results from cosmological N -body simulations. The
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two-parameter NFW density profile is given by

ρ(r) =
δcρc

(r/rs) (1 + r/rs)
2
, (4.1)

where δc is a characteristic dimensionless density parameter. The critical density is ρc(z) =

3H2(z)/8πG; H(z) is the Hubble parameter, and the NFW scale radius, rs, is defined by

the radius where the logarithmic profile slope neff = d ln ρ/d ln(r/rs) = −2. For r/rs � 1,

neff → −1, whereas for r/rs � 1, neff → −3. A dimensionless shape parameter, the

halo concentration, c∆ ≡ r∆/rs, is commonly used as one of the NFW parameters. The

halo radius r∆ is a radial scale set by the spherical overdensity (SO) halo mass definition:

M∆ ≡ (4/3)πr3
∆ρc∆, where ∆ is a dimensionless overdensity parameter. We choose the

critical density as the reference density; the mean density of the universe is another common

choice. We also make the conventional choice of ∆ = 200 (for X-ray work with clusters, higher

values of ∆ are often used, such as ∆ = 500 or ∆ = 1000), and refer to the corresponding

concentration as c200c.

Describing individual halos in terms of the NFW description is obviously a severe ideal-

ization. Halos are not spherical and can have complex shapes. In particular, a more realistic

description of individual halos is as prolate ellipsoids with a major axis length roughly twice

as long as the minor axis [152]. Additionally, at a fixed halo mass and more or less inde-

pendent of the how the mass is defined, halo shapes and profiles can display considerable

variability, with some dependence on whether the halos are dynamically relaxed [191, 332].

Observations that focus on stacked halos, such as galaxy–galaxy lensing or stacked cluster

weak lensing, involve averaging over many individual halos and thus reduce bias due to the

characteristics of individual lenses (see, e.g., Ref. [286] as an example of the current state of

the art).

Despite some of these caveats, there are well-defined and observationally testable predic-

tions for halo masses and profiles as a function of cosmological parameters. For instance,
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the halo mass function is an essential cosmological quantity, relevant to determining cluster

abundance [138] and to modeling of the observed galaxy distribution, to mention two obvious

examples. The halo profile shape can also be predicted accurately in modern cosmological

simulations and is known to be correlated with the halo mass. One aspect of this correlation

is the existence of a well-determined c–M relation, as was already noted by NFW. Cosmo-

logical constraints delivered by ongoing surveys such as the Dark Energy Survey (DES1)

and next-generation surveys such as the Dark Energy Spectroscopic Instrument (DESI2),

Euclid [256], the Large Synoptic Survey Telescope (LSST) [183], and the Wide-field Infrared

Survey Telescope (WFIRST) [297] will rely on having accurate predictions for halo profiles

and masses.

4.1.2 Observed Profiles: Individual and Stacked Halos

Individual halo profiles can be measured using X-ray and strong and weak lensing measure-

ments, as already mentioned. Because of a number of factors (e.g., observational limita-

tions, selection bias, individual variability, line-of-sight dependence, analysis issues), there

are difficulties in comparing these observations directly to theoretical predictions. Earlier

measurements tended to have higher concentrations and a significantly steeper c–M relation

than that predicted by simulations (see, e.g., Refs. [37, 229, 232, 269] and the discussion in

Ref. [54]); however, the state of the art has been significantly enhanced by more recent group

and cluster-scale observations. In Figure 4.1 we present a set of recent observational results

for the c–M relation from measurements of individual clusters. (For another compilation,

see Ref. [29].) We also show results from the simulation carried out in this chapter, which are

discussed in detail in Section 4.4.1 below; we find good agreement between the observations

and the ΛCDM predictions, despite uncertainties in accounting for selection biases and other

measurement errors.

1. https://www.darkenergysurvey.org

2. http://desi.lbl.gov
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Figure 4.1: Individual-halos c–M relation with individual cluster observations using X-ray
[29, 322] and weak and strong lensing [207, 222]; see Section 4.4.1 for details. The gray band
represents the 1σ intrinsic scatter in the c–M relation, as found from the simulations.

Given sufficient statistics, stacking techniques can be used for both higher- (cluster weak

lensing) and lower-mass halos (galaxy–galaxy lensing). The results from stacked observa-

tions average over intrinsic halo variability and lines of sight, but have different systematic

issues compared to individual halo measurements. Moreover, stacked density profiles differ

systematically from the NFW prescription, with potentially observable consequences. As

discussed in Section 4.3.2, the Einasto profile [81] is a much better fit in this case. Next-

generation surveys, and LSST in particular, will increase the number of known clusters by

over an order of magnitude. Provided systematic errors can be sufficiently controlled, there

is, therefore, sufficient motivation to consider the individual and stacked halo profiles sepa-

rately. Figure 4.2 shows observational results for stacked observations using galaxy–galaxy

lensing and cluster weak lensing. Here too, the results are in good agreement; significant

improvements in the observational results are expected in the near future.

4.1.3 Concentrations of Simulated Halos

Even without including baryonic effects, which at cluster-scale masses could lead to changes

at the ∼ 10% level [79], the current status of theoretical predictions and comparison with
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Figure 4.2: Observational results for the stacked-halo c–M relation; see Section 4.4.1 for
details. The Einasto fit yields the same concentration as NFW cfit at high masses, but
Einasto concentration rises when only one side of the peak is available to fit. Each paper
represented by a white point provides a single measurement. Refs. [89] and [313] discuss the
effects of strong-lensing bias on their measurements of c200c.

observations as shown in Section 4.4.1 is certainly satisfactory. However, a number of open

issues still remain. Simulations have shown that the concentration depends on both mass and

redshift, with massive halos less concentrated than lower-mass halos at the same redshift.

The c–M relation has been measured in a large number of papers, in different ways [29, 38,

57, 73, 78, 85, 97, 161, 162, 187, 188, 190, 192, 246, 345]. There has been some disagreement

in the results obtained, which appears to be largely due to the different ways in which the

concentration has been operationally defined. Different fitting methods and binning choices

can produce inconsistent c–M relations (see, e.g., discussions in Refs. [29, 80, 205]). One of

the objectives of this chapter, therefore, is to present a robust set of results, arrived at by

using methods with potentially different systematics, and by investigating several possible
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sources of numerical error.

4.1.4 This Work

The primary aim of this chapter is to further study and robustly determine the c–M relation

and halo profiles at group and cluster scales at low to medium redshifts, and to characterize

the profile evolution over this redshift range for both relaxed and unrelaxed halos. The

halo mass range considered here is mostly focused on masses significantly larger than the

nonlinear (or “collapse”) mass scale M?(z), which gives the mass scale corresponding to peaks

of the initial Gaussian random field collapsing at redshift z (see definition in Section 4.4):

M? ≈ 1012.5 h−1M� at z = 0, 1011 h−1M� at z = 1, and 109.5 h−1M� at z = 2. Following

the discussion above, we split our c–M relation study into two parts: one for individual

halos and the other for stacked halos, in order to be consistent with current and future

observational strategies.

We determine the concentration by fitting the radial mass distribution, dM/dr, rather

than the density profile, following the procedure outlined in [29]. In addition to this primary

method, we introduce two alternative techniques for concentration estimation – one of which

is independent of the assumed form of the density profile – that we employ to characterize the

robustness with which the c–M relation can be determined. We find that the results are in

good agreement over the mass ranges where all of our methods can be properly used. Each of

the three methods is sensitive to a different range of the profile, and subject to different types

of error – we use the agreement across methods to show that our concentration measurements

are robust.

The two massive state-of-the-art ΛCDM simulations (Section 4.2) that form the basis of

the results presented here share two essential characteristics: large volumes and very good

mass resolution. At the mass resolutions considered, these simulations have roughly two

orders of magnitude more volume than previous work. This allows us to robustly explore

the c–M relation with excellent statistics over a relatively wide halo mass and redshift range,
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and to use narrow mass bins in stacked analyses. Our results are consistent with the general

idea that the concentration of halos should be set more or less by the mean density of the

universe when the halos are assembled. (Unfortunately, there is no predictive theory for

how the c–M relation should depend on redshift, because there is no real theory for the

NFW profile either.) At z = 0, massive clusters, which are still forming today, would be

expected to have a lower concentration than smaller-mass halos that have masses less than

M?. Because M? drops steeply with redshift, ∼ 108 M� at z = 3, one might expect the

c–M relation to flatten over a significantly extended mass range as redshift increases and a

large fraction of the halos in the upper mass range are still forming. Our results are very

consistent with this expectation.

By combining results from multiple redshifts and scaling the halo mass by the nonlinear

mass scale M?, we find that the c–M relation can be well-fit by a single expression; in

agreement with Refs. [97, 188, 345], we find a concentration floor of c200c ∼ 3. The transition

from a power-law behavior of the scaled c–M relation to an asymptotically flat regime occurs

at a halo threshold mass, MT ' 500− 1000M?, right at the upper end of cluster-scale halo

masses at z = 0. We note that the unrelaxed halo fraction is roughly half at masses above

MT , and decreases with mass below MT . Further discussion of these results can be found

in Section 4.4.

As M? is a function of cosmological parameters, we can compare our results to other

simulations in the same family of ΛCDM cosmologies by assuming a certain level of universal

behavior, as is known to hold for the mass function (see, e.g., Ref. [130]). Appendix 4.6.1

shows that the c–M/M? relations of other simulations fall within the population variance

c̄± c̄/3 of our results, and their results from redshifts between z = 0 and z = 3 broadly follow

the shape of a power-law transitioning to constant c. We have checked that this cosmology-

independent behavior does not hold sufficiently far away from our fiducial cosmology by

comparison to the wCDM results presented in Ref. [29] and in Ref. [166].

The rest of this chapter is organized as follows. In Section 4.2, we describe the large
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cosmological N -body simulations that are the source of the halo catalogs and halo profiles.

Section 4.3 describes our methodology for measuring the halo concentrations using the radial

profiles. Section 4.4 presents the resulting c–M relations and the new fitting form using scaled

halo masses. Section 4.5 concludes with a final discussion of the results. The appendices

contains the results of investigations of possible sources of numerical error and comparisons

of some of our results to previous work.

4.2 Simulations

The results reported here use data from two very large, gravity-only N -body simulations run

with the Hardware/Hybrid Accelerated Cosmology Code (HACC) framework [118]. These

are the ‘Q Continuum’ [129] and ‘Outer Rim’ [118] simulations carried out on the CPU/GPU

system Titan at Oak Ridge National Laboratory and the Blue Gene/Q (BG/Q) system Mira

at Argonne National Laboratory, respectively. HACC uses a hybrid force calculation scheme,

splitting the total force calculation into a long-range component and a short-range compo-

nent. In both runs, the long-range forces are computed using the same high-order spectral

particle mesh method, while the short-range forces are computed using different methods

(albeit with the same hand-over scale to the short-range solver) in order to best exploit the

available computational architecture. A direct particle-particle interaction technique is used

for the CPU/GPU system and an RCB (Recursive Coordinate Bisection) tree method for the

BG/Q system. Halo identification and characterization is carried out with HACC’s parallel

CosmoTools analysis framework, using a combination of in situ and offline analyses.

The Q Continuum and Outer Rim runs represent independent realizations of the same
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shared WMAP-7 [163] cosmology:

ωcdm = 0.1109
h=0.71⇒ Ωcdm = 0.220,

ωb = 0.02258,

ns = 0.963,

h = 0.71,

σ8 = 0.8,

w = −1.0,

Ων = 0.0, (4.2)

but with differing volumes and mass resolution. The box size for the Q Continuum run

is LQC = 1300 Mpc = 923 h−1 Mpc, while that of Outer Rim is LOR = 4225 Mpc =

3000 h−1 Mpc. The number of particles in these simulations are 81923 = 0.55 trillion (Q

Continuum) and 102403 = 1.1 trillion (Outer Rim); the associated mass resolutions are

mp = 1.48×108 M� = 1.05×108 h−1M� (Q Continuum) and mp = 2.6×109 M� = 1.85×

109 h−1M� (Outer Rim). The force resolutions are (comoving) 2 h−1 kpc (Q Continuum)

and 3 h−1 kpc (Outer Rim). Both simulations are given a Zel’dovich approximation initial

condition at z = 200 with transfer functions generated by the CAMB code [175]. The

Outer Rim simulation has been used for several analyses of SDSS IV extended Baryon

Oscillation Spectroscopic Survey data [104, 139, 342].

The large volumes and excellent mass resolution in these simulations lead to the following

advantages in characterizing halo properties: (1) sufficiently large numbers of halos at high

masses over the redshift ranges studied (at z = 0, ∼ 20 million and ∼ 10 million halos of

at least 2000 particles in Q Continuum and Outer Rim, respectively); (2) excellent profile

resolution for individual halos; and (3) the ability to study stacked halo profiles in narrow

mass bins – hundreds of halos in mass bins of width ±5% at cluster scales, and hundreds of

thousands at lower masses. Compared to our previous work in Ref. [29], the mass resolution
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is improved by more than an order of magnitude. In addition, the overlapping volume

and mass resolution coverage between the two boxes (which are run using different N -body

algorithms) provides an automatic cross-check for certain types of systematic errors that can

arise in cosmological simulations.

4.3 Concentration Measurement

In this section, we describe our methods for measuring halo concentrations. This requires first

defining and measuring the halo mass, followed by a determination of the halo concentration.

In the context of the c–M relation, the mass is usually defined in terms of an SO, ∆, as

discussed in Section 4.1. A halo with mass M∆ has a corresponding size, r∆, the radius

within which the halo has an average overdensity of ∆ with respect to ρc. Common choices

of ∆ include ∆ = 200 and ∆ = ∆vir, where ∆vir follows from the spherical top-hat collapse

model. It is also not uncommon to define the overdensity with respect to the mean density

of the universe, rather than the critical density. As stated earlier, we will use the critical

density as the reference, with ∆ = 200. It should be noted that the definition of the SO

mass does not depend on the nature of the density profile.

A common alternative NFW parameterization, which we use here, describes the NFW

profile in terms of an SO halo mass and the halo concentration, c∆. Written in terms of the

SO radius r∆ and the concentration, the NFW profile becomes

ρ(r) =
∆ρc

3A(c∆)

1

(r/r∆)(1/c∆ + r/r∆)2
, (4.3)

where A(c∆) ≡ ln(1 + c∆)− c∆/(1 + c∆).

Using the NFW profile as defined by Equation 4.3, it is clear that given r∆ (or equiv-

alently, M∆) and c∆ (or equivalently, rs), the NFW profile is uniquely determined. Given

the NFW description, the SO mass and concentration together completely determine the

spherically averaged halo profile.
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Halo concentrations are computed using halo profiles built by HACC’s parallel SO halo

finder, which is part of the CosmoTools analysis framework. First, friends-of-friends (FOF)

halos with dimensionless linking length b = 0.168 are found by a fast, parallel, tree-based

algorithm, and their centers determined by finding the deepest potential minimum within the

FOF halo. All particles (not just those in the original FOF halo) are counted in radial shells

centered on the point of minimum potential, and the mass M200c is calculated as the mass

within a sphere whose average density is 200 times the critical density. No unbound particles

are removed because we are interested in the density profile as measured and not in some

idealized theoretical notion of what might constitute membership in a halo. Twenty shells

are placed uniformly in log space between a minimum radius at the smoothing scale and a

maximum radius greater than R200c, and the differential mass profile dM/dr is calculated

from the bin widths and particle counts. We note that the notion of an SO halo becomes

problematic during major halo mergers; the halo center is also potentially not well-defined

during such epochs.

The concentration measurement procedure uses three different methods, explained in de-

tail below: profile fit (as in Ref. [29]), accumulated mass, and peak finding. The idea behind

using these different methods is to explore the robustness with which the concentration can

be determined in the presence of different types of systematic errors. We measure concentra-

tions only for well-sampled halos, i.e., those above a conservative threshold of at least 2000

particles within r200c (see Appendix 4.6.2), corresponding to a mass of 2.1 × 1011 h−1M�

for Q Continuum and 3.7× 1012 h−1M� for Outer Rim.

Following standard practice, for all three methods we keep the mass M200c fixed as found

by the SO algorithm described above and fit only for the concentration. In principle, it is

possible to allow both quantities to float, but this leads to variability in the determined

concentrations, even if the associated M200c changes only by a small amount.
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4.3.1 Individual Halos

Halos are dynamically evolving objects; a halo profile may not be well-described by the NFW

profile if it is far from a dynamically relaxed state – for example, if it is the product of a

recent merger. We identify these halos by a simple test [78, 221]: halos are labeled relaxed

if the distance between the halo center and the center of mass of all particles in the SO halo

is, at most, 0.07R200c. If the offset exceeds 0.07R200c, the halo is assumed to be unrelaxed.

(In rare circumstances, characterized by accidental symmetry, unrelaxed halos can pass the

relaxed halo test, but the reverse is not true.) At z = 0, ∼ 80% of all halos of at least

2000 particles are relaxed, with a higher fraction of high-mass halos unrelaxed. As redshift

increases, the relaxed fraction drops to 45%, and by z = 2 is independent of mass across the

1011 h−1M� < M200c < 1015 h−1M� range (see Figure 4.3).
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Figure 4.3: Relaxed fraction for Q Continuum (circles) and Outer Rim (squares) halos. A
halo is considered relaxed if the distance between its most bound particle and SO center of
mass is, at most, 0.07R200.

Figure 4.4 shows examples of relaxed and unrelaxed halo profiles at high and low redshifts.

Note that much of the mass of the unrelaxed halo is far from the center, so the identified

scale radius is large and concentration is small. In general, our relaxation criterion implies

that unrelaxed halos have significant mass far from the potential minimum, so we expect

and find unrelaxed halos to be less concentrated than relaxed halos of the same mass (Figure

4.5). The unrelaxed halo c–M relation has lower amplitude and slope than the c–M relation
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of all halos, but as for relaxed halos, concentration decreases with mass at low redshift and

is constant at high z. Notably, this holds true at high masses and redshifts – the relaxed

halo c–M relation does not fall below the c–M relation for unrelaxed halos.
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Figure 4.4: Example profiles of individual high-mass Q Continuum halos well- and poorly
fit to an NFW profile: a relaxed halo at z = 0 (left, M200c = 1014 h−1M�) and an unrelaxed
halo at z = 3 (right, M200c = 9× 1012 h−1M�). Note the small Poisson error. At z = 0 the
outer radius of the innermost bin encloses at least 100 particles, so all points within r200c
are included in the profile fit. At z = 3, the first two bins do not meet this criterion and are
dropped. More points must be dropped for lower-mass and less-concentrated halos. Shaded
regions are not included in the fit, nor expected to follow an NFW profile.

Individual halos are fit to the NFW differential mass profile,

dM

dr
= 4πr2ρ(r) =

M∆

A(c∆) r∆

r/r∆
(1/c∆ + r/r∆)

, (4.4)

which rises as r at small r, peaks at r = rs, and falls off as 1/r using the following three

methods:

Profile Fit, cfit. The halo mass M∆ and radius r∆ are fixed by M200c as found by the

SO algorithm. The profile fit uses the Levenberg–Marquardt algorithm, which, weighted by

the Poisson error in the number of particles in each shell, minimizes

∑
i

[
dni/dri − (dn/dr)NFW

i

]2
dni/dr

2
i

, (4.5)
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Figure 4.5: Mean fit concentrations at z = 0 for all relaxed and unrelaxed halos from the
Outer Rim and Q Continuum (QC) runs using the profile fit method. At this redshift, 80%
of halos of at least 2000 particles are relaxed. The dotted line shows the power-law fit to
all halos; the relaxed halos have slightly higher concentration (upper data set), while the
c–M relation for unrelaxed halos is lower and flatter (lower data set). Note the excellent
agreement between the two simulation results.

where dri is the radial width of a shell that contains dni particles and (dn/dr)NFW
i is

evaluated at the midpoint of the bin. Only shells whose outer radius falls within r200 and

encloses at least 100 particles are fit. Shells beyond r200, with their high particle counts and

low Poisson error, would have disproportionate influence on the fit, and the NFW form does

not necessarily hold at the farther edges of a halo. The requirement of at least 100 particles

in a shell also excludes the inner regions (roughly a tenth of the virial radius at cluster

mass scales) that may suffer from numerical errors and not be modeled well by gravity-only

simulations (due to missing baryonic/feedback effects).

Accumulated Mass, cacc. This method uses the fact that the mass enclosed by the NFW

scale radius is

M(rs) =
M∆

A(c∆)

(
ln 2− 1

2

)
. (4.6)

The concentration is found iteratively by fixing c∆, interpolating the enclosed mass profile

to solve Equation (4.6) for rs, and updating c∆ = r∆/rs.

Peak Finding, cpeak. The differential mass profile, Equation (4.4), peaks at r = rs, so the
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scale radius can be measured by simply locating the peak. To do this, profiles are smoothed

using a three-point Hanning filter

f(ri) =
1

4
[f(ri−1) + 2f(ri) + f(ri+1)] , (4.7)

and the scale radius is set to the location of maximum smoothed dM/dr, excluding the first

and last radial bins. Note that this method makes no assumption about the specific form

(NFW, Einasto, etc.) of the halo profile.

Our goal in using three different methods is to verify the robustness of our concentration

measurements. These three methods are sensitive to different features of the profile. Both

the profile fit and accumulated mass methods assume the NFW form, while peak finding

does not. The accumulated mass method counts particles only to the scale radius, so it is

most sensitive to the inner profile, r < rs. The profile fit is more influenced by the outer

profile, as the outer shells, with their higher particle counts, have lower Poisson error and

are weighted more heavily in the fit. If halos were always well-described by the NFW form,

all three methods would find the same concentration; when their results differ, the profile is

not a perfect NFW profile. We use cfit as the primary concentration measurement and the

other two methods to check our results and to better understand changes in halo profiles

with mass and redshift.

The three methods agree best on well-resolved halos at low redshift, as shown in Figure

4.6. At high redshift, the methods differ by as much as 10%: the fit and peak concentrations

are essentially flat as a function of mass, while the accumulated mass c–M relation slopes

slightly upward, still well within the range of the intrinsic concentration scatter.

At all mass ranges and redshifts with sufficient halos in a bin, the distribution of accumu-

lated mass concentrations is approximately normal, as shown in Figure 4.7. The accumulated

mass scale radius can only fall between the innermost bin in the profile and r200, limiting the

range of cacc. However, fit concentrations can be arbitrarily high, so the distribution of cfit is
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Figure 4.6: Profile fit, accumulated mass, and peak finding methods of concentration mea-
surement for all Outer Rim halos at z = 0 (left panel) and z = 3 (right). The outer curves
represent the 1σ intrinsic variation in the concentration at a fixed mass. Note the very small
statistical error bars – the lowest and highest mass bins shown contain 106 and 11 halos,
respectively, at z = 0, and 105 and 4 halos at z = 3. Here, cpeak is shown only for high-mass,
low-concentration halos; see further discussion in Appendix 4.6.2. For high-mass halos at
z = 0, there is little difference in mean concentration between methods; at z = 3, cpeak
differs from cfit by about 10%.

positively skewed, particularly at masses and redshifts where profiles are less well-described

by the NFW form. See also Appendix 4.6.1.

4.3.2 Stacked Halos

Individual halo profiles can be noisy, but with 10 million halos of at least 2000 particles

at z = 0 in Q Continuum and 20 million in Outer Rim, we can stack thousands of halos

in a narrow mass bin (for example, M ± 1%, hereafter “a 1% stack”) to obtain smooth

profiles. Relaxed halos are stacked by interpolating and summing the individual enclosed

mass profiles. The differential mass profile is calculated from the mean enclosed mass profile.

Note that we fit the 3D halo profile; future work will compare the concentrations that would

be found for the same stacks using observational methods like weak lensing, which must fit

the 2D projected mass profile.

Assuming the particles in our simulated profiles are drawn from a true NFW distribution,
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Figure 4.7: Distributions of Outer Rim fit and accumulated mass concentrations. Left panel:
fit concentrations are normally distributed in a high mass, low-redshift bin with M200c =
5.07×1014h−1M� at z = 0; the excess at low concentrations is due to unrelaxed halos (in this
high-mass bin, 40% of halos are unrelaxed). Right panel: high-redshift (z = 3) bin centered
at M200c = 1.08× 1013 h−1M�, all halos (relaxed and unrelaxed). Solid and dot–dash lines
show normal distributions with the sample mean and standard deviation, while dashed line is
fit to the truncated cfit distribution shown. In this bin, the distribution of fit concentrations
is positively skewed, while the distribution of accumulated mass concentrations is not.

the stacked profile is a sum of NFW profiles with different concentrations, which, in principle,

is not describable as an NFW profile. To visualize how the stacked profiles compare to an

NFW profile, we calculate the effective power-law index of ρ(r), that is, the slope of lnρ (ln r).

For an NFW profile,

nNFW
eff =

d ln ρNFW

d ln (r/rs)
= −1 + 3r/rs

1 + r/rs
; (4.8)

the density is proportional to r−1 at small r and r−3 at large r, crossing nNFW
eff (rs) =

−2 at the scale radius. We calculate neff(r) for stacked halos using a low-noise Lanczos

differentiator with N = 5,

f ′(xi) ≈
1

10h
(−2y−2 − y−1 + y1 + 2y2); (4.9)
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for the first two and last two bins,

f ′(x0) ≈ 1

6h
(−11y0 + 18y1 − 9y2 + 2y3), (4.10)

f ′(x1) ≈ 1

6h
(−2y0 − 3y1 + 6y2 − y3). (4.11)

Figure 4.8 shows examples of stacked profiles and their neff at z = 0 and z = 3. At high

redshifts, the outer and inner profiles diverge from an NFW profile: by r ∼ r200c, density

falls off more steeply than the NFW profile, while at small r, the density profile becomes

shallower than the NFW profile (due to limitations imposed by force and mass resolution;

however, results from our two simulations are still in good agreement, indicating little effect

on the concentration itself). When we nevertheless calculate the NFW concentrations of the

stacks, the three methods can find different concentrations, despite their agreement on the

average concentration of individual halos. Additionally, the stacked fit concentrations differ

from mean individual fit concentrations, as shown in Figure 4.9, but by no more than 5%,.

The stacked concentrations are lower than individual means at low mass, but higher at high

mass. These discrepancies reflect the fact that these stacked profiles deviate from the NFW

form.

Previous studies have shown that profiles with a third parameter can better fit stacked

profiles [97, 206, 219, 247]. After investigating several three-parameter profiles, we find the

Einasto profile,

ln

(
ρE(r)

ρ−2

)
= − 2

α

[(
r

r−2

)α
− 1

]
, (4.12)

to be the best. We fit stacked halos to the Einasto form, allowing the concentration and the

shape parameter α to vary freely. The mass M∆ is the mean mass of halos in the stack, as

determined by the SO algorithm. We find that the Einasto shape parameter increases with

mass and redshift, as shown in Figure 4.10. These results are in reasonable agreement with

the model of Ref. [97] fit to results at 0 ≤ z ≤ 3. The Einasto concentrations agree between

the Outer Rim and Q Continuum runs, but the shape parameters differ at high redshift.
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Figure 4.8: Stacks of relaxed Q Continuum halos at z = 0 (left panels, 116 halos, M200c =
6×1013h−1M�±0.2%) and z = 3 (right, 81 halos, M200c = 9×1012h−1M�±1%). Shaded
regions are not included in the fit (r > r200 or fewer than 100 particles enclosed); reduced
χ2
ν values are calculated only on the points used to fit. Top row: NFW and Einasto profiles

are fit to the dM/dr profile as described in Section 4.3; vertical lines show the corresponding
scale radii. At z = 0, the NFW fit concentration is cNFW = 5.00; Einasto fit concentration
is cEin = 4.98. At z = 3, cNFW = 3.46 and cEin = 3.38. The Einasto fit captures the peak
better than the NFW fit does at both redshifts; at z = 3, it also improves on the high-r
behavior of the NFW profile. Second row: effective power-law index of the density profile.
Slopes for the first and last two radial bins (× symbols) are less reliable than those with
four neighboring points to include in the calculation. At high redshifts, our stacked profile
is steeper than an NFW profile at high r. Bottom rows: surface mass density corresponding
to the fit NFW and Einasto profiles and their relative difference; note that differences in the
projected profiles are small, especially in the high-mass z = 0 case.
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Figure 4.9: Concentrations found using the profile fit method, cfit, for relaxed individual and
stacked halos from both simulations (circles are for Q Continuum, squares for Outer Rim).
Points are means of individual fits; lines show concentrations found by fitting 5% stacks at
the same redshifts to an NFW profile.

See Appendix 4.6.2 for further discussion of this discrepancy, and Appendix 4.6.1 for further

comparison to other works.

Our results show that, at low mass, the stacked peak is to the left of the peak of the

NFW profile fit to the stack, while at high masses at high redshift the opposite is true. At

z = 0, Einasto concentrations are greater than NFW concentrations at low mass; the Einasto

and NFW c–M relations cross around M200c = 1014 h−1M� (see Figure 4.8 for an example

stack whose peak location is well captured by the NFW fit), and at the highest masses, the

Einasto concentration begins to fall below the NFW concentration. Luckily, at cluster scales

at z = 0, the NFW fit peak is transitioning from the left of the stacked peak to the right, and

appears to be temporarily in agreement – so NFW and Einasto profiles both fit the stacks

very well, as found for the CLASH dataset by Ref. [314]. These authors stack profiles in a

wide mass bin; we do not find substantial differences in the quality of NFW vs. Einasto fits

for wide mass bins, of up to 70%, compared to narrower 1% or 5% bins.
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Figure 4.10: Relaxed halo Einasto α−M/M? relation for Q Continuum (circles) and Outer
Rim (squares). Einasto profiles are fit to halos stacked in 5% mass bins, fixing mass to the
SOD mass. High mass resolution is critical to measure the shape parameter α; at high z,
Outer Rim halos are insufficiently resolved (× symbols; see Appendix 4.6.2 for discussion
of high-redshift discrepancies between the two simulations). Black curves show the fit of
Ref. [97] for z = 0, 1, 2, 3, 4. The single observational point is from a LoCuSS weak lensing
measurement at z = 0.23 [230].

4.4 The Concentration–Mass Relation

The concentration measurements described above are now used to investigate the c–M rela-

tion. As shown in Figures 4.6 and 4.9, the c–M relation flattens with increasing redshift. At

higher redshifts, halos of all masses have concentration c ∼ 3− 4 and the c–M relation falls

no further; Ref. [345] found a similar floor. We do not present results for redshifts higher

than z = 4 (see discussion in the appendix), but concentrations measured up to redshifts as

high as z = 10 are consistent with this floor.

In order to represent the data in a z-independent form, we scale the mass by the redshift-

dependent nonlinear (or “collapse”) mass scale M? = 4π/3 ρc(z) ωm(z)R3
?, which solves

σ(R?, z) = δc, (4.13)

where δc = 1.686 is the linear critical density for collapse and σ(M, z), the amplitude of mass

fluctuations, is the power spectrum smoothed with a top-hat filter. The power spectrum
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P (k, z) = d2(a) P (k, z = 0) is calculated from the growth factor

d(a) =
D+(a)

D+(a = 1)
, (4.14)

D+(a) =
5Ωm

2

H(a)

H0

∫ a

0

da′

[a′H(a′)/H0]3
(4.15)

and P (k, z = 0) is as given by CAMB [175]. The mean square perturbation is

σ2 (R, z) =
1

2π2

∫
k2 dk W 2 (k,R) P (k, z) , (4.16)

where we choose the window function W 2(k,R) to be the Fourier transform of a spherical

top-hat filter of radius R,

W (k,R) =
3

(kR)3
[sin(kR)− kR cos(kR)]. (4.17)

The nonlinear mass M? depends weakly on cosmology and falls steeply with redshift: for

our cosmology, log(M?/h
−1M�) = 12.5 at z = 0, 11 at z = 1, and 9.5 at z = 2. Already at

z = 3, log(M?/h
−1M�) = 8, and our least-massive halos exceed the nonlinear mass scale by

three orders of magnitude at this redshift. Combining the results of the two simulations at

redshifts up to z = 4, we probe eight decades in M/M?, as shown in Figure 4.11.

When represented in terms of M/M?, the individual c–M relations at different redshifts

fall relatively tightly onto a single relation: the concentration behaves as a power law with

M/M? as long as M/M? . 103; at masses farther above the nonlinear mass scale, the

concentration asymptotes to a constant value ∼ 3. This behavior is shown in Figure 4.11

for both individual and stacked halos, and is consistent with analytic models which find

concentration to be independent of mass above a threshold mass. Ref. [60] find concentration

to approach a constant c ∼ 4 for high-mass halos, those for which σ(M) � δc (implying

M �M?), where Gaussian statistics are a good description of the slopes of the corresponding
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Figure 4.11: Individual mean cfit for all halos (left) and stacked cNFW
fit for relaxed halos in

5% stacks (right) as a function of M/M∗ across eight orders of magnitude for Q Continuum
(circles) and Outer Rim (squares). Red solid (left) and dashed (right) curves are fit to
all points shown, as well as z = 0.502 and z = 1.494. Dotted–dashed red curve is fit to
individual mean concentrations of relaxed halos only (left panel, data points suppressed to
avoid clutter); dotted is fit to Einasto concentrations of 5% stacks (right panel, data points
suppressed).

peaks in the initial Gaussian random field. Ref. [233], similarly, predict a constant c–M

relation, c ∼ 2.5, in the high-mass regime where an assumption of spherical collapse is valid.

See further discussion in Appendix 4.6.1.

We fit to a simple functional form that captures this behavior:

c200c = A

[(
M200c/M?

b

)m(
1 +

M200c/M?

b

)−m
− 1

]
+ c0, (4.18)

transitioning at M = MT ≡ bM? from a power law to a constant c = c0. This plateau is

found at a concentration between 3 and 4, depending on the halos included (all halos vs.

relaxed halos only, for example) and the type of fit. Table 4.1 gives the fit parameters. We

note that the fit should not be näıvely extrapolated to masses smaller than those considered

here.

This form is not fully universal in the sense of being approximately independent of cos-

mology, as can be shown by checking against the wCDM results of Refs. [29] and [166]. We

are currently investigating the detailed cosmology dependence of the c–M relation using the
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Table 4.1: c–M/M? fit parameters, 0 ≤ z ≤ 4

Type of Fit m A MT /M∗ c0
Individual, all −0.10 3.44 430.49 3.19

Individual, relaxed −0.09 2.88 1644.53 3.54
Stack, NFW −0.07 4.61 638.65 3.59

Stack, Einasto −0.01 63.2 431.48 3.36
Notes. Use Equation 4.18 with variance σc = c200c/3.

Mira–Titan Universe suite of simulations [128, 171], which cover ∼100 cosmological mod-

els allowing for a (w0, wa) parameterization of dark energy as well as the effect of massive

neutrinos. These results will be presented elsewhere.

The peak-height parameter ν is frequently used to find a redshift-independent c–ν rela-

tion, with similar motivations (see, e.g. Refs. [29, 73, 80, 188]). We find our results to be

more universal with redshift as a function of M/M? than as a function of ν (see Appendix

4.6.1 for further details). Moreover, we find z-independence to hold for other overdensities,

although it does deteriorate for smaller choices of ∆ (including ∆vir).

Aside from the concentration, it is also important to investigate the fraction of relaxed

halos as a function of M/M?. Because halos with M � M? are likely to be in the “halo

formation” phase, the unrelaxed fraction should increase with mass. However, one would

anticipate that the existence of a finite asymptotic value of the concentration, c0, suggests

that the relaxed fraction also reaches a limiting value. We find that, like the concentration,

the relaxed fraction is also independent of mass for M200c > 1011M� at redshifts higher than

z ∼ 2, or alternatively, for M/M? & 103, as shown in Figure 4.12. At low redshift, up to

80% of low-mass halos are relaxed, falling to 50% at high masses, which is still a substantial

fraction; at high redshifts, 50% of halos (that pass our minimum mass threshold) are relaxed

at all masses, even for M �M?.
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Figure 4.12: The fraction of Q Continuum (circles) and Outer Rim (squares) halos considered
relaxed (distance between most bound particle and FOF center of mass at most 0.07R200)
falls with mass until M ∼MT , but is approximately constant at 0.5 for M > MT .

4.4.1 Comparison with Observations

We compare our c–M relation at z = 0 to individual and stacked halo concentrations mea-

sured from individual X-ray [322], individual weak and strong lensing [207, 222], and stacked

lensing [36, 48, 89, 154, 194, 195, 224, 229–232, 279, 313, 315, 316] observations. Concentra-

tions and masses are reported in a variety of mass definitions (M500c, M200c, Mvir); when

M200c is not provided, we assume an NFW profile and convert to M200c, c200c according to

Ref. [142].

All observations considered here were carried out at redshifts between z = 0 and z = 1;

in the case of stacked analyses, we assign a mean redshift to the sample. We fit the c–M

relation at z = 0, 1 to

c200c = A (1 + z)dMm; (4.19)

the fit parameters are shown in Table 4.2. Note that this simple fit is only valid for redshifts

0 ≤ z ≤ 1, where a power-law dependence on mass and redshift is a reasonable description

of our results. Individual (Figure 4.1) and stacked (Figure 4.2) measurements are scaled to

z = 0 according to the fit redshift dependence and compared to the corresponding mean cfit

of individual relaxed halos or stacked cfit. Note that our Einasto and NFW fit concentrations
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Table 4.2: Power-law c–M fit parameters, 0 ≤ z ≤ 1

Type of fit A d m
individual, all 75.4 −0.422 −0.089

individual, relaxed 68.4 −0.347 −0.083
stack, NFW 57.6 −0.376 −0.078

stack, Einasto 122 −0.446 −0.101
Notes. Use Equation 4.19 with variance σc = c200c/3.

are identical aroundM200c ∼ 1014h−1M�, and are only beginning to diverge at cluster scales,

as mentioned in Section 4.3.2 above. This is the mass range where, as shown in Figure 4.8,

Einasto and NFW profiles both provide very good fits and are difficult to distinguish. The

CLASH measurement of Ref. [314], where both Einasto and NFW forms are able to fit the

projected mass profile, also falls in this range.

The current agreements with observations are very good for both individual and stacked

halo measurements, although there are a few outliers. Next-generation CMB, optical, and

X-ray surveys will greatly increase the number of well-measured group and cluster-scale

halos. This will lead to much better control on mass measurement for stacked observations

(currently at 4%, as claimed by LoCuSS), as well as on the profile measurements [286].

4.5 Discussion

The high-volume, high-resolution simulations Q Continuum and Outer Rim simultaneously

provide superior statistics (20 million and 10 million halos of at least 2000 particles at

z = 0, respectively) and halo resolution, allowing us to use multiple methods of concentration

measurement to study the c–M relation across eight decades in M/M?, the distribution of

concentration within mass bins, and smooth stacked profiles of at least hundreds of halos in

narrow (5% and smaller) mass bins.

Our three methods of concentration measurement (fit, accumulated mass, and peak find-

ing) agree best on massive halos at low redshift; at higher z, mean measurements differ

by 10–20%. This is consistent with the general expectation that concentration measure-
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ments can have systematic differences depending on how the measurements are carried out

(Refs. [29, 80, 205]; see Appendix 4.6.1 for further discussion). These caveats aside, our

results are in excellent agreement with observations as well as with most recent simulations.

The c–M relation is not a precise, narrow correlation between the halo concentration and

halo mass. There is a substantial amount of intrinsic variability, which appears, remarkably,

to be cosmology-independent; it is specified by σ/c ∼ 1/3, where σ is the standard deviation

around the mean concentration at a given halo mass [29, 75]. Our results are consistent with

a Gaussian distribution of concentration within mass bins [29, 191, 255]. Small deviations

at lower concentrations can be explained by an unrelaxed halo population, and at higher

concentrations due to the existence of a small high-concentration tail.

Because of the excellent statistics made possible by our simulations, we can study the

stacked profiles of halos in narrow mass bins. We find that the Einasto profile is an excellent

fit to the data, and that concentrations measured from our stacked profiles agree with the

means of the concentrations of those halos measured individually.

Our well-characterized results for the c–M relation across a wide range of redshifts mo-

tivate searching for a simple description of the data in a redshift-independent form, much

as in the case of the halo mass function. Although there is no basic theory for the c–M

relation and its evolution with redshift, there exist a number of models and fits to numerical

data. These include some simple analytical ideas, power-law models, and significantly more

complex fits (see Appendix 4.6.1). We find that scaling the halo mass by the nonlinear mass

scale M? allows us to describe results from different redshifts by a single relation with a

very simple form. This c–M relation has a power-law form at lower masses (over the mass

range investigated) and transitions to a constant value at masses above a threshold mass

MT ∼ 500 − 1000M?. At redshifts higher than z = 3, all halos above the threshold of

2000 simulation particles exceed MT and have concentration c ∼ 3. At low redshifts (such

as z = 0, where MT ∼ 5 − 10 × 1014.5 M�), only the most massive (cluster-scale) halos

approach MT . These halos, too, have concentrations c ∼ 3.
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Our results are in excellent agreement with current observational datasets. Future mea-

surements will have significantly enhanced statistics for both individual and stacked halo

profiles. This will bring the observational errors closer to the current error estimates from

the simulations and allow for any differences to become more apparent. Increasing our

understanding of the halo profiles will aid in controlling systematic errors in a number of

cosmological analyses.

4.6 Appendix

In this appendix, we compare our results with those from other simulations commenting

on agreements and differences. We also investigate various simulation errors that could

affect halo concentrations, demonstrating that our results are robust to these potential error

sources. We note that the Outer Rim and Q Continuum simulations have mass resolutions

that are different by a factor of 20 and were run using different short-range force algorithms

(P 3M versus tree). Achieving very consistent results, given these differences, is itself a good

test of the overall methodology.

4.6.1 Other Simulations

Our results are in reasonably good agreement with those of recent simulations; differences

often arise due to choices made in the operational definition of the concentration.

Profile Shape

To illustrate the closeness of obtained profiles across simulations, we compare our results

with Refs. [162] and [246] who calculate the concentrations of halos from the MultiDark

and Bolshoi project suite of simulations. These halo profiles are publicly available in the

CosmoSim database3. The cosmologies of the Bolshoi and MultiDark simulations differ from

3. https://www.cosmosim.org/cms/simulations

108



ours, but the mass resolutions of Bolshoi (1.35 × 108 h−1M�) and Q Continuum (1.05 ×

108 h−1M�) are similar. A stacked profile of high-redshift Bolshoi halos overlaps with a Q

Continuum profile at the same mass and redshift (Figure 4.13); the shape of the halo profiles

is essentially the same.
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Figure 4.13: Stacked Q Continuum and Bolshoi profiles in a narrow mass bin at z = 4,
M200c = 6 × 1011 h−1M� ± 1%, relaxed halos only. Slopes for the first and last two radial
bins (shown as + symbols for Bolshoi, × for Q Continuum) are less trustworthy than those
calculated from the full five points.

The c–M Relation in Other Simulations

Many different methods have been used to measure concentrations from a large set of simu-

lations. The results fall in one of three categories: concentration is power-law at all masses

and redshifts; concentration flattens at high masses and redshifts; or concentration increases

at high mass and redshift. Our results are most consistent with the second category; we do

not find evidence that concentration increases with mass at high masses and redshifts, but
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Figure 4.14: Other fits and models generally fall within one standard deviation (shaded
region, σc = c/3) from our fit to concentrations at 0 ≤ z ≤ 4 (white, dashed); all but Gao
et al. (2008) [97] are results for all (relaxed and unrelaxed) individual halos. Note that
each panel shows results from multiple redshifts, to illustrate redshift-independent behavior
when mass is scaled by M?. Top row: fits. Duffy et al. (2008) [78] (WMAP-5 cosmology),
Gao et al. (2008) [97] (σ8 = 0.9, Einasto concentrations of relaxed halos only), and Dutton
& Macciò (2014) [80] (Planck cosmology) results are power-law fits to cosmologies that
differ from ours; M? is calculated accordingly, but note that M? scaling does not provide
full cosmology independence. The other three fits are shown for our WMAP-7 cosmology.
Bottom row: models. The predictions of Navarro, Frenk, & White (1997) [218] (with the
free parameter f = 0.01), Zhao et al. (2009) [346], Prada et al. (2012) [246], and Diemer
& Kravtsov (2015) [73] are calculated for our cosmology. The cosmologies of Bullock et al.
(2001) [38] (σ8 = 1; F = 0.01, K = 4.0) and Macciò et al. (2008) [192] (WMAP-5; F = 0.01;
K = 3.6) differ from ours; M? is calculated accordingly. See text for further description of
the models.

instead find that it approaches a constant c ∼ 3. Selected fits and analytical models of all

three types are compared to our results in Figure 4.14. Masses are scaled by M? and mul-

tiple redshifts are shown to check for redshift-independent behavior in others’ results; note,

however, that the c–M/M? relation is not fully cosmology-independent – concentrations are

higher in high-σ8 cosmologies.

The first papers to note a deviation from power-law behavior at high mass and redshift

described a flattening of the c–M relation. Ref. [345] describes a concentration floor at c ∼ 3

and a mass-independent c–M relation at high redshift; their z = 4 plot may show a slight

upward slope. Ref [221] provides results only for z = 0, but comments on a tendency toward

constant concentration at high mass. Ref. [97] notes a flattening at high mass and redshift.

The model of Ref. [346], which predicts concentration from the time when a halo reaches a
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fraction of its final mass, predicts a flat regime at high masses and redshifts; again, the results

at z = 4 may slope slightly upward, but are fit to a model that predicts mass-independent

concentration. Two results at high redshift also find very shallow c–M relations: Ref. [132]

provides results for relaxed halos only, but find that the c–M relation flattens at redshifts

up to z = 9. Ref. [5] finds a shallow c–M relation for relaxed halos at z > 5; the c–M

relation for the full halo sample is shown to be consistent with the upturn of Ref. [73], but

also appears to be consistent with a flat relation.

Using a new method to measure concentration, based on maximum circular velocity Vcirc,

Ref. [162] notes an upturn in the c–M relation. The upturn is stronger for relaxed halos (in

addition to our criterion that the distance between halo centers fall within 0.07R200, their

halos are only relaxed if spin parameter λ < 0.1). The reasons for the upturn are unknown,

but the statistics of the highest density peaks are suggested as a possible explanation. Using

a modified version of the Vmax method and including only bound particles in halo profiles,

Ref. [246] also finds an upturn. The upturn is also seen in relaxed halos selected using the

spin parameter and center-offset criteria as well as an additional requirement that the virial

ratio 2K/|U | < 0.5. Elaborating on the statistics of high-density peaks, Ref. [246] shows

that infall velocity is greatest for the most massive halos. Ref. [161] returns to this point,

suggesting that greater infall velocity will produce more concentrated halos, and notes a

relationship between true concentration and the Einasto shape parameter α. Ref. [214] uses

a profile fitting method rather than Vmax; power-law fits are used to describe their results,

but a flattening of the z = 2 c–M relation at high mass is noted to be consistent with

Ref. [162]. Ref. [57] fits density profiles, and find an upturn or flattening when all halos

are included in the c–M relation, but not when the sample is restricted to relaxed halos.

Ref. [73] also uses a density profile fitting method, finds an upturn, and proposes a model

that predicts a positive slope for the high-ν c–ν relation.

The methods of the above papers differ in several respects. Other papers discuss the

effects of these differences in methodology on the c–M relation. Ref. [190] finds an upturn
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using the Vmax method, but the upturn is not seen when the halo sample is restricted to

relaxed halos selected using two criteria (virial ratio and fraction of mass in substructure)

in addition to our restriction on the distance between halo centers (the c–M relation for

our unrelaxed halo sample does not differ from that of relaxed halos in shape, only in

amplitude). The additional criteria are relevant, as halos are seen to pass through phases

of high concentration immediately following major mergers: when the infalling progenitor

passes near the center of the halo, the halo is highly concentrated and is classified as unrelaxed

according to the virial ratio test. Refs. [188], [5], and [132] also see no upturn in the relaxed-

halo c–M relation. Ref. [205] are able to bring the results of Ref. [246] into agreement

with those of Ref. [78] by binning halos in M200 as opposed to Vmax, and by measuring

concentration through profile fitting as opposed to the Vmax method. Ref. [80] do find that

the c–M relation slopes upward at z = 3 when the Vmax method is used, but is flat when

concentrations are determined by a profile fit method. The c–M relations are fit to power

laws, but do show either a slight upturn or plateau at high masses and redshifts. Ref. [259],

however, do find an upturn in concentrations measured by profile fitting as well as using the

Vmax method; Ref. [161] find an upturn both when binning in Vmax and in virial mass.

Models of the c–M Relation

Several different fits and models, with varying levels of physical motivation, have been used

to describe the c–M relation. The simplest description is a power-law fit at each redshift to

concentration as a function of mass (top row of Figure 4.14: Refs. [78, 80, 97, 166]). In the

case of the upturn, a third parameter is needed to fit c(M), as in Ref. [161]. The peak-height

parameter ν has been used as the independent parameter to find a redshift-independent c–ν

relation; the shape may simply be fit, as in e.g. Ref. [29], or described by a model (bottom

row of Figure 4.14).

One set of models assumes that the density of the central regions of a halo is determined

by the background density at the time the halo forms. The model of Ref. [218] predicts
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the concentration of a halo of mass M from the collapse redshift zcoll, the redshift when

the total mass of progenitors of mass fM (f < 1) or greater first reaches 0.5M , calculated

using the extended Press–Schechter formalism. Concentration is found by assuming that

the mean density at zcoll determines the density of the final halo within Rs. The model is

found to describe simulated c–M relations for small values of f ∼ 0.01. Ref. [38] revises

the model of Ref. [218]; the collapse redshift is found as the time when the collapse mass,

M?, first reaches a fraction of the final halo mass, FM . In addition to the free parameter,

F , a second parameter, K, relates a density of the halo to the background density at zcoll.

Ref. [192] modify the Ref. [38] model, allowing the halo overdensity with respect to the mean

background density to change with redshift.

Using mass accretion histories, Ref. [346] finds that concentration of a halo of mass M

can be calculated from the age of the universe, t0.04, when its main progenitor first reached

a mass of 0.04M . This time is calculated from a model of mass accretion history. The fit to

concentration as a function of t and t0.04 predicts a constant concentration of c = 4 when

t/t0.04 < 3.75. Combined with the mass accretion histories, this implies a flat c–M relation

at high redshift, where halos rapidly accrete mass; by z ∼ 3, a halo of mass 1012h−1M�

is approaching the stage of its evolution where concentration begins to grow. This model

is also used by Ref. [320], with modified parameters, to describe z = 0 concentrations

found using the maximum circular velocity method of Ref. [162]. Refs. [328] and [345] also

provide concentrations based on mass accretion history fits. Ref. [57] combines mass accretion

histories, extended Press–Schechter theory, and a fit relationship between concentration and

formation time, defined as the time the mass of a halo’s main progenitor reaches the mass

within the scale radius of the descendant halo. This model predicts concentration that falls

with mass for relaxed halos at all masses and redshifts.

Two other models use an additional cosmology-dependent variable to fit the c–ν relation.

Ref. [246] describes concentration as a function of σ and a time variable x, motivated by its

appearance in the growth factor D. Ref. [73] develops a model in which concentration is a

113



function of both ν and the local slope of the power spectrum, n.

Two papers that predict halo concentrations from the initial Gaussian random field are

consistent with our results. Ref. [60] predict halo profiles from the shapes of initial peaks in

the Gaussian random field, then fit those profiles to an NFW form to find the concentration.

The shape of the c–M relation is determined by the outer slopes of these peaks. For high-

mass halos, where slope is shallow and consistent with a prediction from Gaussian statistics,

concentration c ∼ 4 is independent of halo mass. The outer slopes of simulated peaks

corresponding to low-mass halos differ from the Gaussian statistics predictions and produce

halo profiles with higher concentrations. The transition between these two regimes is redshift-

dependent, but falls between M? and 1000M? for 0 ≤ z ≤ 4. Ref. [233] calculates the initial

energy of a region before collapse, then assume energy is conserved and use the Jeans equation

to find concentration from the final energy. In the case of spherical collapse (valid for the

largest halos), the resulting concentration c ∼ 2.5 is mass-independent. For smaller halos,

ellipsoidal collapse predicts concentrations that fall with mass.

Gaussian Distribution of Concentrations

As discussed in Section 4.3.1 above, we find that concentrations within a mass bin are

normally distributed. Refs. [255] and [29] also discuss the Gaussian distribution of their

concentration measurements. Figure 4.15 compares our results in corresponding mass bins.

There is very good agreement, in the lowest mass bin, with the results of Ref. [29]; the

corresponding simulations have very similar mass resolutions. The two higher mass bins

of Ref. [29] use a simulation with significantly worse mass resolution, which may explain

the worse agreement with our results. The agreement with Ref. [255] is very interesting,

considering that the underlying cosmology differs considerably from the one used here. We

note that the mass bin here is by no means narrow; our c–M relation falls by 25% from the

lowest mass in this mass bin to the highest.
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Figure 4.15: Top three panels: distributions of Outer Rim fit and accumulated mass
concentrations for three mass bins at z = 0: M200c = 5 × 1012 h−1M� ± 1% (top),
M200c = 1.5×1014h−1M�±1% (middle), and M200c = 8×1014h−1M�±5% (bottom). All
halos, relaxed and unrelaxed, are included. The results in these three panels are analogous to
those presented in Figure A13 of Ref. [29] (black dashed curve). Bottom panel: distribution
of Outer Rim fit concentrations for all 641 779 halos of mass M200c ≥ 6.794× 1014 h−1M�
at z = 0. The comparison is with Ref. [255], 3501 halos from the Millennium Simu-
lation (black dashed curve; our 6.794 × 1014 h−1M� with c200c = 4.367 corresponds to
Mvir = M95.4c = 8.600× 1014 h−1M�)). For further discussion, see text.
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Peak Height Parameter ν

Efforts to find a redshift-independent expression for profile parameters often (e.g. Refs. [80,

97, 161, 246]) convert mass to the “peak height” parameter ν. Like M?, ν is defined from

the mean square perturbation σ (Equation 4.16):

ν(M, z) = δc/σ(M, z) (4.20)

We again use δc = 1.686. Note that ν(M?, z) = 1, but ν is much less sensitive to mass

and redshift than M/M?. In Figure 4.16, we see disagreement between concentrations at

different redshifts at low ν. Figure 4.10 shows that scaling mass by M? does not suggest a

redshift-independent scaling for the Einasto shape parameter, but we do not find significant

improvement when α is expressed as a function of ν. The α− ν relation is too flat at high z

to fall on the same line as the lower-z relations, as seen in Figure 4.16. However, our results

are in reasonable agreement with those of Ref. [97] for 0 ≤ z ≤ 3, σ8 = 0.9 (and slightly

less so with the Planck cosmology results of Ref. [161]). A discrepancy with the model of

Ref. [97] arises at z = 4, but the model was developed using results only at z ≤ 3.

4.6.2 Sources of Error

Characteristics of the simulation, such as timestep or initial redshift, or of the halo finder,

such as the choice of halo center, may affect the shape or amplitude of the c–M relation.

We check some of the error scenarios in small simulations, and others using the different

properties of the Q Continuum and Outer Rim simulations. We find that the c–M relation as

obtained here is robust for z ≤ 4. However, there is more distortion at higher redshifts, where,

as expected, the agreement between our two simulations with different mass resolutions

deteriorates. Below, we present our tests and comment on the various results obtained.

Unfortunately, none of these tests are able to reproduce the differently shaped c–M rela-

tions found by other works in Appendix 4.6.1 above. No two works use the same procedures,

116



100 101

2

3

4

5

6

7

8

9

c 2
00

c

z = 0
z = 1
z = 2
z = 3
z = 4

100 101

ν

0.10

0.15

0.20

0.25

0.30

0.35

0.40

0.45

α

Gao+ 08
Duffy+ 08
Klypin+ 16
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so the many remaining methodological differences we are unable to test must contribute

to the discrepancies between the resulting c–M relations. These include halo identification

algorithms, the exclusion of unbound particles from halo profiles, and methods of calculating

concentrations, among others.

Initial Redshift

The large simulations are initialized at zin = 200. (In general, the simulations follow the

guidelines laid down in Ref. [131].) We compare a small simulation (same cosmology with

box size L = 1000h−1Mpc and mp = 8.56×109h−1M�) with this initial redshift to one with

a deliberately extreme value of zin = 30. While differences in the profiles are visible at z = 2,

the c–M relations differ by only a few percent. The two small simulations have the same

seed, so halos form at the same locations; two halos with the same center are the same halo

and can be directly compared. At z = 2, 35,551 halos of at least 2000 particles are found in

the simulation with zin = 200; 28,874 are found in the simulation with zin = 30. More halos

form in the simulation with higher initial redshift, so we select relaxed halos from zin = 30

and pair each with the zin = 200 halo whose center is closest, then stack in narrow mass

bins. As seen in the stacked profile of Figure 4.17, the zin = 30 halos lose mass at all radii

(more than 90% of the zin = 200 halos have higher mass than their zin = 30 pairs), while the

slope of the profile is unchanged. In particular, note that the radius at which neff = −2 is

identical; the small change in mass, thus r200, does produce a slightly higher concentration

when zin = 200. For the example in Figure 4.17, cfit increases from 3.44 when zin = 30 to

3.49 when zin = 200.

Timesteps

In this test, we run smaller simulations (same cosmology with box size L = 115.375h−1 Mpc

and same mass resolution as Q Continuum, mp = 1.05× 108 h−1M�) with half, twice, and

the same number of timesteps as for the larger simulations. Again, all three test simulations
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Figure 4.17: Effect of initial redshift on stacked halo profiles using two simulations with
the same realization, but with initial redshifts zin = 200 and zin = 30. The figure shows a
1% stacked profile at z = 2, with 115 relaxed halos. Mass is lost across the profile (bottom
panel) with little effect on neff (top); the vertical line shows the innermost radial bin that
would be used in fitting this profile. Slopes for the first and last two radial bins (× symbols)
are less reliable than those with four neighboring points to include in the calculation. Mean
mass of the stacked zin = 30 halos is 2.000 × 1013 h−1M�; mean mass of their zin = 200
pairs is 2.169× 1013 h−1M�.

use the same seed, so the profiles of paired halos can be compared. At z = 4, 2782 halos of at

least 2000 particles are found in the simulation with the standard number of timesteps; 2625

are found in the simulation with halved timesteps, and 2705 when timesteps are doubled. The

fewest halos form with halved timesteps, so relaxed halos are selected from that simulation

and paired with the closest halos in the others. As shown in Figure 4.18, the profile at

large radius is unchanged, but the inner profile requires more timesteps to converge. Note

that all three profiles cross neff = −2 and peak at the same point, indicating no change in

scale radius. The shape of the c–M relation is essentially unaffected; at z = 3, doubling the

number of timesteps shifts the c–M relation uniformly up by less than 5% for both fit and
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accumulated mass methods, while halving timesteps shifts it down by about 8%.
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Figure 4.18: Effect of number of timesteps on stacked halo profiles: a 5% stacked profile
at z = 4, 116 relaxed halos. The inner profile converges with more timesteps; the vertical
line shows the innermost radial bin that would be used in fitting this profile. Slopes for the
first and last two radial bins (× symbols) are less reliable than those with four neighboring
points to include in the calculation. The mean mass of the stacked halos with 48 timesteps
is 2.983× 1011 h−1M�; mean mass of their pairs is 3.069× 1011 h−1M� with 97 timesteps,
and 3.011× 1011 h−1M� with 193 timesteps.

Halo Centering

We identify the center of a halo as the most bound particle (MBP), locating the local

minimum of the potential. Other methods select the most connected particle (MCP, the

particle with the greatest number of FOF neighbors), or use a histogram method to find the

maximum density. We compare these three methods for a test simulation at z = 0. For

relaxed halos, where the MBP and MCP centers can differ by 60h−1 kpc, the concentrations

vary by less than 5%. The distance between centers is greater for unrelaxed halos – an
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average of 160 h−1 kpc. At low masses, their fit concentrations differ as well; MCP and

histogram fit concentrations are up to 20% greater than MBP for halos of 2000 particles,

M200c = 2× 1013 h−1M�, while the difference returns to less than 5% at high masses.

Inner Profile

As seen in Figures 4.8 and 4.18, differences from the ‘true’ profile are more pronounced in

the inner profile than at large radius. Error in the inner profile may have little effect on

measurements of NFW concentration, but the Einasto profiles are more sensitive to profile

shape; a small change in the inner profile produces a larger change in the shape parameter

α than in the concentration, as seen in Figures 4.10 and 4.19. Inner-profile discrepancies

between Outer Rim and Q Continuum arise only at high redshift; where measurements of

the shape parameter are inconsistent, the higher-resolution Q Continuum profiles are closer

to the ‘true’ shape. The convergence in the inner profile is consistent with the considerations

presented in Ref. [245].

Peak-finding Method

We present cpeak only for lower-concentration halos; this is because of a systematic error

that can arise due to insufficient mass resolution. Figure 4.20 shows the artificially high

cpeak measurements found at lower masses at z = 0: when concentration is high, rs is found

at smaller radii, where error in particle counts per radial bin may be substantial. For a

low-mass Outer Rim halo at z = 0 with mass 4 × 1012 h−1M� and concentration c ∼ 6,

rs is found around 0.07 h−1Mpc. A single radial bin at this radius will contain about 100

particles; even with three-point smoothing, the peak is noisy. The other two methods are

less susceptible to this error: accumulated mass sums over neighboring bins, and profile fit

takes the Poisson error in each bin into account. At high masses and low concentrations,

however, the relevant radial bins contain 1–2 orders of magnitude more particles; the peak is

better defined and the peak-finding method finds concentrations more similar to the results
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of the other methods.

Minimum Particle Count

We present concentrations only for halos of at least 2000 particles, as in Ref. [29]. Ref. [221]

discusses conservative minimum particle counts of 103 − 104 to ensure high-quality fits and

agreement between different mass resolutions. Ref. [243], finding statistical bias in concen-

tration measurements of halos resolved with hundreds of particles, advocates a minimum

particle count of approximately 4000 particles. Because the mass resolutions of Outer Rim

and Q Continuum differ by a factor of 20, the two simulations can be used to check for
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convergence at fixed mass. (The concentrations of 100-particle Outer Rim halos, for exam-

ple, can be compared to 2000-particle Q Continuum halos of the same mass.) As seen in

Figure 4.20, 2000 particles is sufficient for fit and accumulated mass methods to agree, but,

as discussed above, the peak method can be used safely only on larger, less concentrated

halos.

123



2

3

4

5

6

7

8

Fi
tC

on
ce

nt
ra

tio
n

z = 0, all halos z = 0, relaxed z = 0, unrelaxed

Q Continuum
Outer Rim

2

3

4

5

6

7

8

A
cc

um
ul

at
ed

M
as

s
C

on
ce

nt
ra

tio
n Q Continuum

Outer Rim

1011 1012 1013 1014 1015

M200c [M�/h]

2

3

4

5

6

7

8

Pe
ak

C
on

ce
nt

ra
tio

n

1011 1012 1013 1014 1015

M200c [M�/h]
1011 1012 1013 1014 1015

M200c [M�/h]

Q Continuum
Outer Rim

Figure 4.20: At z = 0, all three methods agree across simulations when particle count is
high, but not on halos containing fewer particles. A Q Continuum halo of mass M200c =
2.1 × 1011 h−1M� contains 2000 particles, while an Outer Rim halo of the same mass
contains only 114. Dashed vertical lines show mass corresponding to 500 and 2000 Outer
Rim particles; the minimum particle count of Q Continuum halos shown is 2000. Mean
Outer Rim fit and accumulated mass concentrations (points) diverge from Q Continuum
concentrations (lines) below 2000 particles; the peak method is only reliable on halos with
an order of magnitude more particles. Dashed curves show 1σ intrinsic variance of Outer
Rim halo concentrations.
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CHAPTER 5

FORMATION TIME DEFINITIONS AND HALO

PSEUDO-EVOLUTION

The connection between halo formation history and structure is important for producing

synthetic sky catalogs and understanding structure formation in the Universe. We analyze

halos of mass 3 × 1012h−1M� to 9 × 1014h−1M� at z = 0 from a cosmological N -body

simulation to identify definitions of halo formation time that are best correlated with final

halo concentration and thus which features of halo evolution have the greatest effect on the

final halo profile. We then show that an assumption of pseudo-evolution predicts concen-

trations best for small, old, slowly growing halos, while for more massive, rapidly growing

halos, pseudo-evolution does not provide a useful prediction of concentration.

5.1 Introduction

According to the hierarchical model of structure formation in a ΛCDM universe, post-

inflation fluctuations in the matter density field collapse into a cosmic web of halos. Halos

grow through a highly nonlinear process of mass accretion and mergers with other halos.

Despite the complexity of the halo growth process, the spherically-averaged radial density

profiles of both observed and simulated halos at all redshifts are well fit by the Navarro-

Frenk-White (NFW) profile [217, 218]

ρ(r) =
∆ρc

3A(c∆)

1

(r/r∆)(1/c∆ + r/r∆)2
(5.1)

with

A(c∆) ≡ ln(1 + c∆)− c∆/(1 + c∆). (5.2)
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The halo radius r∆ is the radius within which the average density is ∆ times the reference

density, which we choose to be the critical (as opposed to mean) density

ρc(z) = 3H2(z)/8πG, (5.3)

where H(z) is the Hubble parameter. Halo radius r∆ is related to halo mass M∆ by the

spherical overdensity (SO) definition of halo mass:

M∆ ≡ (4/3)πr3
∆ρc∆. (5.4)

The remaining parameter in Equation (5.1) is the concentration c∆ ≡ r∆/rs, which depends

weakly on halo mass and redshift through a concentration-mass (c–M) relation. The NFW

scale radius rs is the radius at which the logarithmic slope of the density profile neff =

d ln ρ/d ln(r/rs) takes a value of neff = −2 as it transitions from its value of neff = −1 at

small radii to neff = −3 at large radii. Throughout this work we choose ∆ = 200 and label

halo masses, radii, and concentrations accordingly as M200c, r200c, and c200c.

It is not clear why all halos should be well described by such a simple universal form, and

details of halo structure and formation (for example, the relationship between halo mass and

concentration, the influence of the environment on halo formation, and the role of mergers

in halo structure) are not yet fully understood. In the remainder of the introduction, we

briefly outline the current general picture of halo evolution (§5.1.1), its development through

models and simulations (§5.1.2), and our work in this chapter (§5.1.3).

5.1.1 Halo Evolution

The shape of a halo depends on its assembly history. Halos evolve through a combination

of spherical infall and a series of mergers with violent relaxation to equilibrium [298, 310].

The density of a halo’s central regions is expected to correlate with the (mean or critical)

background density of the Universe at the time it formed, and low-mass halos coalesce earlier
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than more massive halos, so small halos have higher concentrations. During a phase of fast

accretion early in their history [178], halos evolve rapidly with fairly constant concentration,

as their central density remains set by the background density; major mergers, violent events

where two halos of similar mass collide and coalesce into a much larger halo, disturb the inner

regions of the halo and are expected to reset the central structure. These rapidly-forming

halos have not yet fully disrupted their substructure, and are less relaxed than small, slowly-

growing halos. Later, concentration grows as the halo slowly accretes additional mass; small

halos may be accreted, but are disrupted by the primary potential well and do not disturb

the central profile. The transition between these two phases can be difficult to identify for

individual halos [221].

5.1.2 Analytic and Computational Models of Halo Evolution

Regardless of mass, redshift, and mass accretion history [53, 143, 144, 209], halo profiles

are all described by a single universal form. The effective slope of the inner profile has

been found to be best described by the NFW profile, although other profiles were once

considered possible [92, 93, 111, 209, 257]. Numerous semianalytic and analytic works offer

partial explanations and predictions of halo shape, profile, evolution, and concentration (e.g.

Refs. [8–10, 13, 14, 51, 60, 68, 108, 133, 136, 165, 179, 181, 182, 184, 186, 196, 218, 227, 233,

248, 250, 265, 266, 328, 334]), while computational works consistently show the suitability

of the NFW profile.

Simulations of smaller numbers of halos or specific events like mergers can reveal more

details about the development of the halo profile than can be modeled with cosmological

volumes. For example, mergers play a major role in the development of halo profiles, but

these violent events are difficult to model analytically. Merging halos, disrupted by dynamical

friction and relaxing into the inner regions of the larger halo [64, 110, 281, 304], establish

cuspy halo profiles that are better described by NFW than by profiles with cores [33, 66, 228,

302]. Mergers do redistribute particles between radial bins, without substantially changing
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the inner profile [96, 318]. While major mergers typically account for only 15-30% of a halo’s

mass growth [103, 117], they are the only way to introduce new material into the inner profile

[325]; particles accreted in minor mergers are more likely to be found in the outer regions

of the halo. The effect of a merger on concentration depends not only on the mass ratio

of the progenitors, but also on the angular momentum of the merger [208]. In addition to

concentration, mergers affect the shape and spin of the final halo [77].

Zoom-in simulations model the evolution of small numbers of halos at high mass resolu-

tion. Simulations of small numbers of halos have shown that differences in mass accretion

histories can lead to differences in the resulting halo profiles [160]. For the largest clusters,

halo profiles evolve little after z ∼ 1, regardless of mergers, and are consistent with NFW

profiles with concentration c200c ∼ 3.5 [172, 213]. Constrained simulations, which simi-

larly evolve a small number of halos with initial conditions tuned to produce mass accretion

histories with varying levels of merger activity, support the two-phase picture of halo for-

mation: when halos are in the rapid accretion phase and far from virial equilibrium, both

the scale radius and virial radius can grow rapidly. In phases of slow accretion, halos are

well described by an NFW profile, and only the virial radius grows with the scale factor a

[135, 260, 261, 263].

Halo concentrations depend on cosmology [75] and initial conditions [12]; the largest halos

evolve from the rarest, highest peaks in the initial density field [71]. Environment effects

also play a role in determining concentrations and formation times; some of the scatter in

the c–M relation can be attributed to environment effects [24]. Older halos are usually

surrounded by other old halos [35]. Interactions of small halos with larger neighbors can

strip mass, making the halos seem older than had they never been tidally stripped [70, 122],

and concentration may be influenced by distance to massive neighbors [264]. Similarly, old,

small halos are likely to have larger neighbors [324]. Halos in overdense cluster environments,

where mergers are more common [87], are typically more concentrated [11, 14, 193] and form

earlier [121, 124, 284] than halos in voids. Halo clustering has been shown to depend on
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concentration and formation time among other halo properties (e.g. Refs. [6, 34, 68, 86, 153,

168, 329, 330]), an effect known as assembly bias, but the exact nature and source of this

dependence are not yet established.

5.1.3 This Work

While an understanding of halo assembly is important for developing mock catalogs for survey

analysis and for understanding assembly bias, the details of halo formation are clearly not yet

fully understood. This chapter is a study of the relationship between halo internal structure,

parameterized by concentration, and formation time. In Chapter 4 [43], we presented robust

concentration measurements and average c–M relations at a range of redshifts. We found

a transition in the shape of the c–M relation around three orders of magnitude above the

nonlinear mass scale M?; previous works have also posited that this mass scale introduces a

difference in the rate of mass accretion of halos (e.g. Ref. [3]).

In this chapter, we use these concentration measurements to study the relationship be-

tween halo formation time and final halo concentration. In Section 5.2 we outline the sim-

ulations used throughout. We summarize definitions of formation time used in other works

in Section 5.3, and test their correlation with concentration in Section 5.4. In Section 5.5

we present the evolution of mass and concentration for individual halos and stacks of sim-

ilar halos and show that pseudo-evolution predicts concentration well for some halos. We

conclude in Section 5.6.

5.2 Simulations and Merger Trees

This chapter analyzes a large gravity-only N -body simulation, ‘Alpha Quadrant,’ run with

the Hardware/Hybrid Accelerated Cosmology Code (HACC) framework [118]. The cosmo-
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logical parameters are consistent with WMAP-7 [163]:

ωcdm = 0.1109
h=0.71⇒ Ωcdm = 0.220,

ωb = 0.02258,

ns = 0.963,

h = 0.71,

σ8 = 0.8,

w = −1.0,

Ων = 0.0. (5.5)

Alpha Quadrant evolves 10243 = 1 billion particles in a box with side length LAQ =

256 h−1Mpc, for a mass resolution of mp = 1.62 × 109 M� = 1.15 × 109 h−1M�. The

initial conditions are a Zel’dovich approximation at z = 200 with transfer functions gener-

ated by CAMB [175]. Snapshots are output at 99 time steps between z = 10 and z = 0.

We calculate concentrations as cfit of Ref. [43] for halos with M200c ≥ 2.3× 1012h−1M� at

z = 0, corresponding to at least 2000 particles in the SOD profile.

Halos are identified using a friends-of-friends (FOF) finder with linking length b = 0.168

in HACC’s parallel CosmoTools analysis. Spherical overdensity (SOD) profiles are built

around the location of the most bound particle in the FOF group. Halo formation histories

are tracked using merger trees built with the algorithm described in Ref. [252]. These merger

trees identify halo progenitors as the halos in the previous time snapshot that contribute

most of their particles to the descendant halo; examples are shown in Figures 5.1 and 5.2.

We analyze full merger trees as well as ‘backbones’ formed of the z = 0 halo, its main

progenitor (i.e., the progenitor at the previous step with the largest FOF mass), that halo’s

main progenitor, and so on to the first redshift at which the backbone halo exceeds 500

simulation particles.
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Figure 5.1: A simple example of a merger tree. Node area is proportional to halo mass, and
the mass of each halo is given in the node (in units of, for example, 1013 h/Mpc). Backbone
halos—the most massive progenitor of each most massive progenitor—are highlighted in
green. In this example the most massive halo in the merger tree at each step is the backbone
halo, but this need not always be the case.
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Figure 5.2: Merger trees in simulations are much more complex than the simple example
of Figure 5.1. Nodes are color coded by halo mass, increasing from pink to blue. The final
(rightmost) halo at z = 0 grew through a series of mergers of smaller halos, each of which
formed through a combination of mergers and slow accretion of small amounts of matter.
Figure courtesy of Eve Kovacs and Esteban M. Rangel.

5.3 Definitions of Formation Time

Many different definitions have been used to calculate halo formation times. In this section,

we outline the various options and give examples of their applications. Several works have

compared multiple definitions of formation time and are listed in more than one section

(e.g. Refs. [3, 49, 177, 178, 221]). Each definition is sensitive to a different stage in the

mass accretion history; the definitions that are most predictive of concentrations reflect the

features of halo assembly that are most influential in determining internal structure.

5.3.1 Power Spectrum Collapse Mass

Some definitions of formation time do not make use of halo assembly histories, but instead

calculate the time when the halo should have collapsed. These definitions do not allow for

any scatter in the concentration of a halo; concentration is set solely by the mass of a halo
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through the time when its mass scale was collapsing. For this reason we do not include

them in our tests of formation time definitions. We do, however, use a similar definition

personalized to halo formation histories. In Chapter 4 we showed that the c–M relation

is constant with mass above a redshift-dependent threshold mass αM?(z) with α ∼ 1000.

The nonlinear mass scale M?(z) (defined in §4.4) describes the halo mass at which the

corresponding peaks in the initial Gaussian random field are collapsing at redshift z, and is

strongly dependent on redshift: M? ≈ 1012.5 h−1M� at z = 0, 1011 h−1M� at z = 1, and

109.5 h−1M� at z = 2. For halos smaller than αM?(z), concentration falls with mass, so

αM? represents a transition between two concentration regimes.

In Ref. [38], formation time is found as the redshift at which the nonlinear mass scale

M? reaches a fraction F of the final halo mass. A small F = 0.01 is found to be best for

the ΛCDM model tested. Refs. [53, 75, 187] also test this definition. Refs. [75, 85] calculate

the redshift at which the power spectrum amplitude at mass scale M reaches a constant

C = 1/28.

5.3.2 Fraction of Final Mass Assembled into Progenitors

The first papers to introduce the NFW profile [217, 218] define the formation time of a halo

based on the full collapsed mass history of the halo. A halo formed when a fraction F of the

final mass of the halo was found in progenitors each exceeding a small fraction f of the final

mass. The two fractions F and f are free parameters; many works have chosen F = 0.5,

indicating half the mass of the final halo was contained in progenitors. Refs. [217, 218] used

F = 0.5 with f = 0.5, 0.1, and 0.01. The largest value of f indicates of course that a single

large progenitor crossed half the final mass of the halo; the agreement with simulations was

best for smaller values of f . Ref. [148] uses F = 0.5 and f = 0.1 to measure halo age for

comparison with other properties, including concentration. Refs. [75, 147, 284] use F = 0.5

and f = 0.01; Ref. [221] uses F = 0.5 and f = 0.1; and Ref. [177], F = 0.5 and f = 0.02.

Some papers generalize to different values of F . Ref. [97] used a smaller F = 0.1 with

133



f = 0.01; this definition was also tested in Ref. [187].

Rather than a numerical value of F , Ref. [187] connects it to the concentration of the

final halo: a halo forms when the masses of all progenitors (each exceeding a fraction f of

the final virial mass) sum to M−2, the mass contained within the final halo’s scale radius.

This definition translates to F = M−2(z = 0)/Mvir(z = 0). For the minimum mass of

progenitors, f = 0.005, 0.01, and 0.02 are tested; f = 0.02 performs best. This definition is

also used by Ref. [24].

Motivated by the physics of star formation, Ref. [220] requires progenitors to pass a

redshift-dependent threshold mass, rather than a fraction of the final halo mass. Ref. [177]

uses a similar definition, but fixes the threshold mass as Mc = 1011.5 h−1M�; their z1/2,t2

is defined as the redshift when the mass of these progenitors exceeds F = 0.5 of the final

halo mass. In another definition motivated by star formation, zM/L, Ref. [177] allows the

fraction F to depend on the final halo mass as a power law; progenitors must still exceed

the threshold mass Mc. We do not test these definitions, as their motivations lie outside the

dark-matter-only simulations used here, and they are not commonly used for concentration

studies.

5.3.3 Fraction of Final Mass in Main Progenitor

By far the most common definition of formation time is the time when the main progenitor

(or a progenitor) first reaches half the final (or, less often, maximum) halo mass. This

definition appears in Refs. [13, 14, 24, 32, 49, 52, 58, 68, 87, 95, 98–101, 108, 110, 120–

122, 124, 132, 132, 146, 153, 159, 167, 169, 170, 173, 177–179, 186, 187, 190, 197, 220, 227,

244, 249, 261, 267, 283, 284, 306, 308, 309, 319, 321, 323, 324, 326, 330, 335–337, 343, 349].

Ref. [242], instead, considers the last time when half the final mass was reached, and Ref. [264]

uses the peak mass of the halo throughout its history in place of its final mass.

Other fractions are also possible. Ref. [346] chooses fM = 0.04, and Ref. [320] uses

their model; Ref. [109] tests fM = 0.01, 0.1, 0.5, and 0.9; Ref. [35] uses fM = 0.25, 0.5,
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and 0.75; Ref. [221] tests fM = 0.1, 0.25, and 0.5; Ref. [65], 0.5 and 0.85; Ref. [307], 0.5

and 0.9; Ref. [123], 0.05, 0.1, 0.3, 0.5, and 0.8. Ref. [34] uses fM = 0.25 in addition to

fM = 0.5. Ref. [47] tests a range of f in addition to their definition of age calculated from

mass accretion histories and Gaussian statistics.

Similar to Ref. [187] in Section 5.3.2 above, Ref. [189] defines formation time as the

redshift when the virial mass of the halo first reaches the mass within its z = 0 scale radius;

that is,

M(r200, z = zform) = M(rs, z = 0), (5.6)

so fM = M(rs, z = 0)/M(rvir, z = 0). This definition is also tested in Refs. [24, 56, 57, 188]

and in Ref. [187], which finds concentrations to be directly proportional to formation times

defined as in equation (5.6).

The main progenitor can be defined in different ways. At each timestep, we select the

most massive of all the progenitors from the previous time step. Alternative definitions are

the most massive progenitor of the final halo at any time step, regardless of whether its direct

descendent is on the main branch of the merger tree (e.g. Refs. [109, 177, 254]); the halo

that contributes the most particles to its descendant (e.g. Ref. [261, 283, 347]) or maximizes

another merit function of the number of particles found in both haloes (e.g. Ref. [172]);

the location of particles that at z = 0 are found in the density peak of the final halo (e.g.

Refs [253]); or the branch that contributes the most mass to the final halo (e.g. Ref. [35]).

5.3.4 Threshold Mass

A simple measure of formation time considers a halo to form when its mass first exceeds a

fixed threshold. This definition of formation time is used in special cases where other defi-

nitions are not feasible, like subhalo formation (Ref. [76], threshold mass of 3× 108 h−1M�)

or microhalos (Ref. [145], threshold mass of 10−6 h−1M�). Ref. [49] employs a threshold

mass of 1014 h−1M� for cluster formation; Ref. [126] uses 1012 h−1M�. Motivated by star
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formation, Ref. [177] uses a threshold mass of Mc = 1011.5 h−1M� to define their zcore,mb

(main branch mass is compared to Mc) and zcore,mp (mass of the most massive progenitor is

compared to Mc). We test only the larger threshold masses, as we do not resolve microhalos

and these masses represent much less than one percent of the final mass of the halos we

consider.

5.3.5 Accretion History Fits

Early in its history, a halo accretes mass rapidly before transitioning to a slow accretion

regime. This transition is visible as a bend in a halo’s mass accretion history. Unlike the

other definitions of formation time, fits to mass accretion histories use information from more

than a single point in the halo’s history.

Ref. [328] fits accretion histories to the form

M(a) = M0 exp
[
−acS

(a0

a
− 1
)]
, (5.7)

where ac is the formation scale factor, a0 is the scale factor when the halo is observed with

mass M0 at z = 0, and S is an arbitrary constant chosen as S = 2. Refs. [126, 172, 184, 263,

280, 329, 330] use the same definition of formation time; Ref. [3] also allows M0 to be a free

parameter. Ref. [306] uses equation (5.7), as well as a generalized form

M(a) = M0

(
a

a0

)p
exp [α (1− a0/a)] , (5.8)

with α = acS/a0, used also by Ref. [203].

5.3.6 Circular Velocity

Refs. [70, 254] calculate rotation curves according to

Vc(r) = (GM(< r)/r)1/2. (5.9)
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A halo forms when Vpeak, the peak value of Vc for the largest progenitor, reaches 85% of its

maximum value. The definition of Ref. [200] is similar, but generalized to other fractions of

the maximum Vpeak: 0.9, 0.8, and 0.6. Ref. [178] finds the redshift where the halo’s circular

velocity at its virial radius, Vh, first reaches the z = 0 value, as well as the time where

Vh reaches its maximum value over the entire history of the halo and transitions from fast

accretion to slow accretion (the latter is also used by Ref. [177]).

Ref. [347] uses the turning point between fast and slow accretion phases, identified as the

redshift where

log(Vh(z))− γlog(H(z)) (5.10)

reaches its maximum with γ ∼ −1/4. At this redshift, a halo forms with concentration

4. With the same definition of formation time and more halos, Ref. [345] finds an initial

concentration of 3.5 to better predict concentrations.

5.3.7 Last Major Merger

A major merger is a violent event that can disrupt the inner regions of a halo. Refs. [250, 265]

consider a major merger to have occurred if the mass of a halo increases by a factor (1+∆m)

and find concentrations are well predicted with ∆m = 0.6. After the merger, the scale

radius remains fixed; as the halo continues to slowly accrete mass, the virial radius expands,

increasing the concentration. The characteristic density of the halo δc is a constant multiple

of the mean density at the time of formation. Ref. [196] allows the effective threshold for

mergers ∆m to vary between 0.3 ≤ ∆m ≤ 0.7, with a best value of ∆m = 0.5. Refs. [177,

178, 197, 242, 264] define a major merger as the mass ratio of progenitors exceeding 1/3.

Ref. [49] identifies the last large increase in mass, such as an increase of 20% in a time

interval δτ = 100h−1M�; Ref. [330] also uses an increase of 20%, but in a time interval

corresponding to the light crossing time. Ref. [261] finds that halos with the most recent

major mergers also have recent half-mass formation times. Ref. [146] finds weak correlation
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between concentration and the time of the last major merger. Ref. [336] considers a merger

to be major if the ratio of the merging mass to the final mass exceeds 0.3.

5.4 Comparison of Formation Time Definitions

From the works listed above, we collect the following list of formation time definitions:

• zNFW(F, f): A fraction F of the halo’s final FOF mass has assembled in progenitors

each exceeding a fraction f of the final mass (Section 5.3.2). We test all combinations

of F = 0.1, 0.5, M−2(z = 0)/M200c(z = 0) and f = 0.005, 0.01, 0.02, 0.1, 0.5

such that F ≥ f . In our notation, zNFW(f = 0.1, F = 0.5) denotes the redshift

corresponding to the first step when progenitors of mass at least 0.1M200c(z = 0) sum

to 0.5M200c(z = 0). We note that when F = f , zNFW is almost the FOF analog of the

next definition, zM(FM), but considers the most massive progenitor and not the main

progenitor.

• zM(FM): The halo’s main progenitor reaches a fraction FM of the halo’s final mass

M200c (Section 5.3.3). We test FM in steps of 0.01 from 0.01 to 0.99 and FM =

M−2(z = 0)/M200c(z = 0).

• zT(MT ): Threshold mass: when the mass of a halo’s main progenitor first attains a

fixed mass MT (Section 5.3.4). We test MT /(h
−1M�) = 1011.5, 1012, and 1014.

• zW02 and zT04: Both definitions find the turning point from fast to slow accretion by

fitting the mass accretion history to a functional form (Section 5.3.5; equation (5.7) for

zW02 and equation (5.8) for zT04, both with S = 2). The formation time is calculated

from the fit value of the formation scale factor ac.

• zvpeak(fV ): For a halo along the backbone, the peak value Vpeak of the circular velocity

Vc (defined in Section 5.3.6 above) first reaches a fraction fV of its maximum value.

We test values of fV = 0.6, 0.8, 0.85, 0.9, and 1.

138



• zvmax, zvvir, and zZ03: Using instead Vh, the circular velocity at r200c of the main

progenitor, we calculate the time zvmax when Vh reaches its maximum value over the

halo history; zvvir when Vh first reaches its value at z = 0; and zZ03 according to

equation (5.10).

• zmerge(∆): The most recent time when a halo’s mass increased by a factor of at least

(1 + ∆) in one timestep; that is, the final halo of mass at least (1 + ∆)M has a main

progenitor with mass M (Section 5.3.7) at the previous timestep. We test ∆ = 0.2,

0.3, 0.4, 0.5, 0.6, and 0.7.

• zαM?
(α): The redshift zαM?

at which the halo’s main progenitor last fell below the

redshift-dependent mass threshold αM?(z). We test α = 500, 1000, 1500.

We use concentrations cfit of [43]. We consider both relaxed and unrelaxed halos resolved

with at least 2000 particles at z = 0, that is, of SOD mass at least 2.3×1012h−1M�. In this

section, we calculate the correlation between concentration and each definition of formation

time (§5.4.1), comment on patterns in correlation coefficients and the definitions that are

best correlated with concentration (§5.4.2), and discuss the behavior of halo age as a function

of mass and concentration for different definitions (§5.4.3).

5.4.1 Correlations Between Formation Time and Concentration

To quantify the relationship between final halo concentration and each definition of formation

time, we measure the Spearman’s rank-order correlation coefficient ρ between concentration

and formation time, given in Table 5.1. Spearman’s rank-order correlation coefficient, used

by e.g. Refs. [122, 148, 197, 335] to study the relationships between various sets of halo

parameters, nonparametrically measures the strength of a monotonic relationship between

two data sets. It does not assume a linear relationship, but tests whether the earliest-forming

halos are most concentrated or vice versa. Formation times and concentrations are ranked,

and ρ is computed as the Pearson correlation coefficient of the ranked concentrations cR and
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ranked formation times zR. That is,

ρ =
cov(zR, cR)

σ(zR)σ(cR)
, (5.11)

where cov(zR, cR) is the covariance of the rank variables zR and cR and σ(zR) and σ(cR)

are their standard deviations.

We compute ρ in twenty mass bins. The correlation does vary with mass, but not

strongly, and not in a way that affects the order of best definitions. That is, the formation

time that is most correlated with concentration for halos of mass 1012h−1M� is also the

most correlated for halos of mass 1014h−1M�. We compute a single value of ρ for each

definition by calculating the average value of ρ across all mass bins, weighted by the number

of halos in the bin.

Some definitions of formation time cannot be measured for all halos, as shown in Table 5.1.

Formation times based on circular velocity and accretion history fits are measured for all

halos, but for other definitions, the fraction of halos for which the formation time is found

depends on the threshold chosen. Additionally, the fraction of halos for which a formation

time is defined varies with mass. For example, for low-mass halos resolved with only 2000

particles, a progenitor whose mass is 1% of the final halo mass contains only 20 particles and

is too small to be included in the halo catalogs. Some threshold masses are similarly too small

to be calculated for all halos, while others are too large (for example, few halos have passed

the 1014 mass threshold even at z = 0). Only about one-fifth of halos have experienced

mergers with mass ratios exceeding 0.6, but more than 90% of halos have merged with a

mass ratio of at least 0.2.

5.4.2 Comparison of Definitions: Correlation and Completeness

The best definitions are those that are well-defined for the majority of halos and highly

correlated with formation time. Luckily, the definitions that are best correlated with con-
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Table 5.1: Correlation of formation time with
concentration

Definition percent of halos correlation coefficient
zNFW

0.1, 0.005 100 0.60
0.1, 0.01 100 0.60
0.1, 0.02 100 0.60
0.1, 0.1 100 0.58

0.5, 0.005 100 0.52
0.5, 0.01 100 0.52
0.5, 0.02 100 0.52
0.5, 0.1 100 0.56
0.5, 0.5 100 0.60

M−2/Mfof , 0.005 99.9 0.89
M−2/Mfof , 0.01 99.9 0.88
M−2/Mfof , 0.02 99.9 0.86
M−2/Mfof , 0.1 93 0.82
M−2/Mfof , 0.5 1.2 0.26

zM
0.01 3 0.37
0.04 16 0.44
0.1 44 0.52
0.25 96 0.60
0.5 100 0.65
0.75 100 0.56
0.8 100 0.52
0.9 100 0.37

M−2/M200c 100 0.56
zT

1011.5 4 0.57
1012 100 0.56
1014 1 0.37
zW02 100 0.71
zT04 100 0.26
zvpeak

0.6 100 0.51
0.8 100 0.33
0.85 100 0.25
0.9 100 0.15
1 100 -0.30

zvmax 100 -0.23
zvvir 100 -0.23
zZ03 100 -0.21

zmerge
0.2 92 0.52
0.3 73 0.46
0.4 52 0.44
0.5 34 0.44
0.6 22 0.44
0.7 14 0.45

zαM?

500 65 -0.53
1000 55 -0.50
1500 49 -0.47

Notes. The fraction of halos for which each definition of for-
mation time can be computed, and the Spearman’s rank-order
correlation coefficient between concentration and each formation
time. Formation times zM (FM ) for several representative val-
ues of FM are included in the table; the results for all measured
FM are shown in Figure 5.3.
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Figure 5.3: The best definitions of formation time are highly correlated with concentration
and can be computed for a large fraction of halos. Many definitions cluster around ρ = 0.5,
indicating only a moderate correlation with concentration. Definitions based on the mass
of all progenitors zNFW perform the best: they are defined for nearly all halos and very
strongly correlated with concentration (ρ & 0.85).

centration are well-defined for the vast majority of halos. Figure 5.3 shows the correlation

coefficient ρ and fraction of halos on which it is calculated for each definition of formation

time. The upper-right corner represents optimal definitions of formation time: those that

can be measured on all halos and correlate strongly with concentration. The strongest cor-

relations are for zNFW with certain choices of F , the accretion history fit zW02 of Ref. [328],

and half-mass formation time zM (0.5). Each of these three definitions considers a different

subset of the information contained in a mass accretion history. We now discuss patterns in

correlations between concentrations and several formation times.

zNFW— Of all definitions of formation time tested, zNFW(Ms/Mfof ,0.005) is most corre-

lated with final halo concentration, with a Spearman correlation coefficient of ρ = 0.89 (see

Table 5.1). Ref. [221] similarly found better predictions of concentration using all progenitors

rather than only the backbone. We find that collapsed mass definitions of formation time can

improve on backbone definitions, but not for all choices of the mass fraction F . Correlation

is much more dependent on F than on the minimum mass fraction f for a progenitor to be

included in the sum. The value of F for which formation times are most correlated with

concentration is F = Ms/Mfof—that is, the time when the sum of progenitor masses first

reached the mass that at z = 0 is contained within the scale radius. With this value of F ,

the correlation coefficient is highest for the smallest values of f .
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By considering the mass of all halo progenitors, zNFW counts the mass in the full La-

grangian volume that eventually becomes the z = 0 halo. The smallest values of f perform

best because the sum over progenitors captures a larger fraction of the Lagrangian space.

Additionally, smaller values of f allow halos to form earlier, enabling a larger dynamic range

of formation times. As f increases, a smaller fraction of the Lagrangian volume is considered.

For the largest values, f can exceed Ms/Mfof for many high-concentration halos. For these

halos, no formation time can be found; for example when F = Ms/Mfof , f = 0.5, only about

1% of halos have a formation time.

The formation times best correlated with concentration, those for which F = Ms/Mfof

and f is small, therefore appear to perform so well for three reasons: they capture a larger

fraction of the Lagrangian volume; they allow a larger range of formation times and more

differentiation between halos; and they use the final halo concentration in determining for-

mation time.

zW02— The accretion history fit of Ref. [328] does not consider all progenitors, but does

use the full (smoothed) accretion history. The other definition which calculates the turning

point between fast and slow accretion by fitting the full accretion history, zT04 of Ref. [306],

is, in contrast, much more weakly correlated with concentration: for zT04, ρ = 0.26, one

of the lowest correlation coefficients among formation times tested here. While the fitting

form of Ref. [306] does provide better fits to some mass accretion histories, the tails of the

distribution of zT04 are very fat, with formation times varying between 103 and −104, and

the peak of the distribution is approximately z = 0. This fitting form predicts many negative

formation times, which are reasonable because they describe halos that are still in the rapid

phase of mass accretion and have not yet transitioned to a phase of slow mass accretion.

However, large positive or negative formation times require significant extrapolation of the

measured mass accretion histories, and formation times near z = 0 differentiate little between

different halos. When compared to the results for zW02, the additional free parameter in

the fitting form for zT04 appears to allow overfitting of formation histories for the purposes
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Figure 5.4: For formation time definitions based on the time zM when the halo’s main
progenitor reaches a fraction FM of the final halo mass, FM = 0.5 is better correlated with
final concentration than any other value of FM . The Spearman correlation coefficient rises
with FM at small FM , as very early progenitors carry little information about the final halo.
More recent progenitors are better correlated with the halo’s final concentration, but for
fractions that are too large, zM is comparable for all halos and does not distinguish between
halos. For small values of FM . 0.3, formation time is not found for all halos (orange curve)
as the first identified progenitor already exceeded FM times the final halo mass.

of concentration predictions, while providing good fits of the formation histories.

zM— The half-mass formation time zM (0.5) measures only a single point in the mass ac-

cretion history, but nevertheless is highly correlated with final concentration. The correlation

between zM (FM ) and concentration depends on FM . The most commonly used fraction,

FM = 0.5, performs best of all fractions we test; its Spearman correlation coefficient is 0.65

for zM (0.5), similar to the value of 0.63 found by Ref. [197]. Figure 5.4 shows that for other

choices of FM around 0.5, the correlation coefficient is not highly sensitive to FM , but at

much larger and smaller values of FM this definition of formation time performs much worse.

The correlation coefficient increases monotonically with FM until reaching a maximum at

FM = 0.5, then declines with FM . The characteristic time in the evolution of a halo’s main

progenitor appears to be near the middle of its mass accretion—neither too early, when the

mass is very small compared to the final mass, nor too late, when most of the halo’s final

mass has already been assembled. Of course, halos that only very recently attained half of

their final mass are rapidly growing, and likely still in the fast accretion phase.

Any one measure of assembly history will not account for all the scatter in final halo

concentration (e.g. Ref. [335], who find halo age and the late-time rate of growth to together
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explain the majority, 70%, of concentration scatter). Future work will study how much

variation in concentration can be explained by combinations of multiple measures of accretion

history.

5.4.3 Visualizing Halo Age, Concentration, and Mass

Figure 5.5 (continued) displays average formation times in bins of mass and concentration

for several definitions of formation time. For most definitions, the Spearman rank corre-

lation coefficient ρ between formation time and concentration is positive, indicating that

the earliest-forming halos in a mass bin are also the most highly concentrated. For the

most highly-correlated definitions (zNFW, ZW02, and zM ), the earliest-forming halos are

the low-mass halos with high concentration. Halos with similar concentration have similar

formation times, regardless of mass. The threshold mass definition, in contrast, conflates

mass and concentration; clearly the most massive halos were the first to cross any given mass

threshold, so these halos are assigned the earliest formation times. Most halos first reached

their maximum value of Vc very recently, so formation times zvpeak(1) are very small and

not highly correlated with concentration.

5.5 Evolution of Concentrations

We track halo concentrations as they evolve along the backbones of halos. In this section,

we define the backbone by the chain of the most massive progenitors of the most massive

progenitor at each timestep. We measure concentrations cfit for each halo in the backbone

and calculate physical scale radii rs according to rs(z) = r200c(z)/c200c(z). Two examples

of M200c, c200c, and rs evolution are shown in Figure 5.6. One of the accretion histories

shows a halo that is cluster scale at z = 0 (mass 9×1014h−1M�), while the other is a small,

old halo (mass 7× 1012h−1M� and half-mass formation time zM (0.5) = 2). Figure 5.6 also

shows half-mass formation times for both halos; the more massive halo did not attain half
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Figure 5.5 (continued): By most definitions of formation time, the most concentrated halos in
a mass bin are older than halos with lower concentration. Each panel shows, for a given for-
mation time definition, the average formation time in bins of mass and concentration; white
curves are the average c–M relation for all halos (same in all panels), and ρ is the Spear-
man rank correlation coefficient (§5.4). A formation time definition zNFW(M−2/Mfof , 0.005)
based on the time when the mass of progenitors first summed to Ms (top panel), the ac-
cretion history fit of Ref. [328] (second panel) and the half-mass formation time zM (0.5)
(third panel) assign the highest formation times to the smallest, most concentrated halos,
and are highly correlated with concentration. Under a threshold mass definition like that
of the fourth panel (MT = 1012h−1M�), high-mass halos are oldest, because a currently
high-mass halo passed any given threshold mass earlier in its history. Some definitions as-
sign the highest formation times to less concentrated halos, such as the time zvpeak(1) when
the halo’s peak circular velocity first reached its maximum value (bottom panel). This last
definition shows little correlation with concentration.

its final mass until zM (0.5) = 0.46, and grew by a factor of more than 100 from z = 2 to

z = 0.

While the two halos shown in Figure 5.6 were of similar mass at z ∼ 2, by z = 0, one is

larger than the other by two orders of magnitude. As it rapidly accreted mass, its scale radius

grew by more than an order of magnitude and its concentration remained low (c ∼ 3.5). The

halo that is much less massive at z = 0 accreted mass much more slowly and its scale radius

remained small. In contrast, its concentration grew steadily from z = 2 to the present epoch.

As seen in this example, halo mass evolves fairly smoothly along backbones, although major

mergers cause M200 to jump rapidly and halos can occasionally lose mass. Concentration is

a noisier measurement. In this section we show how an assumption of pseudo-evolution can

predict the evolution of concentration for some halos.

5.5.1 Pseudo-evolution

The boundary of a halo defined by any overdensity criterion does not correspond to a physical

choice (for z ≥ 0; in the future, halos will be so far from their neighbors that halo boundaries

will clear [39]). Because the critical density of the Universe evolves with time (equation 5.3),

concentration must evolve even if the mass distribution and therefore rs of a halo remain
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Figure 5.6: Two halos with similar mass at high redshift can evolve very differently. Top—
Mass accretion histories for two halos whose mass at z = 0 differs by a factor of 100. Vertical
lines indicate the half-mass formation times zM (0.5) corresponding to the mass accretion
histories of the small halo (orange) and large halo (green). The small halo has doubled in
mass since z = 2, while the large halo has grown by a factor of more than 100. The mass of
the large halo has increased in several large jumps, indicating major mergers, while the mass
accretion history of the smaller halo is relatively smooth. Middle—When a halo rapidly
gains mass, its concentration remains low, around c ∼ 3. When it instead slowly accretes
mass, concentration grows, in this case to c ∼ 9 by z = 0. Bottom—The physical scale
radius rs of the large halo grows substantially, while rs changes relatively little across the
history of the slowly-growing halo.
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fixed. The halo radius r200c is defined relative to the critical density of the Universe, so as

the critical density evolves, so will the calculated radius of the halo. Therefore concentration

will increase slowly and predictably with time even if the halo itself is not changing: it

pseudo-evolves. More physical definitions of halo radius such as a true virial radius [52],

splashback radius [211] or static mass [59] are less susceptible to pseudo-evolution.

Ref. [265] suggests that halo scale radius remains fixed; only the virial radius expands,

increasing concentration. Several works find concentration to evolve after formation propor-

tional to the scale factor, predicting the scale radius rs to be constant with redshift (e.g.

Refs. [57, 85, 258, 345, 347]). This description is most accurate for small-mass halos, where

much of the evolution of the c–M relation can be attributed to pseudo-evolution [74].

Of course, major mergers interfere with pseudo-evolution by disturbing the density profile.

Most low-mass halos (for example, M200c . 1013h−1M� at z = 0) have not undergone major

mergers since before z = 2 [178], while high-mass halos underwent major mergers much more

recently, suggesting that low-mass and early-forming halos will be best described by pseudo-

evolution [336, 344], while the concentrations of more massive and rapidly growing halos are

more sensitive to transient effects of mergers. For example, immediately after a merger, the

halo will have a large amount of substructure in its outer regions, decreasing the measured

concentration. The merging mass will travel toward the center of the halo; as it passes closest

to the center, it can temporarily increase the measured concentration [88]. Ref. [190], for

example, found that halos less than one crossing time after a merger are likely to have high

concentrations.

This picture has been supported by high-resolution simulations of individual halos. For

example, simulated mergers show that the scale radius grows proportional to the growth in

the virial radius in major mergers, while concentration grows proportional to the scale factor

in more quiescent periods without major mergers [158]. Ref. [344] finds that low-mass halos

accrete little mass and are more subject to pseudo-evolution than are larger halos. Ref. [70]

finds that after the final major merger, the inner regions of the halo are stationary while only
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the outer regions accrete a small amount of additional mass. Ref. [312] simulates relatively

small haloes (1010−1012), and finds that at redshifts smaller than z ∼ 7 mass profiles change

only at large radii, while after z ∼ 3 the mass profile is stable and only pseudo-evolution

continues to change the virial radius and concentration. The profiles of larger cluster-scale

haloes only stabilize after z ∼ 1 [172, 213].

Tests of pseudo-evolution usually focus either on high-resolution individual halo profiles,

or on the evolution of average concentrations (e.g. Ref. [72]). In this work we compare the

concentrations predicted by pseudo-evolution to the average mass accretion histories of halos

in narrow mass and formation time bins. To isolate the contribution to pseudo-evolution

from the evolving background density, we first assume that the entire mass of the halo is a

located at r = 0. With this assumption, r200c expands solely through the change in ρc; as

r200c grows, M200c remains fixed at its initial value, because the regions being added to the

halo contain no mass. Holding the scale radius constant as the inner profile does not change,

concentration evolves according to

c(z) =
r∆(z)

r∆(zform)
c(zform) (5.12)

where c(zform) is measured at zform, r∆(zform) is calculated from the measured M∆(zform),

and

r∆(z) =
3

4π∆

M∆(zform)

ρc(z)
. (5.13)

Of course the mass distribution also changes as mass collapses onto the halo. In the absence of

violent events, halos accrete mass slowly. The new mass is only at the outer edges of the halo,

and does not disturb the inner structure of the halo. With this assumption, concentration

still evolves according to equation (5.12), but r∆(z) also evolves according to the growth in

M∆(z):

r∆(z) =
3

4π∆

M∆(z)

ρc(z)
, (5.14)

where M∆(z) is measured for each backbone halo. We note that there are two mechanisms
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for M∆(z) to grow: as r∆ grows, it will enclose more of the halo profile, adding mass to M∆

whether or not the halo profile is changing; but the halo may also continue to slowly accrete

mass in its outer regions.

The assumption of passive accretion is valid only for a subset of halos, those that do not

undergo major mergers—for example, halos that are old and yet still small. For these halos,

Eq. 5.12 is a good description of concentration evolution. For the individual halos shown in

the left column of Fig. 5.7, concentrations predicted from measured mass accretion histories

and Eq. 5.12 are comparable to measured concentrations. For halos that rapidly gained mass

such as those in the right column of Fig. 5.7, however, half of the final mass is not attained

until z . 1, and the halos continue to rapidly grow. Across the entire history, measured

concentrations stay around c ∼ 3.5 while the rapid mass growth would predict much higher

concentrations if the mass were accreted passively. Of course, these halos did not gain most

of their mass by passive accretion, but instead through major mergers.

To reduce the noise in concentration measurements for individual halos, we stack halo

backbones. Halos are binned in z = 0 mass and the time at which they first passed a

threshold mass of M200c = 2.3 × 1012h−1M�, corresponding to 2000 particles in the SOD

halo. At each timestep, the mass and concentration of the stack are set to their average values

in the bin. Halos that are small at z = 0, like those shown in the left column of Fig. 5.8, are

well described by passive accretion—so long as they grew only slowly. The youngest small

halos, like the more massive halos of the right column of Fig. 5.8, grow rapidly and their

concentrations remain low.

Figure 5.9 shows that the concentration at formation, c(zM (0.5)), averages approximately

3.5 across all redshifts. The increase in formation concentration for zM (0.5) . 1 may be

related to the transition to a dark-energy-dominated regime. In future work we will test

average formation concentration as a function of formation time using the Mira-Titan suite of

simulations, in which the dark energy equation of state is modeled as w(z) = w0+wa[1−a(t)].
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Figure 5.7: For a selection of halos with small final mass (left column), pseudo-evolution
(dashed orange curves) predicts the evolution of concentration (solid green curves) from the
half-mass formation time zM (0.5). For larger halos (right column), the half-mass forma-
tion time is much more recent. These halos accrete mass rapidly, and in the short time
since zM (0.5), pseudo-evolution predicts rising concentration while measured concentrations
remain low.
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progenitors accreting half of the final halo mass (points) is roughly 3.5 (dashed line). Shaded
region shows the quartiles of the concentration distribution. In contrast, the youngest halos
formed with slightly higher concentrations.

5.6 Conclusion

We have tested all definitions of halo formation time commonly used in the literature. We

find that the most commonly used definition—zM (0.5), which considers a halo to form

when its main progenitor first reaches half the final halo mass—is well correlated with final

concentration, but the correlation coefficient is highest for definitions of formation time that

account for the mass of all progenitors. Formation times based on the time when the sum

of all progenitor masses reach the mass contained within the z = 0 scale radius are best

correlated with concentration and assign the highest formation times to the smallest, most

highly concentrated halos.

We find that an assumption of pseudo-evolution provides an upper bound for concentra-

tion evolution; for halos that slowly accrete mass, the inner profile changes little. As the

halo evolves, the background density ρc used to define masses and concentrations changes,

and mass is accreted in the outer regions of the halo, but the radius rs at which the effective

slope of the profile neff = −2 does not change except in violent events like major mergers. In

contrast, halos that undergo frequent major mergers and only recently reached half of their

final mass do not have much time to pseudo-evolve. Their concentration changes with time,

but never departs far from the floor of c ∼ 3.5.
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In future work, we will analyze the Mira-Titan Universe suite of simulations to test

the effects of dynamical dark energy on concentrations and their correlation with formation

time and combine multiple definitions of formation time. Formation times are also related to

subhalo abundance and the fraction of mass in substructure (e.g. Refs. [110, 146]), sphericity

and velocity dispersion (e.g. Ref. [249]), and dynamical state (e.g. Ref. [244]); we can

compare the relative importance of different stages of mass accretion histories to different

halo properties.
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CHAPTER 6

CONCLUSION

We have considered two topics in the formation of large scale structure: in the mildly nonlin-

ear regime, we used bispectrum measurements to improve constraints on the baryon acoustic

oscillation (BAO) length scale, while in the deeply nonlinear regime, we presented improved

measurements of average halo profiles and the evolution of internal halo structure. In com-

bination with future survey data, these results can be used to better constrain cosmological

parameters. In the remainder of the Conclusion, we outline our primary results and direc-

tions for future work in both topics.

6.1 Primary Results

6.1.1 Bispectrum BAO

In Chapter 2 we presented a new technique to select bispectrum configurations that are most

sensitive to BAO. In these “constructive” configurations, two sides of the triangle differ by

a multiple of the fundamental BAO wavelength. The oscillations in a pair of power spectra

entering the bispectrum then interfere constructively. Our parameterization enables us to

visualize BAO in the bispectrum as a function of a single wavenumber. We first calculate

the root-mean-square (RMS) amplitude of BAO in the perturbation theory bispectrum for

a selection of triangle configurations and plot the result (Figure 2.1). We then use this

RMS map to select a set of ten configurations (seven constructive and three destructive)

which we measure in simulations in order to estimate their ability to constrain the BAO

distance scale. Fisher analysis shows that the full set of ten configurations can improve BAO

constraints by about 15% over the unreconstructed power spectrum alone; in comparison,

reconstruction improves BAO constraints by about 30%. As we use relatively few bispectrum

measurements, our covariance matrices are well estimated and are not a limiting factor in our

constraints. As expected, we find that constructive configurations offer more constraining
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power: three constructive configurations improve BAO constraints by about 8%, while three

destructive configurations offer only a less than 3% improvement. This is a primary message

of Chapter 2: the improvement in BAO constraints offered by bispectrum measurements

depends not only on the number of measurements, but also on the choice of measurements.

In other words, not all triangles are equally useful.

In Chapter 3 we presented a full physical explanation of the RMS map, as full under-

standing of the RMS map will be critical for further applications of the interferometric basis.

We show that for many triangle configurations, the full bispectrum is dominated by only a

single term in the cyclic sum, and for many more configurations, a pair of terms dominates

the bispectrum while the third term is negligible in comparison. This dominance struc-

ture is largely driven by the F (2) kernel of perturbation theory, rather than by the power

spectrum that also enters the bispectrum. We show analytically that in regions where one

or more terms in the bispectrum are negligible, the RMS amplitude of the BAO feature is

well-approximated by the RMS amplitude of the dominant term or terms alone. We can

therefore break the full RMS map into regions where it can be understood through the RMS

map corresponding to the dominant term or terms. When these maps are stitched together

in the regions where the corresponding terms dominate, we reproduce the full RMS map. In

each individual term, features in the RMS map are driven by one of four mechanisms. One

mechanism, interference, provides the strongest amplification of BAO: when two oscillations

are shifted relative to each other by an integer multiple of the BAO fundamental wavelength,

they interfere constructively to enhance the BAO signal. In many triangle configurations,

however, the wavelengths of the two oscillations are too different to produce interference.

Instead, other mechanisms (which we term “incoherence,” “feathering,” and “single power

spectrum”) drive the patterns in the RMS map. In these configurations, the interactions

between the two power spectra cannot consistently amplify or suppress BAO. Overall, Chap-

ter 3 develops our understanding of the physics behind the RMS map and will enable further

use of our interferometric basis to address the topics outlined below in §6.2.1.
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6.1.2 Halo Profiles and Assembly

In Chapter 4 we measured the concentration-mass (c–M) relation for halos in simulations of

a ΛCDM universe with extremely powerful statistics and high mass resolution. We employ

three different methods of concentration measurement—one classic fit to the halo profile,

and two new methods sensitive to different features of the profile—to obtain robust results.

Additionally, we perform numerous tests of our simulations to identify possible sources of

error. We find that at low redshifts (z . 3), the three methods are in good agreement,

indicating that the NFW profile is a good description of halo profiles. At all masses the

average concentration of relaxed halos is higher than that of unrelaxed halos, reflecting the

significant substructure found at relatively large distances from the centers of unrelaxed

halos. We also measure concentrations of stacks of relaxed halos, showing that they are

better described by the three-parameter Einasto profile than by the less-flexible NFW profile

and enabling comparison to multiple measurements of observed halo concentrations. Our

results are generally in agreement with existing measurements as well as other simulation

results, and we anticipate that future surveys will reduce the measurement uncertainties

and offer more stringent tests of cosmological parameters. At all masses and redshifts, the

distribution of concentrations within a mass bin is well described by a normal distribution

with standard deviation equal to one-third of the mean concentration. When masses are

scaled by the redshift-dependent nonlinear mass scale M?, the c–M relation is independent

of redshift across eight decades in M/M?. Concentrations fall with mass at low M/M?, while

at high M/M?, concentration is constant around c ∼ 3.5. We provide a fitting formula for

concentration as a function of M/M? and redshift, calibrated using our robust concentration

measurements, which can be applied in preparation for and analysis of future surveys.

In Chapter 5 we combined the measurements from Chapter 4 with the formation histories

of halos to study the relationship between halo assembly history and structure. We collect

a variety of formation time definitions commonly used in the literature and calculate their

correlations with the concentration of the halo at z = 0. We find that while all the definitions
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of formation time do correlate with concentration, the best definitions are the half-mass

formation time (when a halo first attained half of its final mass, the most commonly used

definition of formation time), a fit to the full assembly history, or ones based on the total mass

of all progenitors. Other mass fractions do not perform as well as the half-mass formation

time, likely because much smaller fractions are attained very early in the halo’s assembly

history, while much larger fractions were reached only recently after the majority of the halo

profile is already in place. Next, we analyze stacks of mass accretion histories for sets of

halos with similar formation time and final mass. We show that for slowly growing halos,

an assumption of pseudoevolution (that is, halos accrete mass only in their outer regions

without changes to the inner profile) is able to predict concentration evolution for slowly-

growing halos. In contrast, young, rapidly-growing halos have undergone major mergers

that disrupted the inner profile. For these mass accretion histories, pseudoevolution predicts

extremely high concentrations corresponding to the rapid growth in mass. In fact, however,

concentration remains low, around the floor of c ∼ 3.5.

6.2 Future Work

6.2.1 Bispectrum BAO

Our approach to measuring bispectrum triangles can be applied in four primary areas: un-

derstanding the covariance structure of the bispectrum, understanding reconstruction, mea-

suring the BAO scale in survey data from BOSS or DESI, and constraining sources of a phase

shift in the power spectrum or bispectrum. Finally, with further understanding of bispectrum

covariance and reconstruction, our method for triangle selection may be improved.

Bispectrum Covariance

Our method opens a new avenue for numerically obtaining the cross covariance between the

power spectrum and bispectrum, which is less easily treated with an analytic template than
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is the auto covariance. At the level of a simply Gaussian random field analytic model, both

the bispectrum and its cross-covariance with the power spectrum identically vanish as they

are odd correlators, but this is clearly not the case in reality.

Measuring the full covariance is challenging for the same reason that we wish to restrict to

a smaller number of bispectrum measurements: the number of fully N -body mocks available

limits the number of bispectrum triangles that can be measured. A restricted set of triangles

will enable further pursuit of this question, and there may be further opportunities to choose

tailored triangles for BAO.

Reconstruction

Reconstruction [84, 226, 235, 236] has been shown to bring information from higher-order

statistics into the 2PCF and power spectrum [270], which would alter the covariance between

the power spectrum and bispectrum. But reconstruction is a numerical procedure, so its

effect on both the bispectrum and the covariance of the bispectrum with the power spectrum

is difficult to model analytically.

According to theory and our simulation results, reconstruction dramatically alters the

broadband shape of the bispectrum, decreasing its amplitude and causing it to change sign

at some scales for certain choices of smoothing scale. These effects are predicted by perturba-

tion theory [134], but while we measure the post-reconstruction bispectrum in simulations,

the currently available theoretical models are not in sufficiently good agreement with the

broadband bispectrum to isolate a BAO feature. That is, the perturbation theory model

of the post-reconstruction bispectrum differs from measurements too much to offer a post-

reconstruction analog of the no-wiggle bispectrum. In order to identify a BAO feature in

the post-reconstruction bispectrum, further theoretical work must be done either to improve

the perturbation theory predictions or to develop a different no-wiggle template.

Like the bispectrum measurements discussed in the previous section, a full numeri-

cal study of the covariance between the post-reconstruction power spectrum and the pre-
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reconstruction bispectrum is limited by the number of fully N -body mocks available. Fewer

mocks are needed if analysis is restricted to the set of triangles most sensitive to BAO, re-

ducing the dimension of the covariance matrix. We can study the effects of reconstruction

on these triangle configurations, both to better understand which triangle configurations

most contribute to reconstruction and to combine bispectrum measurements with the post-

reconstruction power spectrum. Depending on the level of independence, the combination

of bispectrum measurements and reconstruction may offer further improvement in BAO

constraints over that offered by reconstruction alone.

Application to Data

Our Fisher forecast predicts that a small number of bispectrum measurements offer further

constraints on the BAO length scale. The method should be applied to survey data such

as that of BOSS or DESI to serve as a cross-check for earlier BAO constraints. Even if

the bispectrum does not offer much information independent from the reconstructed power

spectrum, it is an operationally independent method to obtain the same information. Un-

like reconstruction, bispectrum constraints on the BAO scale involve no backward modeling.

Though erroneous assumptions like incorrect bias, distance, and RSD parameters have re-

cently been found to have little effect on the location of the reconstructed BAO peak [282],

they can change the shape of the peak. As bispectrum measurements do not require these

assumptions, they provide an additional valuable cross-check on reconstruction. Added to

analyses like the final BOSS results of Ref. [2] (e.g. their Figure 13), where BAO measure-

ments from many different probes are compared, a bispectrum measurement of the BAO

distance scale will further confirm the consistency and robustness of BAO measurements

across a number of operationally independent methods.
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Phase Shifts

Our method identifies constructive and destructive configurations by enforcing a phase shift

between the oscillating power spectra as a function of two triangle sides. Our method may

provide opportunities to constrain several physical processes that introduce an additional

phase shift to the power spectrum or bispectrum.

In one example, an isocurvature perturbation introduces an oscillation proportional to

cos ks̃ rather than sin ks̃ [140]. We expect that in the presence of isocurvature, destructive

configurations may once again show a BAO feature. A preliminary investigation has shown

that within the bounds on isocurvature set by Planck [1], the presence of an isocurvature

perturbation suppresses BAO for all triangle configurations; for no configuration is the BAO

feature more pronounced in the mixed model than in the adiabatic case. While the oscillatory

feature does not seem to reappear in destructive configurations in the presence of isocurva-

ture, the bispectrum may yet provide constraints on isocurvature through, for example, the

overall suppression of bispectrum BAO.

In another example, the phase of BAO in the power spectrum is sensitive to Neff , the

effective number of relativistic neutrino species [17, 19, 20, 90]. Ref. [20] showed that this

signature is not altered by nonlinear evolution in the time between the early Universe and

observation, and Ref. [19] found in the power spectrum evidence for a phase shift due

to the cosmic neutrino background. If the phase shift were simply a constant shift, our

method would not be useful, as our method only probes the phase differences between two

power spectra. But instead the phase shift is chromatic, increasing with wavenumber for

k . 0.2 h/Mpc (as shown in Figure 1 of Ref. [19]), so changes in the effective number

of relativistic neutrino species do change the RMS map. Developing constraints on Neff

requires two steps: understanding the behavior of the RMS map under changes in Neff in

our current basis and investigating whether a redefinition of our basis (for example, a change

in δ) would be more appropriate.

Relative velocities between baryons and dark matter [31, 61, 268, 311, 340] may also

162



introduce a phase shift in power spectrum BAO. While these have already been constrained in

the power spectrum by Refs. [341] and [28] and in the 3PCF by Ref. [294], the interferometric

basis may offer an additional or complementary constraint.

If massive spinning particles are present during inflation, they may introduce a phase

directly in the bispectrum (e.g., Equation (2.17) of Ref. [210]). This template for the

bispectrum includes a term proportional to cos(ln ki/kj), a function of the ratio of two

triangle sides. An analog of the interferometric basis may be developed for this application

and used to constrain the presence of massive spinning particles.

Improving the Interferometric Method

With better understanding of the covariance structure of the bispectrum and the triangles,

we can improve our method for triangle selection.

Any study of bispectrum BAO will be limited by the number of mock catalogs available.

Given this limit, our method offers one way to efficiently select triangles that will offer the

strongest BAO constraints; that is, our method identifies the triangles that are most sensitive

to BAO. However, the contribution of each measurement to BAO constraints depends not

only on the amplitude of the BAO signal, but also on the signal-to-noise ratio and the covari-

ance of the new measurement both with prior measurements and with the power spectrum

(pre- or post-reconstruction). Clearly one way to select the optimal triangle measurements

is to perform all the measurements and identify the most important triangles, but short of

this, we wish to develop a prescription for selecting triangles.

We expect a point of diminishing returns, where further measurements do little to improve

the constraints. The last configuration in our set of ten added 20% to the constraints,

which remains substantial, but several prior configurations added relatively little due to their

high covariance with configurations that had already been included. Additionally, while the

amplitude of the BAO signal is smaller in destructive configurations, these configurations do

still carry information about the BAO scale. After some number of constructive configuration
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measurements, destructive configurations may offer more improvement in constraints than

yet another constructive configuration.

6.2.2 Halo Profiles and Assembly

While haloes are generally understood to assemble into an NFW profile through accretion

and mergers, the details remain elusive. The simulations analyzed in Chapters 4 and 5 can be

used to further develop our understanding of the role of assembly history in halo structure.

Our work has analyzed many commonly-used definitions of formation time, but many of

them are calculated from only the backbone halo. The one definition that does consider the

less-massive progenitors (zNFW) is better correlated with concentration than any backbone-

only definition. Two further questions are immediately apparent: does the assembly history

of smaller merging halos affect the final halo structure? And what is different about the

structure of halos that merge into a larger halo and so are never analyzed as final halos? We

can develop further measures of assembly history that consider the history of less-massive

progenitors and study both the backbones and less-massive progenitors of those halos that

do not survive to z = 0.

Our work has treated all formation time definitions independently, but clearly no single

definition carries full information about the halo assembly history. Many definitions consider

only a single time (e.g., the time when the halo first crossed a certain threshold in mass).

Others, like the fit definitions, do include information from the full history, but the full

mass accretion history must be smoothed to perform the fit. The definitions which include

less-massive branches of the merger tree only consider the sum of progenitor masses. We

can study combinations of different measures of accretion history to identify, for example,

which are most orthogonal and which combinations are most correlated with final halo

concentration.

Major merger events reset concentrations to the floor level of c ∼ 3 − 4. Simulations

[190] support the picture that concentrations decrease immediately after a merger (when the
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recently-merged halo adds substructure to the outer regions), then peak when the new matter

passes through the center of the profile, and finally relax to equilibrium. The DeltaQuadrant

simulation, which has a time resolution almost a factor of eight better than that of Q Con-

tinuum and Outer Rim, will allow us to study the effects of mergers on concentration in

further detail. For example, for rapidly-growing halos whose concentration remains low, is

the halo profile ever allowed to fully virialize? If not, the constant low concentration may be

a result of frequent mergers that never allow the substructure in the halo outskirts to fully

relax.

Mergers are major events that clearly disturb halo structure and are easy to identify, but

they are not the only interactions with surrounding halos that can affect halo evolution. For

example, a halo may have lost mass when it passed near another halo (“flybys” [287]) or

through another halo before being ejected [300]. We can identify halos that have undergone

these processes and evaluate their effects on final mass and concentration.

At all masses and redshifts, halo concentration is normally distributed about the mean

concentration with standard deviation one-third of the mean concentration—that is, σc/c ∼

1/3. This relation remains difficult to explain, but mass accretion histories may offer some

insight. The Q Continuum and Outer Rim simulations provide sufficient statistics to break

halos into narrow bins in both mass and final concentration. As a first investigation, we

have shown that high-concentration halos are older than low-concentration halos in the

same mass bin, but a more detailed comparison of mass accretion histories (in bins of mass,

concentration, and age) may show which differences are most important.

Our analysis of merger trees has focused only on concentration as a measure of the interior

structure of a halo. We have shown the Einasto profile to be a better description of stacked

halo profiles, and the evolution of the Einasto shape parameter also carries information about

the evolution of the halo (e.g. Ref. [185]). Correlations between formation times and Einasto

parameters may reveal which stages of halo evolution are most influential in determining the

shape of the final halo profile.
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This work has assumed a ΛCDM cosmology with WMAP-7 parameters. The Mira-

Titan suite of simulations model the evolution of structure in dark energy models with

a non-constant equation of state where w(a) = w0 + wa(1 − a). The halo catalogs for

these simulations are complete with concentrations. Both the c–M relation and relationship

between formation time and final concentration may depend on the time when dark energy

first becomes dominant, so the analysis of this work should be repeated for these other

simulations.
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[8] Y. Ascasibar, G. Yepes, S. Gottlöber, and V. Müller. On the physical origin of dark
matter density profiles. MNRAS, 352:1109–1120, August 2004.

[9] E. Audit, R. Teyssier, and J. M. Alimi. Non-linear dynamics and mass function of
cosmic structures. I. Analytical results. A&A, 325:439–449, September 1997.

[10] E. Audit, R. Teyssier, and J.-M. Alimi. Non-linear dynamics and mass function of
cosmic structures. II. Numerical results. A&A, 333:779–789, May 1998.
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from Massive Spinning Particles. JCAP, 1805(05):013, 2018.

181



[211] S. More, B. Diemer, and A. V. Kravtsov. The Splashback Radius as a Physical Halo
Boundary and the Growth of Halo Mass. ApJ, 810:36, September 2015.

[212] B. P. Moster, R. S. Somerville, C. Maulbetsch, F. C. van den Bosch, A. V. Macciò,
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