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ABSTRACT

Deep learning (DL) accelerators have been widely deployed in a broad range of application
domains, ranging from edge computing, self-driving cars, to cloud services. Resilience against
hardware failures is a top priority for these accelerators as hardware failures can lead to
various undesirable consequences. For inference workloads, hardware failures can generate
crashes and significant degradation in inference accuracy. For training workloads, hardware
failures can result in failure to converge, low training/test accuracy, numerical errors (e.g.,
INF /NaNs), and crashes.

In this thesis, we establish the new knowledge on how major classes of hardware failures
propagate and affect deep neural network (DNN) inference and training workloads, and
advance state-of-art resilient DL systems by devising lightweight, effective detection and
recovery techniques to mitigate hardware failures. There are three main contributions in
this thesis.

First, we devise a novel technique for generating high-quality test programs to detect per-
manent hardware failures (i.e., hardware failures that impose persistent effects, e.g., early-life
failures, circuit aging) in the field for all hardware units in a DL inference accelerator. For
hardware units that perform computations, we take advantage of the architectural charac-
teristics of a given DL accelerator to first adopt the ATPG (Automatic Test Pattern Gen-
eration) technology that is routinely used in manufacturing testing to generate high-quality
test patterns, and then reverse-engineer the dataflow /reuse algorithm of the accelerator to
map the test inputs to equivalent DNNs that can be directly executed on the accelerator.
For hardware units that are responsible for controlling data movement and computation,
our key observation is that typically only one or a few fixed DNNs are deployed at a time,
which allows us to target only the hardware failures that can directly affect these DNNs by
executing different layers of the DNNs using carefully-crafted weight and input tensors. We
demonstrate the efficacy of our technique using Nvidia’s open-source accelerator, NVDLA,
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and show that our technique successfully detects > 99.9% of stuck-at faults and > 99.0% of
transition faults (two representative fault models for permanent hardware failures) for the
entire NVDLA design, compared to only < 80% if random test programs are used. Moreover,
our technique requires minimal test time and test storage and no hardware modification.

Second, we provide (1) an open-source resilience analysis framework targeting transient
hardware failures (i.e., hardware failures that impose temporary effects, e.g., soft errors,
dynamic variations) in a DL inference accelerator, called Fldelity, as well as (2) the first
in-depth study, using this framework, on the impacts of transient hardware failures on all
hardware units of a DL inference accelerator through fault injection experiments. Fldelity
enables accurate and quick resilience analysis by modeling hardware failures in software with
high fidelity. This is achieved by taking account of both the spatial and temporal reuse effects
of hardware signals to map the effects of a given faulty hardware signal to a set of faulty
output neurons in the current DNN layer, for which the corresponding faulty values can be
obtained through software simulation. Moreover, these accurate software fault models can
be obtained using minimal hardware information, without requiring access to the detailed
hardware implementation (e.g. RTL, which may not be easily attainable). We implement
and thoroughly validate the Fldelity framework using NVDLA as the baseline DL accelerator.
Using Fldelity, we perform 46M fault injection experiments running various representative
deep neural network inference workloads. We thoroughly analyze the experiment results,
fundamentally understand how the injected faults propagate, and obtain several new insights
that can be used in designing efficient, resilient DL inference accelerators.

Lastly, we focus on DL training workloads, and provide (1) the first study that reveals the
fundamental understanding on how both transient and permanent hardware failures affect
DL training workloads, and (2) new, light-weight hardware failure mitigation techniques.
We extend the Fldelity framework to perform large-scale fault injection experiments tar-

geting DL training workloads, and conduct > 2.9M experiments using a diverse set of DL
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training workloads. We characterize the outcomes of these experiments, thoroughly analyze
the fault propagation paths, and derive the necessary conditions that must be satisfied for
hardware failures to eventually cause unexpected training outcomes. Based on the neces-
sary conditions, we develop ultra-lightweight software techniques to detect hardware failures
and recover the workloads, which only require 24-32 lines of code change, and introduce
0.003 — 0.025% performance overhead for various representative neural networks, which is

25x-500x more efficient than checkpointing techniques.



CHAPTER 1
INTRODUCTION

Hardware failures pose a growing challenge for deep learning (DL) accelerators that run
both Deep Neural Network (DNN) inference and training workloads. For inference work-
loads, these failures can generate crashes and significant degradation in inference accuracy.
For training workloads, hardware failures can not only introduce numerical errors (e.g.,
INFs/NaNs) and crashes, but also result in abnormal convergence trends, such as failure to
converge and low training/test accuracy.

These unexpected outcomes not only pose significant reliability threats to DNN systems
deployed in safety-critical applications (e.g., self-driving cars) but also affect DNNs in other
application domains. This is because these applications also require certain reliability and
output quality standards to be met.

The impact of hardware failures on DNN workloads have drawn industrial concerns, as
evidenced by the increasing number of hardware failures that have recently been reported
by Google, Facebook, and more |1, 2, 3, 4, 5, 6]. The hardware failure rate that industry
has observed is as high as a few cores per several thousand server machines in datacenters
[2, 3]. For example, Google has experienced “mysterious, difficult to identify problems" in
their TPU training systems that were later identified to be hardware failures [1]. Although
these problems were subsequently corrected through significant efforts, they have raised the
urgency of addressing the growing challenges of hardware failures impacting many DNN
systems.

The hardware failures that have previously been reported by the industry share a wide
variety of origins, which include both transient failures and permanent failures |2, 3, 4, 5, 6].
Permanent failures such as early life failures and aging, are a major reliability concern. These
failures are likely to show up in the field |7, 8, 9]. Therefore, guaranteeing functional safety

in-the-field is extremely important, especially for DL accelerators running safety critical ap-
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plications such as self-driving cars. In-field self-test is the primary solution for permanent
failures, as it enables concurrent detection and localization of faults during normal opera-
tions. There are two types of in-field self-test: structural test and functional test. Structural
testing involves making changes to the hardware structures to enable testing of hardware
modules. On the other hand, functional testing focuses on verifying that the system functions
correctly according to its intended design without the need for any hardware modifications.
Existing works focus on structural tests, which require hardware supports that are not yet
available to all DL accelerators. Transient failures is another major reliability concern, which
includes soft errors and dynamic variations. They pose critical reliability risks to DL accel-
erators running both DNN inference and training workloads. However, previous works only
focus on memory errors. There is no logic transient error analysis framework that targets
DL accelerators. This gap in research is a significant limitation that needs to be addressed
to ensure the reliability of DL accelerators. For example, based on our analysis, for a DL
inference accelerator in which resilience protection of sequential elements is not provided,
the FIT (failure in time) rate of these sequential elements (>9.5) is significantly higher than
the stringent automotive safety requirement (<0.2), even just as a result of random transient
errors that occur infrequently (more results reported in Chapter 3). Moreover, the impact
is expected to be even higher in the presence of permanent hardware errors.

Hardware failures can impact both DL inference and training accelerators, as well as
both DL inference and training workloads. With the growing prevalence of deep neural
network (DNN) training workloads in data centers, they are becoming more vulnerable to
hardware failures. This has been confirmed by previous industry studies [1, 2, 3, 4, 5, 6].
Understanding and mitigating the various error effects for hardware failures in both DL
inference and training accelerators is particularly challenging. Prior to our work, there was
no existing resilience analysis frameworks to enable the fundamental understanding and

characterization of logic errors in DL accelerators. Previous resilience analysis frameworks



for general-purpose systems all exhibit limitations: RTL/mixed-mode fault injections are
accurate, but RTL is not likely to be available during early design phases, and the simulation
time is prohibitively long [10, 11, 12, 13, 14, 15, 16]. Software-level fault injection techniques
are quick, but their accuracy can not be guaranteed [17, 18, 19]. Moreover, existing error
mitigation techniques, such as redundancy-based approaches for permanent failures, and
circuit level FF-hardening techniques for transient failures, are all costly in performance and
energy (as evidenced by our results in Chapter 3).

Thesis statement: The works in this thesis address the pressing need for understand-
ing how hardware failures propagate and affect DNN inference and training workloads, and
advance the state-of-the-art in resilient DL systems by devising lightweight and effective de-
tection and recovery techniques that can mitigate the impact of hardware failures. To achieve
this, we have conducted extensive research and experimentation to investigate the impact of
hardware failures on DNNs and the challenges they pose to the reliable operation of DNN
systems. Our work addresses the need for reliable DNN systems that meet the reliability
demands of various applications. Moreover, our work uniquely combines the knowledge of
testing, hardware error resilience, computer architecture, and machine learning to address
both permanent and transient hardware errors for both inference and training workloads.
Our key contributions are:

(1) We present a novel technique that generates high-quality functional in-field self-tests
specifically targeting DL accelerators to detect permanent failures. These functional tests can
be applied in the field during normal operation, which is crucial to ensure that the safety
and /or reliability requirements are met for any given application, including safety-critical
applications such as self-driving cars, robotics, and more.

Our technique takes advantage of special architectural characteristics and application
properties to achieve high functional test coverage, while incurring minimal system-level

costs. To account for the different architectural properties of different hardware units, we



devise different strategies for the compute units (which support computation operations)
and the control units (which control data movement).

For the compute units, we first use combinational ATPG to generate test patterns with
high test coverage, which is possible because these units do not contain complex sequential
logic. Next, we map the ATPG patterns to one or more equivalent deep neural networks
(DNNs) that can be directly executed on the accelerator, which is possible given the well-
defined dataflow/reuse algorithm of a DL accelerator. This is possible because we leverage
the following properties: (1) these units generally do not contain complex sequential logic, so
combinational ATPG yields high test coverage; (2) given that the dataflow/reuse algorithms
of a DL accelerator are well defined, it is always possible to map the inputs of individual
compute units to the primary inputs of the accelerator.

For the control units, we leverage the property that typically only one or a few fixed DNNs
are deployed at a time in many application domains. Thus, it is sufficient to target only
the faults that can directly affect the correctness of the DNNs that are currently deployed,
which can be tested by executing different layers of each target DNN using input or weight
tensors with linearly-independent columns to maximize test coverage while minimizing test
time.

We apply our technique using Nvidia’s open-sourced accelerator NVDLA as a case study
to demonstrate its efficacy. Our results show that our technique achieves extremely high
test coverage. For the compute units, we achieve 99.9% / 99.0% coverage for single stuck-at
/ transition faults, which are among the most prominent metrics for permanent hardware
failures.

For the control units, we are able to mathematically prove that our technique achieves
100% test coverage for a large class of single and multiple fault models, out of all control
faults that can affect the correctness of the target DNN.

For single stuck-at faults / transition faults, the in-field functional self-test time ranges



from 1.13-16.84 ms / 1.57-17.28 ms for various representative DNNs (including GoogleNet,
Yolo, DenseNet and EfficientNet), and the test storage is <600MB / 650MB, respectively.
Such minimal cost enables practical adoption of this technique in various application sce-
narios. Our technique can be applied during boot-up, reset, or concurrently with normal
operation by executing DNN test programs directly on the accelerator, without any hardware
test support.

(2) We present Fldelity, our resilience analysis framework, which accurately and quickly
analyzes the behavior of hardware failures in DL accelerators. Fldelity ensures that the
reliability requirements can be met starting from the very beginning of the hardware design
process, such that the final product can be safely and reliably deployed for a wide range of
applications, including safety-critical applications such as self-driving cars.

Our framework only requires a minimal amount of high-level design information, which
can be obtained from architectural descriptions/block diagrams, or estimated and varied for
sensitivity analysis. Fldelity leverages unique architectural properties of DL accelerators
to systematically model transient hardware failures in software with high fidelity. This is
achieved through a novel algorithm called “Reuse Factor Analysis", which takes in high-level
design information and generates software fault models. With these software fault models,
Fldelity enables quick and accurate software fault injections, and does not require access to
RTL.

We thoroughly validate Fldelity using NVDLA, which shows that the results are highly
accurate — out of 60K fault injection experiments, the software fault models derived using
Fldelity closely match the behaviors observed from RTL simulations. Also, as a software
framework, Fldelity achieves >10000X/>440X simulation time reduction compared with
conventional hardware/mixed mode fault injection techniques.

Using the validated Fldelity framework, we perform the first large-scale resilience study

targeting both logic and memory transient hardware failures on NVDLA, which includes



46M fault injection experiments running various representative DNN workloads. For the
first time, accurate results and observations for various representative DNN workloads are
reported. This study enhances our understanding on the resilience properties of DL acceler-
ators/workloads, and can be used to guide the design of future accelerators.

(3) We present the first in-depth study on hardware failures in DNN training systems,
which is enabled by two new fault injection frameworks that accurately models the behaviors
of both transient and permanent hardware failures in DNN training accelerators.

The frameworks are modified based on our Fldelity framework to add support for DNN
training workloads and permanent failures, and are validated through > 60K RTL fault
injections following a similar methodology used for Fldelity.

Using these two frameworks, we perform > 2.9M fault injection (FI) experiments (> 490K
node-hours) for transient failures and > 100K FI experiments for permanent failures in a
distributed DNN training environment. Based on the experiment results, we characterize
the failure behaviors for transient and permanent failures. In addition to known effects (e.g.,
a failure is masked, or generates NaNs/INFs [1, 6]), we identify four new outcomes that have
not been found in industry reports or in the literature. These new cases do not generate
immediate, visible anomalies such as NaN values, but can result in abnormal convergence
trends that persistently affect the training workloads (e.g., thousands of training iterations
or more). We also observe one of the new outcomes (SlowDegrade) in real datacenter DNN
training accelerator systems.

We then perform in-depth analysis of these outcomes, and find that large absolute gra-
dient history values in optimizers, or large absolute moving variance values in normalization
layers, are the necessary conditions for transient hardware failures to generate unexpected
training outcomes in DL accelerator training systems, and a large increase in training loss
values is the necessary condition for permanent hardware failures to generate unexpected out-

comes. Moreover, these conditions always occur within two training iterations after hardware



failures occur.

Based on the necessary conditions, we devise (a) a new hardware failure detection tech-
nique that checks the absolute gradient history values, the absolute moving variance values,
and the training loss values against their respective bounds, where the bounds can be math-
ematically derived based on properties of a given DNN training workload; coupled with (b)
light-weight re-execution of the two most recent training iterations, which is sufficient to
recover training workloads from hardware failures.

We evaluate our technique using Google Cloud TPUs, and the result shows that our
detection and re-execution techniques together require 24 — 32 lines of code change and
introduce only 0.003 — 0.025% performance impact for various DNN training workloads.

This thesis is organized as follows. Our novel functional in-field self-test technique is
presented in Chapter 2. Our Fldelity framework, and our resilience study targeting DNN
inference accelerators and inference workloads are discussed in Chapter 3. The first in-depth
resilience studies targeting DNN training accelerator and training workloads, along with our
light-weight techniques to detect hardware failures are discussed in Chapter 4 and Chapter
5. Chapter 4 focuses on transient hardware failures, while Chapter 5 focuses on permanent

failures.



CHAPTER 2
EFFICIENT FUNCTIONAL IN-FIELD SELF-TEST FOR DEEP

LEARNING ACCELERATORS

The content of this chapter was previously published in our paper titled "Efficient Func-
tional In-Field Self-Test for Deep Learning Accelerators" in ITC21[20], and our paper titled
"Achieving Automotive Safety Requirements through Functional In-Field Self-Test for Deep

Learning Accelerators" in ITC22.|21].

We present a technique that generates high-quality functional in-field self-tests specifically
targeting deep learning (DL) accelerators. These functional tests can be applied in the field
during normal operation of a DL accelerator, which is crucial to ensure that the safety
and /or reliability requirements are met for any given application, including safety-critical
applications such as self-driving cars, robotics, and more.

Our technique takes advantage of special architectural characteristics and application
properties to achieve high functional test coverage while incurring minimal system-level
costs. Moreover, we devise different strategies for the compute units (which support compu-
tation operations) and the control units (which control data movement) because these two
types of units exhibit different properties. For the compute units of a DL accelerator, we first
use combinational ATPG to generate test patterns with high test coverage, which is possible
because these units do not contain complex sequential logic. Next, we map the ATPG pat-
terns to one or more equivalent deep neural networks (DNNs) that can be directly executed
on the accelerator, which is possible given the well-defined dataflow /reuse algorithm of a
DL accelerator. For the control units, we leverage the property that typically only one or
a few fixed DNNs are deployed at a time in many application domains (e.g., self-driving

cars). Thus, it is sufficient to target only the faults that can directly affect the correctness
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of the DNNs that are currently deployed. This is done by executing different layers of each
target DNN using carefully-crafted input and weight values to maximize test coverage while
minimizing test time.

We apply our technique using Nvidia’s open-source accelerator as a case study to demon-
strate its efficacy. Our results show that our technique achieves high test coverage. For the
compute units, 99.9% (98.8%) functional test coverage is achieved for stuck-at (transition)
faults. For the control units, we are able to prove that, given any target DNN, 100% coverage
can be achieved for a large class of single and multiple fault models. The in-field functional
self-test time is also very low, < 17.28 ms for various representative DNNs. These functional
tests can be applied during boot-up, reset, and even concurrently with normal operation by
executing DNN test programs directly on the accelerator, without requiring any test support

in the hardware.

2.1 Introduction

Deep learning (DL) accelerators are widely deployed in a wide variety of application domains,
including safety-critical applications such as self-driving cars, robotics, and more[22]|. For
example, DL accelerators are commonly used in automotive systems to perform object de-
tection and classification tasks, which can affect mission-critical decisions such as emergency
braking, lane change assistance, and adaptive cruise control [23]. Thus, it is mandatory
for these accelerators to meet the stringent automotive safety standards (e.g., 1S026262).
However, previous work has shown that, without any reliability features, DL accelerators
would fail to meet such safety requirements (as shown in Chapter 3). Therefore, it is a top
priority as well as a critical challenge to ensure that DL accelerators are able to meet the
required levels of safety /reliability for all applications.

In this chapter, we present a technique that generates high-quality functional tests for

DL accelerators, which can be applied during normal operation in the field. Our technique
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is capable of detecting permanent faults — for example, early-life failures, circuit aging, and
manufacturing defects and variations [24| — which are a major reliability concern. Compared
to structural tests, the main advantage of functional tests is that they do not require struc-
tural test support (e.g., CASP [25, 26| or Logic BIST [23]) in the hardware. Even though
structural test features are becoming more prominent for in-field self-test applications rang-
ing from datacenters to automotive systems |7, 8, 9, 23, 27, 28|, they are not yet available
in all DL accelerators. Therefore, in-field functional tests are essential for DL accelerators
that are not equipped with in-field structural test support.

A well-known challenge of functional tests is that they generally achieve lower test cov-
erage than structural tests due to both observability and controllability constraints |25, 26].
Fortunately, for in-field self-tests that are applied for the purpose of detecting permanent
faults, it is sufficient to target only the faults that can affect application correctness. In other
words, it is sufficient to achieve high functional test coverage, which is defined in this work as
the percentage of detected faults out of the total number of faults that are detectable using
functional tests. Achieving high functional test coverage, however, is still a great challenge
on its own due to the massive circuit complexity in today’s DL accelerator designs.

To tackle this challenge, we create a novel functional test generation technique that
specifically targets DL accelerators. Our technique achieves high functional test coverage
by taking advantage of special architectural characteristics and application properties of DL
accelerators. The hardware units in a DL accelerator can be classified into two categories:
compute units and control units. Compute units are defined as the hardware modules that
perform computations to transform data (e.g., multiply-accumulate units and element-wise
units), while control units are the modules that are solely responsible for data movement
(e.g., input/weight fetch units and sequencing units that dispatch different {input, weight}
pairs to different compute units). We devise different strategies for these two types of units

because they exhibit different properties.
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First, for the compute units of a DL accelerator, since these units generally do not contain
complex sequential logic, high-coverage functional test patterns can be generated using com-
binational ATPG. Moreover, since DL accelerators implement well-defined dataflow /reuse
algorithms, the ATPG patterns generated for each compute unit can be mapped to one
or more equivalent DNNs based on the specific dataflow algorithm. The response of each
ATPG pattern can then be observed from memory and/or buffer structures throughout the
execution of the equivalent DNN test programs.

Second, for the control units, we leverage the following property: in many application
domains (e.g., self-driving cars), only one or a few DNNs are deployed at a time. Thus, it
is sufficient to only target all faults that can affect the correctness of the DNNs currently
deployed. We are able to mathematically prove that, by executing different layers of a
given DNN using carefully-crafted input and weight values, 100% test coverage is achieved
for all single-variable-type control fault models, out of all control faults that can affect the
correctness of the given DNN. Here, a single-variable-type control fault model is defined as
single or multiple faults that only affect the control logic associated with a single variable
type in DNN applications (e.g., inputs or weights).

To demonstrate the effectiveness of our technique, we use Nvidia’s open-source DL ac-
celerator as a case study. The key results are:

1. Our technique achieves extremely high functional test coverage. 99.9% (98.8%) single
stuck-at (transition) functional test coverage is obtained for the compute units, and 100% test
coverage is achieved for all single-variable-type control faults with respect to the correctness
of any given DNN.

2. The in-field self-test time for applying the functional tests generated by our technique
is < 17.28 ms for various representative DNNs. Given such short test time and therefore
minimal performance/power impact at the system level, it is practical to periodically apply

these tests in the field, during boot-up, reset, and even concurrently with normal operation.
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Moreover, since our high-coverage and low-cost functional tests can be applied by exe-
cuting various DNN test programs on a DL accelerator, no hardware modification or test
support is required.

In summary, the major contributions of this work are:

1. A novel functional test generation technique that specifically targets DL accelerators.

2. The detailed algorithms of our technique using Nvidia’s DL accelerator (NVDLA) as
a case study.

3. Thorough evaluation of our technique to demonstrate that it is highly effective and
practical.

This chapter is organized as follows. We discuss background and related work in Sec. 2.2.
We present the details of our technique in Sec. 2.3. Evaluation methodology and results are

presented in Sec. 2.4.

2.2 Background and Related Work

2.2.1 Deep Learning Accelerators

We focus on digital electronic inference DL accelerators, which typically share a common

dataflow architecture that consists of the following stages:

(1) Input/weight pre-processing, which fetches input and weight values from off-chip
memory, performs optional data processing such as padding and compression, and then

stores the values in on-chip buffers.

(2) Input/weight sequencing, which dispatches each pair of input and weight values to a
compute unit. The sequencing logic is implemented based on a specific dataflow/reuse

algorithm [29].

(3) Multiply-accumulate (M AC) processing, which performs MAC operations, the core

computation primitive for all DNN workloads, using multiple compute units.
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(4) MAC output processing, which applies the activation function and other optional
operations (e.g., bias addition) to the outputs of each MAC compute unit, and stores

the partial or final results in memory.

We use Nvidia’s open-source accelerator, NVDLA, to illustrate a detailed example of the
DL accelerator architecture, which is shown in Fig. 2.1. DNN inputs and weights are fetched
by the CDMA unit and stored in CBUF. The sequence controller unit (CSC) schedules and
distributes inputs and weights to 16 parallel MAC units (CMAC). In terms of the reuse
algorithm, each CMAC unit calculates the products of 64 {input, weight} pairs (for 16-bit
floating-point or integer values), and outputs the sum of the 64 products. Different CMAC
units operate on different weight kernels, and the weight kernels are re-used for 16 cycles.
On the other hand, a new set of DNN inputs are fetched each cycle, and the same input
values are dispatched to all 16 CMAC units. The partial sums generated by each CMAC unit
across multiple clock cycles are next added up by the accumulation unit (CACC). The final
sums are then sent to the single data processing unit (SDP), which applies the activation
function and performs data precision conversion. SDP also performs optional element-wise
operations such as bias-addition and batch normalization. The planar data processing unit
(PDP) is responsible for performing pooling operations. The compute and control units in

NVDLA are also labeled in Fig. 2.1.

2.2.2  In-Field Self-Test

Permanent faults or hard failures, such as those caused by early-life failures, circuit aging,
variations, and manufacturing defects, pose major reliability challenges in advanced CMOS
technologies. Their impact is expected to become even more severe in the future as system
complexity increases and device geometry miniaturization further diminishes [24, 30, 31, 32|.
Therefore, it is essential to enable robust systems with built-in tolerance to permanent faults

in the field, concurrently with normal system operation, to ensure that the required levels

13



Control units

System memory

CDMA (direct memory access) Input/weight
pre-
Input banks CBUF Weight banks processing

(convolution buffer)

Input loader (sequence Controller) Weight loader sequencing

Same input for 16 CMACs 16 kernels for 16 CMACs
CMAC unit 16 CMAC unit
CMAC X CMAC )
control e control Multiply-
accumulate
1 same weights reused for 16 cycles [l (MAC)
rocessin
Internal Delivery g <
CACC buffer buffer
(accumulator) CACC control
SDP
(single data sr?t:-’ I
processing) contro MAC output
‘ processing
PDP (planar PDP .
data processing) EE<Ji1i(e]

Figure 2.1: NVDLA high level diagram.

of safety and/or reliability requirements are achieved for any application, including safety-
critical applications such as self-driving cars.

Many in-field self-test techniques exist in the literature. These techniques can be classified
into two categories: structural and functional. Structural in-field self-test techniques [7, 8,
9, 23, 25, 27, 28| generally achieve higher test coverage than functional tests. However, they
require structural (i.e., scan) test support in the field, which in turn requires modifications
to the hardware. Even though in-field structural test features are becoming more prominent,
they are not yet available in all DL accelerators.

Functional tests, on the other hand, are executed as software programs without requiring
hardware support. Extensive research has been done on generating functional test patterns
for general-purpose processors. However, high test coverage is difficult to achieve with func-
tional tests alone. In some cases, a fault that can be detected using structural tests is simply

not detectable using functional tests due to circuit constraints (e.g., constant values). In
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other cases, if a hardware module implements complex sequential logic, it is difficult for
functional tests to cover the large number of sequential states. These reasons are well-known
for functional tests targeting general-purpose processors, but they also apply to DL accel-
erators, and we will discuss examples of these cases in Sec. 2.4.8. However, as discussed in
Sec. 2.1, our focus is to utilize functional in-field self-test for detecting permanent faults.
Therefore, it is sufficient to generate functional tests with high functional test coverage for

DL accelerators.

2.3 Functional In-Field Self-Test Pattern Generation Technique

Our technique takes advantage of the key observation that DL accelerators and applications
exhibit unique characteristics and properties to generate functional tests with high functional
test coverage and low test time. We devise different strategies for the compute and control
units of a DL accelerator according to their distinct architectural properties, which we will

discuss in details below.

2.3.1 Functional In-Field Self-Test Generation Technique for Compute Units

We identify two key properties associated with the compute units of DL accelerators, which
are utilized in our technique to achieve high functional test coverage for these units.

Architecture Property (1): Compute units generally do not contain complex sequen-
tial logic due to the nature of dataflow architectures.

For example, in NVDLA, each CMAC compute unit consists of 64 multipliers and a
5-level CSA adder tree. The inputs of a CMAC _compute unit (64 DNN {input, weight}
pairs) simply streamline through the multipliers and adders, without any complex control
loops or finite state machines. Such a property is representative for other compute units and
other DL accelerators as well.

By leveraging Architecture Property (1), advanced combinational ATPG algorithms can
15



be used to generate functional test patterns for various fault models (such as single stuck-at
faults, transition faults, and more) to achieve high functional test coverage.

Architecture Property (2): The dataflow/reuse algorithms of a DL accelerator (e.g.,
weight stationary, row stationary, output stationary, etc.) are well-defined in the architec-
tural specification.

Given the knowledge of the dataflow algorithm, ATPG patterns of each compute unit
can be mapped to one or more equivalent DNN test programs by reversing the dataflow
algorithm. Our technique also ensures that the outputs of the different DNN layers corre-
spond to the ATPG test responses. Therefore, they can be observed either from memory or
buffer structures throughout the execution of the DNNs, and compared against the golden
responses. If all test responses match the golden responses, it means that no permanent
fault is detected, and normal operation can be resumed. Otherwise, appropriate diagnosis
and self-repair actions will need to be performed.

Putting these two architecture properties together, for a given compute unit, our func-

tional in-field self-test generation technique follows two steps:
e Generate test patterns for the compute unit using combinational ATPG.
e Map the ATPG test patterns to one or more equivalent DNN test programs.

The mapping algorithms are specific to individual compute units and dataflow algorithms.
As a case study, we develop the mapping algorithms for all major compute units in NVDLA,

and the details are in Sec. 2.4.

2.3.2  Functional In-Field Self-Test Generation Technique for Control Units

In contrast to compute units, control units consist of many finite state machines and complex
sequential logic to generate appropriate control signals for various datapath functions. With-

out structural test support, it is expected that even the most advanced ATPG would yield

16



low test coverage. Thus, the functional test generation approach described in the previous
section is inadequate for control units, and a new approach is required.

For control units, we also leverage special architectural/application properties in our
technique. Due to space limits, we focus on presenting our technique for the control units
that are used to control MAC operations (e.g., COMA, CBUF, CSC, CMAC _ control, and
CACC_ control in NVDLA as shown in Fig. 2.1), referred to as MAC' control units. This is
because MAC operations dominate overall DNN computations [33], and MAC control units
are more complex than others. Generating functional test patterns for other control units is
similar in principle but much simpler.

One of our key observations is that, although it is challenging to generate functional test
patterns to screen out all faults in the control units, in practice, it is sufficient to only target
a subset of control faults that directly affect the output correctness of one or a few DNNs
due to the application property shown below.

Application Property: In many application domains, only one or a few fixed DNNs
are deployed on a DL accelerator at a time.

To ensure that MAC control units function correctly with respect to a given DNN, we
categorize the functionalities of the signals in these units, and identify five requirements that
must be satisfied. Note that, this list is complete based on the general architecture of DL
accelerators.

(1) There are no visible anomalies such as accelerator time-outs.

(2) All computations are done according to the data precision defined by the DNN. For
example, if a DNN uses 16-bit integers to represent both its inputs and weights, then the
MAC operations should be performed on 16-bit integers.

(3) Accelerator pipeline configuration signals must correctly indicate if certain optional
operations (e.g., batch normalization, bias addition, and pooling) should be performed, as

well as how these operations should be performed.
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(4) The dimensions of the output tensors of each DNN layer must be correct.

(5) The values of all output neurons must be correct.

Given these requirements, it is natural to adopt the set of DNNs currently deployed as
functional test programs. The goal of our test generation technique is to determine the
values of the inputs/weights of the DNNs to maximize coverage while minimizing test time.
To be more concrete, our technique is responsible for generating appropriate input/weight
patterns of a given DNN to ensure that, for each control fault that can affect the output
correctness of the DNN| there exists at least one output neuron in one of the DNN layers
such that its value differs from the golden output neuron value.

It is relatively straight-forward to generate test patterns to cover requirements (1)-(4).
First, accelerator time-outs can be directly observed. Second, to determine if the output
tensor dimension in a DNN layer is correct, an input/weight pattern that yields all non-zero
output neurons without any overflow conditions would suffice, if we initialize all elements in
the output memory regions to 0. Finally, it is extremely unlikely for the effects of erroneous
data precision or pipeline configurations to be completely masked. For example, to verify
that the correct data precision is used in all computations, it is sufficient to ensure that each
output neuron, when computed using the correct data precision, differs from all other data
precision settings allowed in the accelerator. This can be satisfied with random patterns.

Requirement (5), on the other hand, is less straight-forward. Recall that control units
are solely responsible for data movement. Therefore, faults in MAC control units can only
result in an incorrect output neuron value through one of two ways: (a) the number of {input,
weight} pairs used to calculate the output neuron is larger or smaller; or (b) the weight /input
values used for computation are incorrect (e.g., if they are fetched from incorrect memory
locations).

To test against requirement (5), we leverage another key property associated with the

dataflow architecture of DL accelerators.
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Architecture Property (3): The control logic for DNN inputs and weights are inde-
pendent. In other words, a fault in the weight control logic will not cause errors in the input
control logic, and vice versa. (This is also true for input and weight datapath.)

Therefore, given an output neuron y which is calculated as shown in Eq. (1) in the
fault-free scenario, one or more permanent faults in the weight or input control logic would
cause the same output neuron to be calculated as ' in Eq. (2) or (3), respectively, if the
number of {input, weight} pairs used to compute the faulty neuron is < n (the size of the
weight kernel). Note that, the case where this number is less than n simply means that some
wé or x; values are zero. If this number is greater than the correct value, then at least one

more non-zero {input, weight} products will be added to ¥ in Eq. (2) and (3).

ny(in X w;)

2.1
f : activation function; n : the size of one weight kernel; (2.1)
x; /w; : input/weight values.
y = O mixw)
i (2.2)
w;, : differs from w; in Eq. (1) for at least one i.
Yy =FOQ @ xw)
i (2.3)

), : differs from z; in Eq. (1) for at least one i.
Leveraging Architecture Property (3), we prove that, given a DNN layer, as long as
the input/weight values of this layer satisfy the n-linearly-independent property specified in
Theorems 1 and 2, then all MAC control logic faults that can affect the output correctness

of this DNN layer will be detected.

Definition 1. InVec(y): a column vector of all input values used to calculate the output

neuron y, organized following the order of width, height, and channel indices.
19



Definition 2. WtVec(y): a column vector of all weight values used to calculate the output

neuron y, organized following the order of width, height, and channel indices.

Theorem 1. Given a DNN layer where the size of a weight kernel is n, construct an input
feature map with all non-zero values, such that for any given output neuron yg, 3 at least n—1
output neurons yi, ..., Yyn—1 where InVec(yg), ..., InVec(y,—_1) are all linearly independent of
each other. Such an input feature map is said to satisfy the n-linearly-independent property.
If the activation function is invertible, then executing the given DNN layer with such an
input feature map can detect all single and multiple permanent faults that affect the weight

control logic.

Proof. Form a linear system with n equations and n unknowns, where the equations are
Y0, --» Yn—1 as shown in Eq. (1), and the n weight values are treated as unknowns. Since
the parameters of these equations, i.e., InVec(yg), ..., InVec(y,,_1), are linearly independent
of each other and the activation function is invertible, there is a unique solution for the n
weight values. Also, for the case where the number of {input, weight} pairs is greater than
n, all weight values outside of the range of n must be 0 to satisfy all n equations. Thus,
when applying an input feature map that satisfies the n-linearly-independent property, if all
output neurons match the golden values, WtVec(y) must be equal to the golden WtVec(y)
V y. Therefore, the condition required in Eq. (2) is violated, which means that the weight

control logic functions correctly with respect to the given DNN. O

Similarly, we can construct weight kernels that satisfy the n-linearly-independent condi-

tion to cover all input control faults, as stated in Theorem 2.

Theorem 2. Given a DNN layer where the size of the weight kernel is n, construct n weight
kernels with all non-zero values, such that when expressing these weight kernels as column
vectors, they are all linearly independent of each other. If the activation function is invertible,

then executing the given layer with these n weight kernels, which requires the DNN layer to be
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executed ceil(weight kernel size | number of weight kernels) times, can detect all single and

multiple permanent faults that affect the input control logic.

Combining Theorems 1 and 2, DNN inputs and weights that both satisfy the n-linearly-
independent property can be used to detect weight and input control faults simultaneously
for any given DNN layer.

As we will show in our experiment results in Sec. 2.4.7, the n-linearly-independent prop-
erty can be satisfied using random patterns for various representative DNNs. Moreover, to
minimize in-field self-test time of these control units, the following test optimization can be
applied: given a DNN, if the dimension of a layer L1 subsumes that of another layer L2
— that is, the height, width, and number of channels of both the weights and inputs of L1
are greater than L2 — then it is only necessary to execute L1 using a functional test pattern
that satisfies the n-linearly-independent property to ensure that the input/weight values for
each output neuron in both L1 and L2 are correct, because WtVec(y)/InVec(y) in L2 is a
subspace of the corresponding vector in L1 Vy.

In summary, given a DNN, the steps for generating and applying MAC control unit

functional tests include:

e Select all unique layers in the DNN. Moreover, for each of these layers, its dimension

must not be subsumed by another layer.

e For all layers selected in step 1, create one or more input/weight patterns to cover the
follow conditions: (a) satisfy the n-linearly-independent property; (b) yield all positive
output neurons without any overflow conditions; and (c) are capable of verifying that

Requirements (2) and (3) are satisfied for all output neurons.

e For all unique DNN layers that are not selected in step 1, create one or more test pattern
that cover the following conditions: (a) yield all positive output neurons without any

overflow conditions; and (b) are capable of verifying that Requirements (2) and (3) are
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satisfied for all output neurons.

e Execute all unique layers using the {input, weight} patterns generated in previous

steps. A time-out detection mechanism should also be applied in this step.

e Check that all output neuron values match the golden values, and that the output

dimensions of all layers are correct.

2.4 Evaluation Methodology and Results

We use NVDLA along with various representative DNNs as a case study to demonstrate the
effectiveness of our functional test generation approach. Since digital DL accelerators share
many common features, we expect that our technique is applicable and effective for other

DL accelerators as well.

2.4.1 Stuck-at Faults in Compute Units

For all the compute units in NVDLA as shown in Fig. 2.1, we use Synopsys TestMax to
generate single stuck-at fault test patterns using the combinational ATPG setting. To min-
imize ATPG run-time, we first convert these compute units into purely combinational logic
by turning all pipeline registers into buffers. This conversion does not affect test coverage
because it preserves all faults given Architecture Property (1) discussed in Sec. 2.3. In ad-
dition, we hardwire all ‘valid” input signals to high to activate the compute units. We focus
on the 16-bit floating point (FP16) data precision.

Next, we provide the detailed algorithms that map ATPG patterns generated for each

compute unit to equivalent DNN test programs.
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Mapping CMAC compute’s ATPG patterns to DNNs

Recall from Sec. 2.2 that there are 16 parallel CMAC compute units in NVDLA. The map-
ping algorithm for these units is given in Algorithm 1, which is derived by reverse-engineering
NVDLA’s dataflow algorithm. Given ¢ ATPG patterns, each of which corresponds to 64 {in-
put,weight} pairs, we form ¢ identical DNNs (line 1). Each DNN corresponds to a different
ATPG pattern. The input tensor of each DNN is taken directly from the 64 input values in
the corresponding ATPG test pattern (line 4). There are 16 weight kernels per DNN (line
5). Each weight kernel has the shape 1 x 1 x 64 (line 3) and share the same values that
correspond to the 64 weight values in the ATPG pattern (line 6).

In Fig. 2.2, we demonstrate that executing one of these DNNs is equivalent to ap-
plying the corresponding ATPG pattern to all 16 CMAC compute units. According to
the dataflow algorithm, when executing this DNN its input vector is dispatched to all 16
CMAC _compute units. At the same time, each of the 16 weight kernels is sent to one of the
16 CMAC _compute units. Since all 16 weight kernels are identical, all 16 CMAC _compute
units simultaneously receive the same input and weight values from the corresponding ATPG
pattern, which is the desirable behavior. The output neurons of DNN [, which corresponds
to the test responses of all 16 CMAC units for ATPG pattern [, can be observed through the
internal buffer of CACC, which is discussed in the next section. Once retrieved, the actual

test responses are then compared with the golden responses.

Mapping CACC _compute’s ATPG patterns to DNNs

CACC receives the outputs of the 16 CMAC units (each of which is a 44-bit FP value) and
performs addition operations to accumulate subsequent CMAC outputs into 48-bit FP partial
sums. In NVDLA, multiple output neurons can be outstanding at the same time, and the
final sum of each neuron may take multiple cycles to generate. Therefore, CACC implements
an internal buffer to hold the partial sums that belong to multiple output neurons. When
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Algorithm 1: Mapping CMAC compute ATPG patterns to equivalent DNNs.
Input 1: ¢, the number of ATPG patterns.
Input 2: ins, a list of the ¢ input patterns generated by ATPG (64 input values per
pattern).
Input 3: wts, a list of the ¢ weight patterns generated by ATPG (64 weight values per
pattern).
1 for [ in range(t) do
input_tensor 1 = zeros(1, 1, 64);
wt_tensor 1 = zeros(1,1,64,16);
// Prepare the input tensor.
4 input_tensor 1]0,0,:] = insll[;
// Prepare the weight tensor.
for k in range(16) do
L wt_tensor 1[0,0,:,k|] = wts[l];

O;tput: t DNNs, where input_tensor | and wt_tensor 1 are the inputs and weights of
the 1th DNN.

the final sum is calculated for a given output neuron, it is then converted to a 32-bit FP
(FP32) value, and stored in CACC'’s delivery buffer to be delivered to the next pipeline stage
in the accelerator.

Here we assume that CACC’s internal buffer and delivery buffer are both directly ac-
cessible by software programs through debug features, since such features are commonly
supported in modern designs. Therefore, combinational ATPG can be used to generate test
patterns for CACC_compute. If this debug feature is not supported, the desired internal
buffer contents can be generated through accumulation operations over one or more cycles.

Using combinational ATPG, each test pattern for CACC _compute consists of 16 44-bit
values, corresponding to the outputs of 16 CMAC units, and 16 48-bit values, corresponding
to the internal buffer values to be added to each of the CMAC outputs. Since the internal
buffer is accessible by a DNN test program, the 16 48-bit values in each ATPG pattern can
be directly specified accordingly. To map the 16 44-bit values from each ATPG pattern
to the inputs of CACC__compute through a DNN test program, our technique first applies
Algorithm 2 to generate appropriate inputs to all 16 CMAC compute units so that their
outputs match the values specified in the ATPG pattern. Afterwards, the inputs of the

CMAC compute units can be mapped to equivalent DNNs following Algorithm 1 with one
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Figure 2.2: Illustration of Algorithm 1.
slight modification: the 16 weight kernels in each DNN are not required to be the same,

which allows each CMAC compute unit to produce different outputs to match the values
in each CACC__compute’s ATPG pattern.

Algorithm 2 first expresses each 44-bit value (f0,...,f15) as a sum of power-of-2 terms
according to the definition of the 44-bit FP datatype, i.e., f0 = sign0smant0Oy*2¢%0 + sign0x
mant0y * 2€01 + .. + sign0 * mant0sg * 2€038 . £15 = signl5 * mant15q * 2¢1%0 4 sign15 *
mant15y  2¢191 4 4 signl5 s« mant15sg * 261938 where sign0, ..., signl5 are the sign bits of
f0, ..., f15, mant0;, ..., mant15; are the ith mantissa bits of f0,..., f15, and e0;, ..., el5; are
the exponents corresponding to the ith mantissa bits of f0, ..., f15. This is done by storing
the value of ej; in exp array[j, ] if the corresponding mantissa bit is not zero, and all the
sign bits in the sign_array (lines 6-12).

Next, since the number of mantissa bits (39, including the mantissa’s implicit leading
bit) of a 44-bit FP value is smaller than 64 (i.e., the number of {input, weight} pairs in
the input of a CMAC_compute unit), we express each power-of-2 term (sign0 x mant0; *

2¢Vi . signlb * mantlh; * 2el5i) as the product of a FP16 input value and a FP16 weight
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value, such that sign0 x mant0; * 2¢0i = gign0 x 2P0 « 2w0i  sign15 x mantl5;  2¢1% =

signlb * 2P1% 4 2w15i  Tines 13-26 in Algorithm 2 show how the exact values of p0;, ...p15;
and w0, ..., wlhH; are determined. Two considerations in our algorithm are worth noting.
First, given the dataflow algorithm that in the same cycle, the same inputs are sent to all
16 CMAC units, p0;, ..., pl5; must be equal for all 2. The shared input exponent value is
represented using sft in the algorithm. Second, due to space limitations, we do not show
the cases where (1) a single power-of-2 term exceeds the dynamic range of the product of
two FP16 values, and (2) there exist two exponents in the same row of exp array whose
difference exceeds the difference between the minimal and maximal exponents of FP16 (lines
17-18), which require a more complex iterative process. Actually, by taking advantage of
the Application Property discussed in Sec. 2.3.2, these cases may be safely omitted since
they correspond to very large output neuron values or very large input/weight values that
are extremely unlikely to appear in today’s DNN workloads.

Combining Algorithms 2 and 1, a set of DNN test programs, one per ATPG pattern,
are generated for CACC __compute. When a test DNN is executed, the 16 44-bit FP values
in the corresponding ATPG pattern are applied to the corresponding input ports of the
CACC _compute unit. Moreover, at the first cycle when each DNN is executed, the 16 48-
bit FP values in the same ATPG pattern are also loaded to the appropriate internal buffer
address (the first entry in internal buffer bank 0 given the structures of the test DNNs) so
that the accumulation operations are performed as intended, as shown in Fig. 2.3.

To observe the test responses produced by CACC _compute, we retrieve the outputs of
CACC_compute directly from CACC’s delivery buffer. Otherwise, the outputs of CACC
will be converted from FP32 to FP16 in SDP. Although such precision conversion does not
affect functional test coverage, avoiding this conversion improves observability. For the same
reason, we obtain the test responses of the CMAC _compute units directly from the CACC’s

internal buffer to maximize observability, which is possible by initializing the internal buffer
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contents to all 0’s when executing the DNN test programs for the CMAC _compute units.

Algorithm 2: Mapping CACC _compute’s ATPG patterns to CMAC _compute inputs.
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Input: cacc_data, one ATPG pattern for CACC__compute, which consists of 16 44-bit
values.

exp fp44 = 6, mant fp44 = 38;

min_exp_ fpl6 = -24, max_exp_ fpl6 = 15;

o_input = zeros(64); o weight = zeros(16, 64);

exp array — Nones(mant fp44-+1, 16);

sign _array = zeros(16);

for i in range(16) do

// Derive the correct sign bit, exponent bits and mantissa bits for a 44-bit floating
point value

sign_arrayl[i], exp, mants = DERIVE SIGN EXP MANTS(cacc_ datali]);
mants.INSERT FRONT(ZERO(exp)? 0 : 1);

e = exp — (262P_IP¥=1 _ 1) — ZERO(exp)?1 : 0;

// Specify the power-of-2 exponent for all non-zero mantissa bits

for j in range(mant_fp44+1) do

L if mantsfj| /= 0 then

| exp_arrayli] — e -

// Represent each power-of-2 term in each FP44 value as the product of two FP16 values
for j in range(mant_fp44+1) do
// The exponent of a FP16 input value shared by 16 CMAC units
sft = None;
if ALL NONE(exp arrayfj,:]) or (min(exp_arrayfj,:]) > min_exp fpl6 and
mazx(exp_arrayfj,:]) < maz_exp_fp16) then
sft = 0;
else if maz(exp_arrayfj,:]) - min(exp_arrayfj,:]) > mazx_exp fpl6 - min_exp fpl6
or min(exp arrayfj,:]) < 2 * min_exp fpl6 or maz(exp arrayfj,:]) > 2 *
maz_exp_ fpl6 then
| EXIT();
else if min(exp arrayfj,:]) < min_exp fp16 then
‘ sft = min(exp array[j,:]) - min_exp fpl6;
else
L sft = max(exp arrayl|j,:]) - max_exp fpl6;
o_input[j] = FP16(257t);
for i in range(16) do
if exp arrayfj,i] I= None then
L L o_weight[i, j] = FP16((sign_array[i]? — 1 : 1)  26ep_orraylii=sfty.

Ozltput 1: o_input, a list of 64 FP16 values used as the DNN inputs for all CMAC units.
Output 2: o_weight, 16 lists of 64 FP16 values, each of which is used as the DNN weights
for each CMAC unit.
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Mapping SDP compute’s ATPG patterns to a DNN

For SDP, we perform ATPG for four different sub-units separately: precision conversion unit
(which converts each CACC output from FP32 to FP16), ReLU unit (which implements the
ReLU activation function), addition unit (for bias addition, element-wise matrix addition,
and batch normalization), and multiply unit (for element-wise matrix multiplication and

batch normalization).

CMAC output Internal buffer values
Pattern 1 (7 ////////////////////////// 7
patternt AW &
16
16 16
— Delivery
DNN1 w - ' » buffer

Bank 3 %

16 16 16
Delive
DNN't @ + Banko % == buffer

;
CMAC output : Internal buffer entries
[1,1,16] 1 [1,1,16] for each entry

Figure 2.3: Illustration of CACC _compute’s operations for the DNN test pro-
grams generated by Algorithms 2 and 1.

Each SDP sub-unit takes 16 FP32 values from the outputs of CACC as its inputs. There-
fore, each ATPG pattern for a SDP sub-unit includes 16 32-bit values. In NVDLA, the
accelerator pipeline can be configured so that the outputs of CACC can be directly con-
nected to any SDP sub-unit. As such, the same mapping algorithm is applicable to all SDP
sub-units, which requires the 16 values in each ATPG pattern to be mapped as the outputs
of CACC. However, this cannot be done by simply writing the values to CACC’s delivery
buffer, which holds the outputs of CACC. This is because, in order for CACC to actually
deliver the outputs to a SDP sub-unit, the control signals in CACC must indicate that the

outputs are ready, but a software program cannot specify the values in these control signals
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directly. Instead, we define a dummy DNN where all inputs and outputs are 0. During
the execution of this dummy DNN, the delivery buffer of CACC is also initialized with the
values specified in each ATPG pattern generated for a SDP sub-unit, which is equivalent to
applying the ATPG pattern to this SDP sub-unit.

The detailed algorithm is shown in Algorithm 3. Given ¢ total ATPG patterns for a SDP
sub-unit, the algorithm generates a dummy DNN that follows the same structure as the
DNNs generated in Algorithm 1: there is one layer in the dummy DNN. The input tensor
shape is 1 x 1 x 64, and the weight tensor shape is 1 x 1 x 64 x 16 (lines 3-4). The dummy
DNN is executed t times to apply the ¢t ATPG patterns. At the first cycle when the dummy
DNN is executed to apply one pattern, we load the appropriate entry in CACC’s delivery
buffer (which is the first entry in bank 0 given the structure of the dummy DNN) with the
16 32-bit values obtained from the corresponding ATPG pattern (line 6).

The test responses from all SDP sub-units are observed from on-chip memory through
SDP’s output interface. Note that, the outputs of the ReL U unit, addition unit, and multiply
unit all need to undergo FP32 to FP16 conversion before they are stored in memory, and

our ATPG results reflect any loss of observability due to this conversion.

Algorithm 3: Mapping ATPG patterns of the sub-units in SDP__compute to equivalent
test programs.
Input: sdp_ins, a set of ¢t ATPG patterns for a SDP sub-unit.
buffer seq = [[;
addr_bank = 0, addr__entry = 0;
input_tensor = zeros(1, 1, 64);
wt_tensor = zeros(1, 1, 64, 16);
for [ in range(t) do
L buffer seq.PUSH BACK([l, sdp_ins[l], [addr_bank, addr _entry]]);

Output 1: a dummy DNN, where input_tensor and wt_tensor are the inputs and weights.

Output 2: buffer seq, a sequence of [I,val, addr] to indicate that when executing the
dummy DNN to apply the i{th ATPG pattern, the delivery buffer address addr should be
loaded with value val.

[ N N
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Mapping PDP compute’s ATPG patterns to a DNN

The PDP unit implements pooling operations, and it supports standalone pooling layers.
In our case study, we generate ATPG patterns for the max pooling compute unit (called
pooling  MAX), which implements the max function given two operands. FEach operand
contains four FP16 values belonging to four consecutive input channels, so the max values for
4 channels are obtained at the same time. There are multiple instances of the pooling  MAX
unit in NVDLA, which can be configured in different ways to support different pooling layer
sizes. Due to space constraints and presentation clarity, we use 2x2 max pooling with
stride=2, a common pooling layer in representative DNNs, to demonstrate our algorithm.
The idea of our algorithm can be extended to other pooling configurations.

To support 2x2 max pooling with stride=2, two pooling MAX units are used: one
computes the row-wise pooling result for each row in two clock cycles, and is referred to
as the 1d pooling  MAX wunit; and the other, called the 2d pooling MAX wunit, receives the
pooling result in each row and returns the max of the two in the third cycle. Our algorithm
(Algorithm 4) maps the ATPG patterns to one DNN layer with dimensions 2k in x4w _in X
4, where h_in and w__in can be any values that satisfy h_in x w_in > ¢, and ¢ is the total
number of ATPG patterns. The exact choice of h_in and w__in values does not affect the
performance of this DNN. In our algorithm, we use the square root of ¢ to derive h_in and
w_in (lines 1-2). For each ATPG pattern, the algorithm uses a 2 x 4 x 4 region in the input
tensor to test both the 1d and 2d pooling MAX units (lines 11-14), so that the same set of
ATPG patterns are applied to both units. The test responses can be directly observed as

the output of this pooling layer. We illustrate this algorithm in Fig. 4.

2.4.2  Transition Faults in Compute Units

The high-level functional test generation flow for transition faults is similar to that for stuck-
at faults. The difference between stuck-at and transition tests is that, for stuck-at tests, each
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Algorithm 4: Mapping PDP _compute ATPG patterns to a DNN.
Input: pdp_ins, a set of t ATPG patterns for the 2x2 max pooling function with stride=2.

1 h in = ceil(sqrt(t));
2 w_in = ceil(t / h_in);
3 input_tensor = zeros(2* h_in, 4* w_in, 4);
4 for i in range(h_in) do
5 for j in range(w_in) do
6 if i *w_in + 5> t then
7 L break;
8 else
9 dat0 = pdp_ins[i * w_in + j][0];
10 datl = pdp_ins[i * w_in + j|[1];
// Test the row-wise pooling  MAX unit
11 input_tensor[2 * i, 4 * j, :| = dat0;
12 input_tensor[2 *1i, 4 * j + 1, :] = datl;
// Test the pooling MAX unit across rows
13 input_tensor[2 * i, 4 * j + 2, :] = dat0;
14 input_tensor[2 *1i+4 1,4 *j + 2, :| = datl,

Ozltput: a DNN with one 2x2 pooling layer with stride=2. The input of the DNN is
input_ tensor.

ATPG pattern requires one cycle to launch the pattern, and the test response is captured at
the end of the cycle. In contrast, for transition tests, test application spans two consecutive
cycles. In each cycle, different values are assigned to all input signals of the corresponding
compute unit to trigger 1-to-0 or 0-to-1 transitions in various circuit nodes. To check if a
test pattern passes, the primary outputs of the compute unit is compared against the golden
response at the end of the second cycle.

To extend our functional in-field self-test generation approach to support transition tests,
we develop the detailed algorithms that map the two-cycle transition ATPG patterns for each

compute unit to equivalent DNN test programs, as discussed below.

2.4.83 Mapping CMAC _compute’s transition ATPG patterns to DNNs

The mapping algorithm for these units is derived by reverse-engineering NVDLA’s dataflow /reuse
algorithm (shown in Fig. 2.1): each CMAC_compute unit calculates the products of 64 {in-

put, weight} pairs, and outputs the sum of the 64 products. Each CMAC compute unit
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operates on a different weight kernels, and each weight kernel is re-used for 16 cycles in each
CMAC _compute unit. On the other hand, the same DNN inputs are dispatched to all 16
CMAC units, but a new set of input values are fetched each cycle.

While the input values can change once every cycle, changes in the weight values can
only occur once every 16 cycles because each weight kernel is re-used for 16 cycles. Our
algorithm (shown in Algorithm 5) takes this restriction into account.

Given t transition test patterns, each of which consists of two sets of 64 {input,weight}
pairs to be applied across two consecutive cycles, the algorithm forms ¢ DNNs (line 1), each
of which corresponds to one ATPG pattern. The size of the input tensor of each DNN is
4 x 5 x 64 (line 2). Assuming that there is no padding, this is the smallest input tensor size
that requires more than 16 cycles of computation to allow the weight values to transition at
least once. As shown in Fig. 2.4 (lines 4-5 in Algorithm 5), the 64 input values from cycle
1 of the ATPG pattern are placed in row 3, column 3 of the input tensor, corresponding to
the positions that will be referenced in cycle 16 of the DNN execution!. For the input values
from cycle 2 of the ATPG pattern, they are placed in row 0 and column 1, so these values
will be used in cycle 17 of the DNN execution. All other values in the input tensor are 0. In
terms of weights, there are 16 identical weight kernels in the DNN. The size of each weight
kernel is 1 x 2 x 64 to hold the two-cycle weight values in the ATPG pattern (lines 3, 7-8).
As shown in Fig. 2.4, during cycles 1-16 of the DNN execution, the first 4 x 4 x 64 input
tensor is convoluted with the first 1 x 1 x 64 weight tensor for all 16 weight kernels through
parallel execution of the 16 CMAC compute units (following NVIDIA’s reuse algorithm).
Specifically, at cycle 16, the 64 {input, weight} pairs specified in the first cycle of the ATPG
pattern are deployed to all 16 CMAC compute units. At the 17th cycle, changes in both
input and weight values occur, which is equivalent to applying the 64 {input, weight} pairs

specified in the second cycle of the ATPG pattern to all 16 CMAC compute units.

1. For clarity, the cycle numbers of DNN execution are specified with respect to the individual compute
unit, i.e., ignoring prior pipeline stages in the accelerator, in this section.
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To check if this test passes, we just need to retrieve the partial sums generated at cycle 17
(in positions [0, 0,0 : 15] of the output tensor), which correspond to the actual test response
from all 16 CMAC _compute units, because the partial sums in these output positions are
all 0 prior to cycle 17. These values can be observed through CACC’s internal buffer?, and

then compared with the golden responses.

Algorithm 5: Mapping CMAC compute’s transition ATPG patterns to equivalent
DNNs.
Input 1: ¢, the number of ATPG patterns.
Input 2: ins, a list of the ¢ input patterns generated by ATPG.
Input 3: wts, a list of the t weight patterns generated by ATPG.
for [ in range(t) do
input_tensor 1 = zeros(4, 5, 64);
wt_tensor 1 = zeros(1,2,64,16);
// Prepare the input tensor.
input_ tensor 1[3,3,:] = insll]|0];
5 input_ tensor_1[0,1,:] = ins|l|[1];
// Prepare the weight tensor.
for k in range(16) do
wt_tensor 1[0,0,:k] = wts[l][0];
L wt_tensor 1[0,1,:,k|] = wts[l][1];

N =

Output: t DNNs, where input_tensor 1 and wt_tensor 1 are the inputs and weights of
the Ith DNN. Each DNN performs convolution operations for input_tensor 1 and
wt_tensor I

2.4.4  Mapping CACC _compute’s transition ATPG patterns to DNNs

Each transition ATPG pattern for CACC _compute consists of two inputs for each of the
two cycles: (1) 16 44-bit FP values, corresponding to the outputs of the 16 CMAC units,
and 16 48-bit FP values, corresponding to the internal buffer values to be added to each
of the CMAC outputs. The element-wise addition of these two inputs are computed by
CACC __compute each cycle.

For each ATPG pattern, the corresponding DNN test program for CACC _compute is

2. We follow the same assumption as [34] that the buffers in DL accelerators are accessible by test
programs.
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CMAC_compute's transition ATPG Patterns
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Figure 2.4: Illustration on why applying the DNN generated by Algorithm 5
is equivalent to applying the corresponding transition ATPG pattern for
CMAC compute.

the smallest DNN that takes 2 cycles to execute, as illustrated in Figure 2.5. Since the
internal buffer of CACC__compute is accessible by test programs, the 48-bit FP values can
be directly loaded to the internal buffer. During cycle 1 (2), the 16 values in {bank 0 (1),
address 0} of the internal buffer are accumulated with the 16 CMAC outputs. Therefore, we
assign the 48-bit FP values from the first (second) cycle of a transition ATPG pattern into
{bank 0 (1), address 0} of the internal buffer.

For the outputs of CMAC _compute to match the 44-bit FP values specified in the ATPG
pattern for two consecutive cycles, our technique first applies Algorithm 2. For the cycle-1
values, Algorithm 2 reversely map each of the 16x 44-bit FP values into 64x {input, weight}
pairs, which serve as the inputs to one CMAC__compute unit (lines 6-25). This part of the

algorithm is exactly as the same as Algorithm 2: each 44-bit FP value is first expressed as
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a sum of power-of-2 terms according to the definition of the 44-bit FP datatype, which can
then be expressed as the product of two 16-bit floating point values (following lines 13-25 in
Algorithm 2).

The same process also applies to the 16x 44-bit floating values from cycle 2 of the ATPG
pattern (that’s why lines 6-12 in Algorithm 2 are looped twice, and lines 26-28 are added,
compared to Algorithm 2). However, For the second cycle, we fix the weight values to be
exactly the same as the ones in the first cycle, and then determine the corresponding input
values accordingly (lines 26-28). The reason why we fix the weight values across the two
cycles is because, when mapping CMAC compute inputs to equivalent DNNs, we must
take NVDLA’s dataflow restriction into account, which only allows the weight values of each
CMAC _compute unit to change at most once every 16 cycles. Thus, fixing the weight values
minimizes test time. Given the fixed weight values, it is possible that we cannot generate
input values such that the corresponding CMAC compute outputs match the 44-bit FP
values specified in the second cycle of the ATPG pattern (line 26). However, these cases can
only occur if the output neuron values or input/weight values are extremely large, which is
extremely unlikely to appear in today’s DNN workloads.

After applying Algorithm 2, Algorithm 7 is used to map the two sets of 64x {input,
weight} pairs (with the same weight values) for all 16 CMAC compute units into an equiv-
alent DNN. The high-level idea of Algorithm 7 is the same as Algorithm 5, except that: (1)
the weight values for each CMAC compute unit can be different; (2) the size of the input
tensor of the DNN is 1 x 2 x 64 (instead of 4 x 5 x 64), because the weight values in each
CMAC _compute unit do not need to change.

Combining Algorithms 2 and 7, a set of DNN test programs, one per transition ATPG
pattern, are generated for CACC _compute, as illustrated in Fig. 2.5. When a DNN test
program generated by these two algorithms is executed, the 16x 44-bit FP values in the corre-

sponding ATPG pattern are applied to the corresponding input ports of the CACC__compute
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unit in two consecutive cycles. Moreover, the two sets of 16x 48-bit FP values in the same
ATPG pattern are also loaded into the appropriate internal buffer addresses (lines 11-12 in
Algorithm 7), so that the accumulation operations are performed as intended. To observe the
test responses, we retrieve the outputs of CACC _compute directly from CACC’s delivery

buffer.

CACC_compute's transition ATPG Patterns
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Figure 2.5: Illustration on why applying the DNN generated by Algorithms 6
and 7 is equivalent to applying the corresponding transition ATPG pattern for
CACC __compute.

2.4.5 Mapping SDP_compute’s transition ATPG patterns to functional test

programs

We focus on four major sub-units in SDP_compute, similar to Algorithm 3: (1) the precision
conversion unit; (2) the ReLU activation function unit; (3) the addition unit (which is used

to perform bias addition, element-wise matrix addition, and batch normalization); and (4)
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Algorithm 6: Mapping CACC__compute’s transition ATPG pattern to CMAC _compute
inputs.
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Input: cacc_data, one ATPG pattern for CACC _compute
exp fp44d = 6, mant fp44 = 38;
min_exp fpl6 = -24, max_exp_ fpl6 = 15;
o_input = zeros(2, 64); o weight = zeros(16, 64);
exp array = Nones(2, mant_fp44+41, 16); sign array = zeros(2, 16);
for i in range(2) do
for j in range(16) do
// Derive the correct sign bit, exponent bits and mantissa bits for a 44-bit floating

point value
sign_arrayli|[j|, exp, mants = DERIVE SIGN EXP MANTS(cacc_datali|[j]);
mants.INSERT FRONT(ZERO(exp)? 0 : 1);
e = exp — (262P_IP¥=1 _ 1) — ZERO(exp)?1 : 0;
// Specify the power-of-2 exponent for all non-zero mantissa bits
for k in range(mant_fp44+1) do

if mantsfk] = 0 then
L exp_array[ik,j] = e-k;

// Represent each power-of-2 term in each FP44 value as the product of two FP16 values
for j in range(mant_fp44+1) do
// The exponent of a FP16 input value shared by 16 CMAC units
sft = None;
if ALL NONE(exp arrayf0, j,:]) or (min(exp arrayl0, j,:]) > min_exp fpl6
and maz(exp arrayl0, j,:/) < max_exp fpl16) then
‘ sft = 0;
else if mazx(exp arrayl0, j,:]) - min(exp _arrayl0, j,:/) > max_exp fpl6 -
min_exp fpl6 or min(exp_arrayl0, 3,:[) < 2 * min_exp_ fpl6 or
mazx(exp_arrayl0, j,:]) > 2 * mazx_exp fpl6 then
| EXIT();
else if min(exp arrayf0, j,:]) < min_exp fp16 then
‘ sft = min(exp _array|0, j,:]) - min_exp fpl6;
else
L sft = max(exp array|0, j,:]) - max_exp fpl6;
o_input[0, j] = FP16(257");
for i in range(16) do
if exp arrayf0,5,i] I= None then
o_weight[i, j] = FP16((sign_array[0,]? — 1 : 1) % 262P_arrayl0.5.i=sft).
if exp array/1,j,i] - exp_array[0,5,i] + sft > mazx_exp fpl6 or
exp array[1,j,i - exp_arrayl0,j,i] + sft < min_exp fpl6 then
| EXIT();
o_input[l,j] = FP16((sign_array[l,i] XOR sign_array[0,i]? —1:
1) * Qempiarray[l,j,i]—e:cpiarray[o,j,i}—l-sft)

)

Output 1: o_input, FP16 values used as CMAC _compute inputs with shape 2 x 64.
Positions [0,0 : 63] are used in the first cycle, positions [1,0 : 63] are used in the second
cycle.

Output 2: o weight, FP16 values used as C%ZAC weights with shape 16 x 64. Each 64x
values are used by each CMAC _compute units in both cycles.




Algorithm 7: Mapping the outputs of Algorithm 7 to equivalent DNNs.
Input 1: ¢, the number of ATPG patterns.
Input 2: ins, a list of the ¢ input patterns generated by Algorithm 6.
Input 3: wts, a list of the t weight patterns generated by Algorithm 6.
Input 4: buffer ins, a list of t internal buffer patterns generated by ATPG.

1 buffer seq = [|;
2 addr_bank 0 =0, addr_entry 0 = 0;
3 addr_bank 1 =1, addr_entry 1 =0;
4 for [ in range(t) do
5 input_tensor 1 = zeros(1, 2, 64);
6 wt_tensor 1 = zeros(1,1,64,16);
// Prepare the input tensor.
7 input_tensor 1[0,0,:] = ins[1][0];
8 input_ tensor 1[0,1,:] = insll|[1];

// Prepare the weight tensor.

9 for k in range(16) do

10 L wt_tensor 1[0,0,:,:] = transpose(wts);

// Prepare internal buffer values.

11 buffer seq.PUSH BACK([l, buffer insl[l|[0], [addr bank 0, addr_ entry 0]]);
12 buffer seq.PUSH BACK([l, buffer ins|l|[1], [addr bank 1, addr entry 1|]);

Output 1: t DNNs, where input_tensor 1 and wt_tensor 1 are the inputs and weights of
the 1th DNN. Convolution operations are performed using input tensor | and
wt__tensor | for each DNN.

Output 2: buffer seq, a sequence of [I,val, addr] to indicate that when executing the th
DNN for the Iith ATPG pattern, the internal buffer address addr should be loaded with
value val.

the multiplication unit (which is used to perform element-wise matrix multiplication and
batch normalization). Combinational ATPG patterns are generated for each sub-unit.

In NVDLA, the outputs of CACC (16x FP32 values) can be configured to directly connect
to any SDP sub-unit. As such, the same mapping algorithm is applicable to all SDP sub-
units, which requires two sets of 16x FP32 values in each ATPG pattern to be mapped as
the outputs of CACC across two cycles.

The algorithm that maps one transition ATPG pattern is equivalent to mapping two
stuck-at ATPG patterns in two consecutive cycles (following Algorithm 8): we define a
dummy DNN where all inputs and outputs are 0. The purpose of the dummy DNN is
to activate the SDP such that at least two cycles of operations in a SDP sub-unit can be

performed, while preventing the system from scheduling other workloads into the accelerator.
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The smallest dummy DNN that can fulfill this purpose consists of one layer, and the size of
the input/weight tensor is 1 x 2 x 64 and 1 x 1 x 64 x 16, respectively (lines 4-5). During the
execution of this dummy DNN, the appropriate entries in CACC’s delivery buffer are loaded
with the values specified in each ATPG pattern generated for a SDP sub-unit (lines 7-8 in
Algorithm 8), which is equivalent to applying the ATPG pattern to the SDP sub-unit. The

test responses from all SDP sub-units are observed from on-chip memories.

Algorithm 8: Mapping transition ATPG patterns of the sub-units in SDP _compute to
equivalent test programs.

Input: sdp_ins, a set of ¢ transition ATPG patterns for a SDP sub-unit.
buffer seq = |[|;
addr_bank 0 =0, addr_entry 0 = O;
addr_bank 1 =1, addr_entry 1 = 0;
input_ tensor = zeros(1, 2, 64);
wt_tensor = zeros(1, 1, 64, 16);
for [ in range(t) do
buffer seq.PUSH BACK([l, sdp_ins[l]|0], [addr_bank 0, addr_entry 0]]);
L buffer seq.PUSH BACK([l, sdp_ins|l][1], [addr_bank 1, addr_entry 1]]);
Output 1: a dummy DNN, where input_tensor and wt_tensor are the inputs and weights.
Output 2: buffer seq, a sequence of [I,val, addr] to indicate that when executing the
dummy DNN to apply the ith ATPG pattern, the delivery buffer address addr should be
loaded with value val.

W g O R W N

2.4.6 Mapping PDP_compute’s transition ATPG patterns to a DNN

In our case study, we focus on 2x2 max pooling with stride=2, which is commonly used in
various representative DNNs (our algorithm can be extended to other pooling operations).
Three pooling  MAX units are used in this case: two of them (referred to as the 1d pool-
ing. MAX units) performs the row-wise max pooling operations for two rows of the pooling
layer input in one clock cycle; and the third unit (referred to as the 2d pooling  MAX unit)
receives the pooling result in each row and returns the max of the two in the second cycle.
Each pooling MAX unit takes two consecutive operands in the input tensor as inputs, where

each operand contains four 16-bit floating-point values from four consecutive input channels.
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Algorithm 9 shows how all transition ATPG patterns for the pooling MAX unit can
be mapped to one DNN max pooling layer, which allows the patterns to be applied to all
three pooling  MAX units. The size of this layer is 2h_in x 12w __in X 4, where h__in and
w__in can be any values that satisfy A _in x w_in > t, and t is the total number of ATPG
patterns. The exact choice of h_in and w__in values does not affect the performance of this
DNN. In our algorithm, we use the square root of t to derive h_in and w_in (lines 1-2).

For each ATPG pattern, the algorithm uses two 2 X 4 x 4 regions in the input tensor to
test the two 1d pooling  MAX units (lines 11-14), as shown in Fig. 2.6, across four cycles.
The next 2 x 4 x 4 region of the DNN is used to test the 2d pooling  MAX unit (lines 15-16).

Such a 2 x 12 x 4 region is repeated ¢ time to cover all ATPG patterns.

Algorithm 9: Mapping PDP _compute’s transition ATPG patterns to a DNN.
Input: pdp_ins, a set of t ATPG patterns for the pooling  MAX unit.

1 h_in = ceil(sqrt(t));
2 w_in = ceil(t / h_in);
3 input_tensor = zeros(2 * h_in, 12 * w_in, 4);
a4 for i in range(h_in) do
5 for j in range(w_in) do
6 if i *w_in + 5>t then
7 L break;
8 else
9 cycle0 _dat = pdp_ins[i * w_in + j|[0,:];
10 cyclel dat = pdp_ins|i * w_in + j||1,];
// Test the first 1d pooling  MAX unit
11 input_ tensor[2*i, 4%j : 4*%j+2, :| = cycle0 dat;
12 input_tensor[2*i, 4%j+2 : 4*j+4, :| = cyclel dat;
// Test the second 1d pooling  MAX unit
13 input_tensor[2¥i+1, 4%j+3 : 4%j+5, :| = cycle0 dat;
14 input_ tensor[2*i+1, 4%j+5 : 4%j47, :| = cyclel dat;
// Test the 2d pooling  MAX unit
15 input_tensor[2*i : 2*i+2, 4*j+8, :] = cycle0 dat;
16 input_ tensor[2*i : 2*i+2, 4*j410, :] = cyclel dat;

O;tput: a DNN with one 2x2 pooling layer with stride=2. The input of the DNN is
input_tensor.
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PDP_compute's transition ATPG Patterns
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Cycle i: 2x 1d pooling_MAX units; Cycle i+1: 1x 2d pooling_MAX unit; uses
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Pooling input [h,w,4], . Pooling output [h',w",4],
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Cycles 3-4: apply test pattern 1 to the second 1d pooling_MAX unit,
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Figure 2.6: Illustration on why applying the DNIN generated by Algorithm 9 is
equivalent to applying all transition ATPG patterns to all pooling max units.

2.4.7 Control Units

To generate the input/weight patterns that satisfy the n-linearly-independent property for
a given DNN layer, our methodology is to generate random input and weight values, and
then check if this condition is met. If not, we may discard the current values and try again.
Alternatively, we may manually tweak the pattern such that the n-linearly-independent
condition is satisfied.

Note that, in Theorems 1 and 2, the activation function must be invertible. However,
ReLU, which is commonly used as the activation function in many state-of-the-art DNNs,

is not invertible. Fortunately, ReLU is invertible for all positive input values. Therefore, we
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Figure 2.7: Illustration of Algorithm 9.

only use positive input and weight values. We also carefully choose a range for inputs/weights
such that the maximum output neuron value does not exceed the dynamic range of the DNN’s
data precision type.

We evaluate the methodology discussed above using the largest layer of two represen-
tative DNNs: GoogleNet and Yolo[35, 36]. We run 100 Matlab experiments to randomly
generate the inputs/weights of each workload. All input/weight values satisfy the n-linearly-
independent condition check on the first try. Moreover, we verify that these patterns can also

be used to test other conditions such as correct data precision and pipeline configurations.

2.4.8 FEvaluation Results and Discussions

In this section, we present the test coverage, test time, and test storage results to demonstrate

the effectiveness and practicality of our functional test generation approach.

2.4.9 In-Field Self-Test Coverage

We perform combinational ATPG on various compute units in NVDLA using the Synopsys
TestMax tool. The transition test coverage results for the compute units are presented
in Table 2.1. We report both the test coverage obtained from the ATPG tool, as well as

functional test coverage, which is defined as the percentage of detected faults out of the
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total number of faults that are detectable using functional tests. We also include the stuck-
at test coverage results. The test coverage is very high: 99.8% for stuck-at, and 98.8% for
transition. Combined with the test coverage results for control units (100% for both stuck-at

and transition), overall >99.9% stuck-at and >99.0% transition coverage is achieved.

Table 2.1: Test coverage results for NVDLA. Fault models: single stuck-at faults
and transition faults for compute units; single-variable control faults for control
units.

Num. of Test coverage Functional
Modules Fault test coverage
auis Transition | Stuck-at | Transition | Stuck-at
CMAC_ 9187872 99.0% 99.8% 99.0% 99.8%
compute
CACC_ 286272 98.2% 98.9% 99.1% 99.9%
compute
SDP
- 625662 91.6% 96.3% 95.1% 99.9%
compute
PDP_ 1944 100% 100% 100% 100%
compute
Overall
(compute | 10101750 98.5% 99.6% 98.8% 99.8%
units)
MAC
control Functional test coverage = 100%
units

2.4.10 In-Field Self-Test Time Results

To obtain the in-field self-test time for the compute units in NVDLA, we first apply Al-
gorithms 1-5 to create DNN test programs. Next, for the DNN test programs generated
for CMAC compute, CACC_compute, and SDP_ compute, we obtain the run-time of
each DNN through RTL simulation, and apply a 3-cycle configuration time per DNN. For
CMAC _compute, we also stop the execution of each DNN as soon as the 17th partial sum in

each output channel (which corresponds to the actual test response) is generated and stored
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in CACC'’s internal buffer to minimize test time. For the DNN test programs generated for
PDP _compute, since its run time is dominated by memory access time, we use NVDLA’s
performance evaluation tool [37] to estimate its total execution time.

In Table 2.2, we summarize the key characteristics of the DNN test programs generated
for each compute unit, and report their run time results (assuming a 2.5GHz clock). The
total in-field self-test time is 0.44ms for the transition functional tests. We also include the
test time results for the stuck-at tests in Table 2.2, and the total run time for the stuck-at
tests is 0.14ms.

For all compute units, the test time of transition tests is higher than that of stuck-at
tests, because it takes at least two clock cycles to detect transition faults, compared to only
one cycle for stuck-at faults. Specifically, for the CMAC _compute unit, it takes 17 cycles
to induce a transition in each test pattern. As discussed in Sec. 3, this is because varying
input and weight values across two consecutive cycles can only occur once every 16 cycles, as
constrained by NVDLA’s reuse algorithm. If NVDLA allows both input and weight values to
change every cycle, the transition functional test time for CMAC compute can be reduced
to 0.1ms.

We also consider the test time for NVDLA’s control units (the control units are depicted
in Fig. 2.1). The time to apply functional tests on control units depends on the DNNs
that are currently deployed, because different layers in the DNNs themselves are used as
the functional test programs. These tests can detect all single-variable-type fault models
(including the single stuck-at and transition fault models). Therefore, the transition test
time for the control units is the same as the stuck-at test time (reproduced in Table 2.3).

In Table 2.3, we also summarize the total in-field self-test time (i.e., compute unit test
time + control unit test time), assuming that the DNN currently deployed is one of four
representative DNNs: GoogleNet, YOLOv3, DenseNet, and EfficientNet B2. The total

transition test time ranges from 2.36ms-17.27ms across the different DNNs. The total test
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Table 2.2: Functional in-field self-test time results for the compute units in
NVDLA (clock frequency = 2.5GHz).

Num. Num. Test
C?:Eﬁ:te ATPG | equivalent (]?iiljnl?(})’ri time
patterns DNNs (ms)
Transition tests
CMAC Input: 4 x 5 x 64
compute SU10 3010 Weight: 1 x 2 x 64 x 16 039
CACC _
compute 549 o4 Input: 1 x 2 x 64 0.02
SDP 3943 | Weight: 1 x 1 x 64 x 16 0.02
compute
PDP_ 61 1 Input: 16 x 96 x 4 0.01
compute
Total 6863 N/A N/A 0.44
Stuck-at tests
CMAC_ 5802 5802 0.093
compute
CACC _ Input: 1 x 1 x 64
compute 457 457 Weight: 1 x 1 x 64 x 16 0.007
SDP_ 2293 1 0.037
compute
PDP_ o6 1 Input: 14 x 32 x 4 le-5
compute
Total 8608 N/A N/A 0.137

time for the transition tests is similar to that for the stuck-at tests, because test time for the
control units dominates overall test time and is the same for both stuck-at and transition
tests.

If a 0-to-1 (or 1-to-0) transition fault is detected, then the corresponding stuck-at-0 (or
stuck-at-1) fault is detected as well. Thus, by applying transition tests, high stuck-at test
coverage is also achieved. The coverage gap between stuck-at and transition tests can be

filled by a small top-off stuck-at tests that incur negligible test time.
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Table 2.3: Functional in-field self-test time results for the control units and total
test time results (frequency = 2.5GHz). All results are in milliseconds.

Control unit Total Total
Network test time transition | stuck-at
test time | test time
GoogleNet 1.92 2.36 2.06
YOLOv3 10.37 10.81 10.51
DenseNet 16.84 17.28 16.98
EfficientNet B2 1.13 1.57 1.27
2.4.11 Test storage results

The total storage space required to store our functional in-field self-tests is obtained by
adding the following terms of each DNN test program (for both compute and control units):
(1) the size of all inputs, weights, and outputs of each DNN test program; (2) the size of
golden test responses; and (3) the space required to store configuration information of each
DNN test program, such as the input/weights/output addresses. Table 2.4 reports the test
storage results.

For compute units, the storage requirement for transition tests is higher than that for
stuck-at tests, because the inputs and weights of the transition DNN test programs must be
made bigger than those in the stuck-at DNN test programs to allow both the launch and
capture operations in order to detect transition faults.

The DNN test programs for control units detect both transition and stuck-at faults, and
their storage requirement depends on the DNNs currently being deployed (as shown in table
2.4). The total test storage required to detect the transition faults in both compute and
control units is less than 600/ B among the different DNNs used in our evaluation. When
combined with stuck-at tests, the total storage requirement is less than 650M B among all

DNNSs, which is practical given the off-chip storage capacities available today.
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Table 2.4: Test storage results for NVDLA. All results are in MBytes.

Compute | CMAC | CACC_ | SDP_ PDP Total
units compute | compute | compute | compute | compute
Transition || 5 4 1.62 1.29 0.84 | 41.73
test storage
tuck-at
Stuck-a 13.45 1.12 0.30 0.01 14.88
test storage
Total 48.44 5.74 1.59 0.61 56.37
Control unit | Transition Stuck-at 3
Network test storage | test storage1 test storage2 Total
GoogleNet 100.99 142.72 115.87 157.60
YOLOv3 569.18 610.91 584.06 625.79
DenseNet 581.79 623.52 596.67 638.40
EfficientNet B2 99.97 141.70 114.85 156.58

1 = control unit test storage + transition test storage for compute units;

2 = control unit test storage + stuck-at test storage for compute units;

3 = total transition test coverage + total stuck-at test storage - control unit test storage.
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CHAPTER 3
FIDELITY: EFFICIENT RESILIENCE ANALYSIS

FRAMEWORK FOR DEEP LEARNING ACCELERATORS

The content of this chapter was previously published in our paper titled "Fldelity: Efficient

Resilience Analysis Framework for Deep Learning Accelerators" in MICRO20 [38].

We present a resilience analysis framework, called Fldelity, to accurately and quickly
analyze the behavior of hardware errors in deep learning accelerators. Our framework enables
resilience analysis starting from the very beginning of the design process to ensure that the
reliability requirements are met, so that these accelerators can be safely deployed for a wide
range of applications, including safety-critical applications such as self-driving cars.

Existing resilience analysis techniques suffer from the following limitations: 1. general-
purpose hardware techniques can achieve accurate results, but they require access to RTL to
perform time-consuming RTL simulations, which is not feasible for early design exploration;
2. general-purpose software techniques can produce results quickly, but they are highly
inaccurate; 3. techniques targeting deep learning accelerators only focus on memory errors.

Our Fldelity framework overcomes these limitations. Fldelity only requires a minimal
amount of high-level design information that can be obtained from architectural descrip-
tions/block diagrams, or estimated and varied for sensitivity analysis. By leveraging unique
architectural properties of deep learning accelerators, we are able to systematically model a
major class of hardware errors — transient errors in logic components — in software with high
fidelity. Therefore, Fldelity is both quick and accurate, and does not require access to RTL.

We thoroughly validate our Fldelity framework using Nvidia’s open-source accelerator
called NVDLA, which shows that the results are highly accurate — out of 60K fault injection

experiments, the software fault models derived using Fldelity closely match the behaviors
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observed from RTL simulations. Using the validated Fldelity framework, we perform a large-
scale resilience study on NVDLA, which consists of 46M fault injection experiments running
various representative deep neural network applications. We report the key findings and

architectural insights, which can be used to guide the design of future accelerators.

3.1 Introduction

Deep learning (DL) accelerators have been deployed in a wide range of application domains,
from edge computing, self-driving cars, to cloud servers [33, 39]. Hardware error resilience
is a top priority for these accelerators. The importance of resilience for safety-critical ap-
plications such as self-driving cars has already been pointed out by Nvidia|22], Tesla|40],
and many others. Furthermore, in general, resilience analysis provides better understand-
ing of application/design requirements, and enables efficient architectural exploration to
achieve optimal tradeoffs between power, performance, area, and reliability. It also provides
a means to quantitatively compare resilience properties of different designs/applications (e.g.,
for benchmarking purposes). Resilience analysis can even be used to assess the impact of
fault attacks (e.g., using hardware trojans, injecting optical/electromagnetic disturbances,
exploiting variations, and so on, for malicious purposes), and to guide the design of secure
architectures. Because of its importance, resilience analysis should be performed starting
from the very beginning of the design process.

There exist several resilience analysis studies targeting DL accelerators [17, 41, 42, 43],
but they only focus on memory errors. These studies are not sufficient, because transient
errors in logic components, referred to as logic transient errors for short, are a major reli-
ability concern. Our results show that, for a DL accelerator in which resilience protection
of sequential elements is not provided, the FIT (failure in time) rate of these sequential
elements (> 9.5) is significantly higher than the stringent automotive safety requirement

(< 0.2), even just as a result of random transient errors that occur infrequently. Therefore,
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in this chapter, we focus on a new resilience analysis framework that targets logic transient
errors in DL accelerators.

A well-known resilience analysis approach is to perform large-scale fault injection exper-
iments. However, existing fault injection techniques suffer from several key limitations. In
general, RTL-level fault injection techniques (or mixed-mode techniques that combine RTL
and software simulations) can achieve accurate results. However, RTL is not likely to be
available (or easily modified to test out different implementations) during the early phases
of the design process. Even if RTL is available, simulation time would be prohibitively long.
On the other hand, software-level fault injection techniques are quick, but their accuracy
cannot be guaranteed [10]. Various optimizations for fault injection techniques have been
developed for CPUs [14, 15, 16], but they cannot be directly applied to DL accelerators.

To overcome the above challenges, we present Fldelity, which models hardware logic
transient errors in software with high fidelity. The accurate mapping is possible because of
the following insights: as a special-purpose design, the majority of the hardware operations
in DL accelerators closely match software operations. Moreover, because of the well-defined
dataflow and scheduling algorithms, all operations that are affected by a given hardware
error, and how they are affected by the error, can be systematically derived. The novel
contribution of this work is that, using just a minimal amount of hardware
information, our framework is able to generate accurate software fault models
for both datapath and control components, without the need to access RTL. As
such, the behavior of a logic transient error can be modeled in software to enable quick and
accurate software fault injection.

To validate our framework, we apply it to Nvidia’s open-source DL accelerator, NVDLA
[39], and obtain its software fault models. We then perform 60K RTL fault injection exper-
iments using various representative DNN workloads. By manually analyzing all RTL fault

injection cases that lead to non-masked outcomes, we confirm that, for the datapath, the
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software fault models derived using Fldelity capture the exact fault behaviors obtained from
RTL simulations. For the control portion, Fldelity’s models closely match with RTL results.

Using the validated Fldelity framework, we perform a large-scale resilience study on
NVDLA, which consists of 46M fault injection experiments. Our workloads include various
representative deep neural networks: CNNs used for image classification tasks (Inception,
Resnet, Mobilenet), the Yolo CNN used for object detection tasks, and the Transformer
network for language translation tasks. The key findings are:

1. Our results quantitatively demonstrate the crucial need for resilience analysis and
protection solutions for DL accelerators. Although DL workloads exhibit certain tolerance
to errors, such tolerance alone cannot guarantee that a DL accelerator will meet the resilience
requirement of a target application.

2. Our results reveal how hardware design choices, data precision, and correctness metrics
affect the overall resilience of the design, as well as fault properties that can be leveraged to
develop new resilience techniques.

In summary, the major contributions of this work are:

1. We create the Fldelity resilience analysis framework for DL accelerators.

2. We thoroughly validate this framework.

3. We use Fldelity to perform large-scale (46M) fault injection experiments, which reveals
new resilience knowledge and architectural insights.

This chapter is organized as follows. We present the Fldelity framework in Sec. 3.2, and
validation methodology and results in Sec. 3.3. Large-scale fault injection experiments and

results are discussed in Sec. 3.4, followed by related work in Sec. 3.5.

3.2 The Fldelity Framework

Fldelity is a new logic transient error analysis framework targeting digital DNN inference

accelerators. Fldelity provides high-fidelity software models for all single-cycle, single FF
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bit-flip errors (or multiple single-cycle bit-flips in a single register), which are the most
prominent abstraction for transient errors including soft errors [10] and voltage variations
[11]. Thus, it achieves quick and accurate results without relying on the availability of RTL.
Fldelity is broadly applicable to a wide variety of DL accelerators because it leverages their

common architectural properties. An overview of the framework is shown in Fig. 3.2.

3.2.1 Insights and Novelty

Existing software fault injection techniques model a logic transient error as a single-cycle bit-
flip in a single architectural (i.e., software-visible) state, which is highly inaccurate because
in reality logic transient errors can result in various architectural effects, including single
or multiple bit-flips in one or more architectural states, system time-outs, and so on. For
complex general-purpose designs such as CPUs, it is very challenging to model the effects of
these errors without detailed RTL models. However, for DL accelerators, we identify four
key properties pertaining to resilience analysis, which suggest that the architectural effects
of an FF bit-flip can be accurately and systematically derived.

Accelerator Property (1): For an FF bit-flip to cause errors in the final output of a
DL application, it must first cause errors in the output neurons of the current DNN layer.
Moreover, the bit-flip cannot directly affect the computation in other layers. Thus, to capture
the effects of an FF bit-flip, it is equivalent to first obtaining the list of faulty output neurons
in the current layer, as well as their faulty values, and then determining how these faulty
neurons affect the final application output through software simulation.

Accelerator Property (2): As a special-purpose design, the datapath FFs in a DL accel-
erator closely match the variables in a DNN software framework. For example, in NVDLA,
datapath FFs only store the following information: a DNN’s inputs, weights, bias values,
partial sums, and output values, all of which are visible in software.

Accelerator Property (3): Due to the regular structure and precisely-defined dataflow
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architecture, in every cycle, the value stored in a datapath FF only affects a deterministic
set of output neurons in the current DNN layer. Note that, multiple neurons can be affected
by a single-cycle FF value because an important design principle of DL accelerators is to
reuse the input/weight /partial sum values effectively to optimize energy efficiency|29].

Accelerator Property (4): Control FFs in DL accelerators are classified into two categories:
local and global. A local control FF directly interacts with a deterministic set of datapath
FFs, so its effects on the output neurons can be derived based on the corresponding datapath
FFs. On the other hand, global FFs (e.g., FFs that store the number of kernels or data
precision in the current DNN layer) control the computations of a large number of, or even
all, output neurons.

Therefore, given a fault site, which specifies both the FF where a fault is injected and
the cycle during which the fault is injected, software fault models that accurately capture
hardware logic transient errors can be obtained by answering two questions:

1. How to obtain the set of faulty output neurons, i.e., output neurons that are affected by
this fault?
2. How to change the values of faulty output neurons to reflect the effects of the fault?

To answer the first question, we create a systematic approach called Reuse Factor Anal-
ysis, presented in Sec. 3.2.2. The answer to the second question follows the information
provided by Reuse Factor Analysis, as discussed in Sec. 3.2.3.

The novelty of our approach is that, using just a few pieces of information — that can be
obtained from design plans, block diagrams, architectural descriptions, and estimated values
(that can be varied to perform sensitive analysis) — Reuse Factor Analysis can generate

accurate software fault models, without the need to access RTL, or the presence of RTL at

all.
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Table 3.1: Summary of reuse factor analysis for datapath FFs in DL accelerators.

Possible . RF, and computation order /
. Properties . .
variable types relative locations of faulty neurons
Before each level of . . A transient fault manifests as
. Input, weight, bias R .
on-chip memory one incorrect value in memory
Between L1 on-chip memory &

Faulty FF positions

Specified by scheduling/reuse algorithm

MAC units, and inside MAC umnits Input, weight, bias | Datapath RF properties (3), (4) Obtained by using Algorithm 1
Inside and after MAC units Partial sum, output RF =1 Specified by scheduling/reuse algorithm
After MAC units Bias Affect neurons that use the bias Obtained by using Algorithm 1

3.2.2  Reuse Factor Analysis

Given a target FF in a DL accelerator design, our Reuse Factor Analysis technique provides
information on: 1. the maximum number of faulty neurons that can be generated if this FF
experiences a single cycle bit-flip, which is defined as the reuse factor (RF) of the FF; 2. the
relative location(s) of all possible faulty neuron(s); as well as 3. the order in which these

faulty neurons are calculated.

Reuse Factor Analysis for Datapath FFs

For the general accelerator architecture, the RF of a datapath FF depends on various design
parameters such as the scheduling/reuse algorithm, memory organization, and connections
from the FF to various compute units. To take these factors into account, we separate
datapath FFs in the following partitions, where each partition consists of one or more pipeline
stages: 1. before each level of the on-chip memories; 2. between the first-level (L.1) on-chip
memory and MAC units; 3. inside MAC units; and 4. after MAC units. We also categorize
these FFs into different types of variables (inputs, weights, partial sums, and outputsl), and
refer to them as input FFs, weight FFs, and so on. The pipeline stage and variable type
together determine a datapath FF’s category.

Based on our analysis, we derive the following unique properties in different datapath FF

categories:

1. Output FFs store output values after accumulation is done, but can precede element-wise operations
such as ReLU or bias addition.
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Datapath RF Property (1): For datapath FFs before each level of the on-chip memories,
a single-cycle bit-flip manifests as one incorrect value stored in the corresponding memory.
Therefore, their RF values (as well as the relative locations and computation order of faulty
neurons) can be determined by the scheduling/reuse algorithm since these on-chip memories
are software-managed caches. For example, in NVDLA | there is one level of on-chip memory;,
and it stores both inputs and weights. The scheduling/reuse algorithm specifies that values
stored on-chip should be reused for all MAC operations that involve these values. Therefore,
any error occurring on the datapath preceding the on-chip memory can affect all output
neurons that use the corresponding input/weight value in the current DNN layer.

Datapath RF Property (2): For output FFs inside and after the MAC units, since each FF
corresponds to exactly one output neuron, the RF of all of these FFs equals to 1. Moreover,
since the mapping from MAC units to output neurons are defined by the scheduling/reuse
algorithm, the locations of the faulty neurons can be obtained as well.

Datapath RF Property (3): All datapath FFs in the same category (i.e., they have the
same variable type and belong to the same pipeline stage) have the same RF. For example,
in NVDLA, special NaN and zero values are signified using extra FFs in addition to the
normal floating point values, and all of these FFs that belong to the same pipelines stage
are reused in the same way to produce the same set of output neurons. Therefore, their RF
values are the same. This means that we only need to perform Reuse Factor Analysis for
each datapath FF category, which is a tractable problem.

Datapath RF Property (4): There are three independent datapath flows: weight FFs
or input FFs or bias FFs—partial sum FFs—output FFs. Moreover, for each independent
datapath flow, the RF of an FF in pipeline stage ¢ must be greater than or equal to the RF
of an FF in stage k, Vk > 1, because datapath FFs in later stages are driven by those in
earlier stages.

As summarized in Table 3.1, given the above properties, the Reuse Factor Analysis
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Algorithm 10: Reuse factor analysis

Definition: compute units are multipliers for input FFs and weight FFs, and
accumulators /adders for partial sum FFs and bias FFs.

Inputs:

1. Variable type and pipeline stage of a target FF;

2. FF walue_cycles: the maximum number of cycles for which the target FF holds the
same output value;

3. M, Vi=0,...., FF_walue cycles — 1: the set of compute units that use the target FF’s
value for its computation at the target FF’s [th loop (i.e., the [th cycle after the target
FF last updates its output value); 4. in__ef fect _cycles(m), Vm € M;, and
Vi=0,..,FF wvalue cycles — 1: the number of cycles during which a single-cycle value
in the target FF is in effect (i.e., is used) by compute unit m;

5. neurons(m)y, Ym € M, Vy =0, ....in_ef fect _cycles(m) — 1, and
Vi=0,...,FF wvalue cycles — 1: the set of relative (batch, height, width, channel)
indices of the output neurons that are computed in the yth cycle by compute unit m since
m starts to use target FF’s value at the [th loop. The first neuron in neurons(My[0])o,0
serves as the reference neuron.

1 FaultyNeurons = [|;
2 for [ < 0 to F'F_value_cycles — 1 do
3 for m € M; do
4 for cycle + 0 to in_ef fect cycles(m) —1 do
5 for neuron € neurons(m)cyce,; do
6 insert((neuron, 1), FaultyNeurons);
7 end
8 end
9 end
10 end
11 RF = length(FaultyNeurons);

12 return RF, FaultyNeurons;

algorithm (Algorithm 1) focuses on input, weight, and bias FFs that are positioned after
the L1 on-chip memory, while the RF values and corresponding faulty neuron information
of other datapath FFs can be directly obtained from a DL accelerator’s scheduling/reuse
algorithm.

Algorithm 1 uses inputs 2-4 to account for how many compute units (line 3, capturing
the spatial reuse aspect) and how many cycles of computation in each compute unit (line
4, capturing the temporal reuse aspect) can be affected by a single-cycle bit-flip in a target

FF2. Our algorithm also considers the possibility that a faulty value may stay in the target

2. Without loss of generality, we assume that a compute unit is responsible for the computation of one
output neuron per cycle, and can produce a new output per cycle. We also assume that partial sums are

o6



FF for multiple cycles (line 2). As such, the relationship between the target FF and the
compute units is established. Next, the relationship between each compute unit and each
output neuron (specified in input 5) is taken into account to link the effects of the target FF
to output neurons (lines 5-6).

The inputs of Algorithm 1 are both minimal and sufficient, and they can all be obtained
from a high-level block diagram or microarchitectural description of the design, or from the
scheduling/reuse algorithm. Specifically, in the hardware level, only the relationship between
the target FF and the compute units is required. This is because, based on Datapath RF
Property (4), an FF cannot drive another FF with a higher RF value. Thus, the compute
units that have a connection to the target FF already include all the compute units that the
target FF affects, which means that a detailed hardware model (e.g., one that specifies the
connectivity between different datapath FFs) is not needed.

The algorithm returns the RF value of the target FF, the corresponding set of unique
faulty output neurons, and the order that they are generated. The order is indicated by a
time stamp (I in line 6 of Algorithm 1) attached to each faulty neuron. The faulty neurons
are represented in relative indices, since the actual set of faulty output neurons (in absolute
indices) depends on which cycle the fault is injected. To model a random fault injection
cycle, we randomly choose one set of faulty neurons from all possible sets. Moreover, if the
target FF holds its output for more than 1 cycle, we further randomly choose an integer
p between 0 and F'F'_wvalue cycles — 1, and only consider the subset of FaultyNeurons

whose time stamp [ is greater than or equal to p.

Datapath FF Reuse Factor Analysis Examples

Figure 3.1 demonstrates how Algorithm 1 is applied to various datapath FFs in DL acceler-

ators. In all examples, the workload is a convolution layer and the computations are done

not reused by multiple output neurons. Algorithm 1 can be adapted easily without these assumptions.
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Figure 3.1: Datapath FF reuse factor analysis for (a) A NVDLA-like accelerator;
(b) An Eyeriss-like accelerator.

In Fig. 3.1(a), we demonstrate the datapath of a NVDLA-like accelerator. There are k?
parallel MAC units. The same inputs are sent to all MAC units, but the weights are different.
In each MAC unit, the weights are reused for multiple operations, but a new input (shared
by all MAC units) is fetched for each operation. The MAC units perform computations in
the row-major order, and they compute the output neurons with the same (height, width)

position in k2 consecutive channels at the same time. We show four examples in Fig. 3.1(a):
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targets al-a3 are weight FFs, and target a4 is an input FF. The output of target al is
only sent to one multiplier (mgg). However, downstream in the weight FFs—partial sum
FFs—output FFs datapath flow, the max F'F'_wvalue cycles is t, i.e., the output of al is
eventually sent to another FF (target a2 in this example) that keeps the same output for ¢
cycles before it reaches multiplier mgg. Moreover, a2’s in_ef fect cycles(mgg) value is 1.
Thus, al’sin_ef fect cycles(mqg) is t, and a fault in target al affects ¢ consecutive neurons
in one output channel. Target a2 affects the same set of faulty neurons as al. The difference
is that a2’s F'F'_wvalue cycles = t, while in_ef fect cycles(mgg) = 1. Thus, a fault in
a2 affects a random number of neurons between 1 to ¢. In the case of target a3, the only
difference from target a2’s case is that the RF is 1 instead of ¢ because the faulty value only
lasts for 1 cycle. For target a4, its value is sent to &% multipliers which produce k% output
neurons each cycle, so its RF is k2. All of a4’s faulty neurons belong to the same 2D matrix
position and span k% consecutive output channels.

Figure 3.1(b) shows the datapath of an Eyeriss-like accelerator, where target bl is a
weight FF, b2 is an input FF, and b3 is a bias FF. In this design, MAC units are arranged
as a k X k systolic array. The MAC units belonging to the same column perform the MAC
operations for one row of the output neurons in consecutive cycles, and consecutive MAC
columns compute consecutive rows of the output neurons. Each MAC unit computes a row
of partial sum values using one row of inputs and one row of weights, and the corresponding
row of output neurons are obtained by accumulating the partial sum values of all MAC units
in each column. In each cycle, a weight value is passed from one MAC unit to its neighbor
in the next column so that it can be reused in the computations of different output rows.
Therefore, the RF of bl is k£, and the set of faulty output neurons occupy k consecutive rows
in the same column. Meanwhile, an input value is reused by the MAC units diagonally, and
it is also reused inside each MAC unit to compute output neurons in consecutive channels

and consecutive columns. Here we assume that, at the fault site of target b2, the FF stores
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an input that is only needed for computing the last output column, so it is only reused across
t output channels. Therefore, the RF of b2 is k x t. The set of faulty output neurons for b2
are located in t consecutive channels. Within each channel, they also occupy k consecutive
rows in the last column. In the case of target b3, since it is connected to only one compute

unit (BiasAdd) and is not reused temporally, its RF is 1.

Reuse Factor Analysis for Control FFs

Control FFs in a DL accelerator can be broadly classified into two categories, global and
local.

Global control FFs include those that store configuration information for the execution
of an entire DNN layer (e.g., the size of inputs and weights, base addresses, and data types),
and FFs that are responsible for sequencing data to/from on-chip memories (e.g., counters
for advancing the address of a memory to read input/weight values). These FFs affect a
large number of, if not all, output neurons. Moreover, one observation based on our own ex-
periments is that, if the number of faulty neurons is large, it is very likely that an application
output error or a system anomaly (e.g., time-out) would occur. For example, when ~ 10%
of all output neurons in a layer are faulty, the probability that the final application output
is correct is only ~ 15%. Therefore, in Fldelity, we model a fault injected to an active global
control FF as one that always results in application error or system anomaly.

Local control FFs, on the other hand, are closely coupled with certain datapath FFs.
For example, the control FF that indicates whether the output of a multiplier is valid and
ready to be passed to the next pipeline stage is only coupled with the output FFs of the
corresponding multiplier. Therefore, the RF value and the set of faulty output neurons of
the valid signal are the same as those derived for the output FFs in the same multiplier.
Also, it is possible for a local control FF to affect multiple datapath FFs — for example, if

the valid signal controls the outputs of multiple parallel multipliers. In this case, we take
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the sum of the RF' values and the union of FaultyNeurons from all the datapath FFs it
is coupled with. Another example of a local control FF is the select signal of a datapath

multiplexer, which only affects the output of the multiplexer.

3.2.8  Derwing Faulty Output Neuron Values

After performing Reuse Factor Analysis on an accelerator design, our next task is to deter-
mine how to change the values of the faulty output neurons, and we consider datapath and
local control FFs separately.

For datapath FFs, recall Accelerator Property (2) in Sec. 3.2.1, i.e., each datapath FF
already corresponds to a software-visible state. In other words, for each datapath FF bit-flip,
there exists an equivalent bit-flip in software, which can be used to calculate the values of
the corresponding faulty neurons. For example, if the faulty FF corresponds to a bit of a
weight value, then the whole set of faulty neurons are computed by using the faulty weight
value.

For local control FFs, the effects of a fault on the corresponding datapath value(s) are
not deterministic. Recall the valid signal example presented in the previous session, which
is a local control FF that is used to indicate whether the output of a multiplier is valid or
not. If a fault flips its value from ‘valid’ to ‘not valid’, effectively it means that the result
generated by the multiplier at this cycle is dropped, so its value will be replaced by the next
output generated by the same multiplier. However, if the value is flipped from ‘not valid’
to ‘valid’, then a non-deterministic intermediate value will be incorrectly interpreted as a
valid output. As another example, if a multiplexer’s select signal encounters a fault, then
any input of the multiplexer (including inputs that are not currently driven) may be passed
to the output, resulting in a non-deterministic output value. Therefore, for each neuron in

the FaultyNeurons set of a local control FF, we replace its value with a random value.
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3.2.4  Fldelity’s Fault Injection Flow

The accurate software fault models, derived based on our Reuse Factor Analysis algorithm,
is the key component in the Fldelity framework. Using the software fault models, Fldelity’s
entire fault injection process is shown in Fig. 3.2.

The inputs of Fldelity, summarized in Fig. 3.2, include: 1. a DNN workload (e.g., its
layer type, kernel size, etc.); 2. a raw FF FIT rate, which is the probability that a tran-
sient error occurs in one FF, and its value depends on the technology node of the design;
3. the scheduling/reuse algorithm and hardware configuration parameters of the accelerator
design, which are available from architectural descriptions; and 4. high-level microarchitec-
ture information. The required microarchitecture information can be estimated from design
plans/sketches,; block diagrams, or previous design generations, and the estimated values
can be varied for sensitivity analysis to obtain resilience bounds. As the design process
evolves and more detailed hardware information becomes available, Fldelity’s inputs are
more accurate, which in turn improves its accuracy.

The output of Fldelity is the accelerator FIT (failure in time) rate, a standard resilience
metric, which denotes the number of system failures in 1 billion device hours, where system
failure in the context of DL accelerators is either DNN application output error or system

anomaly (e.g., time-out).

Fldelity Inputs
Target FF <>compute | Hardware configuration (e.g., number of
FIT rate

unit relationship MAC units, on-chip memory size, etc.)

Scheduling/ DNN FF information (e.g., total number of FFs,
reuse algorithm workload percentage of each FF category, etc.)
I mE

Reuse Factor Analysis (Sec. IlI-B)
Output: Software fault models

Step1: Activeness analysis (Sec. lll-D)
Output: Prob_inactive (used in Eq. 2)
Step2: Software fault injections (Sec. lll-D)
Output: Prob_SWmask (used in Eq. 2)
y
Step3: Compute FIT rate (Sec. lll-D)

Fldelity output: Accelerator_FIT_Rate (computed using Eq. 2)

Figure 3.2: Overview of the Fldelity framework.
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The fault injection flow of Fldelity consists of three steps. In step 1, we perform FF
activeness analysis to account for error masking scenarios, since a fault injected to an inactive
FF will always be masked.

The probability that an FF is inactive can be estimated by simply assuming a reason-
able range. Given a few pieces of high-level microarchitecture information, a more detailed
analysis can be performed by considering three classes of inactive FFs during the execution
of a DNN layer:

Class 1. Component not used: an FF belongs to a hardware component that remains idle
for the entire execution of the workload. For example, if the weights are not compressed,
then all FFs in the decompression unit are idle.

Class 2. Signal not used: an FF belongs to an active hardware component, but the
FF itself stays inactive the entire time. For example, FFs responsible for floating point
calculations remain inactive if the current workload uses an integer representation.

Class 3. Temporally not used: a hardware component — and therefore, all FFs in this
component — is inactive for a portion of the time. For example, the MAC units are inactive
when they are waiting for data to be fetched from memory.

These classes are mutually exclusive and complete. The first two classes are determined by
the DNN layer’s characteristics (e.g., whether it uses integer or floating point representation,
or whether its weight values are compressed). For the “temporally not used" class, the
percentage of time for which a hardware component is inactive can be estimated using high-
level architectural information. For example, in NVDLA, a performance tool, which uses
information solely obtained from the scheduling /reuse algorithm and hardware configuration
parameters such as the number of MAC units, is available[37]. Given a workload (a DNN
layer), the tool breaks down the time required to fetch data and to perform MAC/linear /non-
linear/etc. operations. This breakdown indicates how long an FF positioned before CBUF

(NVDLA'’s on-chip memory) is inactive, or how long an FF inside a MAC unit is inactive.
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Note that, it is possible for an FF to be inactive when the corresponding hardware component
is active. However, based on our study, we found that this case constitutes a very small
fraction of all cases, so it is not included in our analysis.

Given a DNN layer r, we define Perc inactive(cat,cl,r) for FFs that are mapped to
software fault model cat and inactive class cl, which equals 1 if ¢l € Class 1,2, and equals
to the percentage of inactive time of the corresponding component if ¢l € Class 3. Let
FF Perc(cat, cl) represent the percentage of FFs in ¢l out of all FFs in cat. Then, the
average probability that an FF belonging to cat is inactive during the execution of r, denoted

as Prob_inactive(cat,r), is calculated as shown in Eq. 3.1.

Prob_inactive(cat,r) =

(3.1)
Z FF_Perc(cat, cl) x Perc_inactive(cat, cl, r)

cl

In step 2, given the accurate software fault models based on our Reuse Factor Analysis,
we perform large-scale software fault injection experiments for a statistically significant num-
ber of samples using each software fault model, and record the outcome of each experiment
run.

For DNN applications, the outcome of logic transient errors can be classified into two
categories: 1. masked, which means that the final output generated in the presence of a
fault is sufficiently similar to the golden output, such that the effects of the fault can be
considered negligible; and 2. system failure, which captures all non-masked cases, including
application output error and system anomaly. The outputs of step2 are the probabilities
of masked cases for all software fault models in each layer of a given DNN application
(Prob_ SWmask(cat,r) ¥r). Note that, Prob_ SWmask(global control FFs,r) = 0 Vr, since
this is how Fldelity models faults in active global control FFs.

In step 3, we calculate Accelerator FIT rate using Eq. 3.2. Let FIT raw be the raw

FF FIT rate, Ny s be the number of FFs in the accelerator, F'F'_ Perc(cat) be the percentage

of FFs whose faulty behavior is modeled by software fault model cat, and exec time(r) be
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Table 3.2: NVDLA software fault models for convolution (Conv), fully Con-
nected (FC), & matrix multiplication (MatMul) layers.

Datapath positions

Num. of FFs /

/ Control type Variables % FFs RF Faulty neuron information Software fault model
Conv: All neurons that use the input value are faulty.
The locations depend on layer parameters such as One random bit-flip at one
Tnput 54569/ Total stride, dilution, and the size of the kernels. randomly chosen input,
P 8.2% numbér of FC: All neurons are faulty. affecting all neurons
- MatMul: All neurons in the output rows that use the input value.
Before CBUF neurons L
. that this input value maps to are faulty.
using the - -
Conv: All neurons in the one output channel that this
target FF . i . o
valte weight value maps to are faulty. One random bit-flip at one
Weicht 63949/ . FC: One neuron in each batch uses the weight value randomly chosen weight,
e 9.6% and thus is faulty. affecting all neurons
MatMul: All neurons in the output columns that this | that use the weight value.
weight value maps to are faulty.
Conv: 16 neurons in the same 2D matrix position and
spanning 16 consecutive oultput‘ ch'fannels use the same One random it flip at one
faulty value. See target a4 in Fig. 3.1(a) as an example. .
83084/ v L° randomly chosen input,
Input 0 16 FC: 16 consecutive output neurons use the same . .
12.5% affecting the corresponding
faulty value. 16 faulty neurons
Between CBUF MatMul: 16 consecutive neurons in the output rows S o
& MAC units, that this input value maps to are faulty.
and inside Conv: All or a subset of 16 consecutive neurons
MAC units (in row major order) belonging to the same output
Jit 1 use the same faulty value. o
channel use t,le same fau Ly value One random bit-flip at one
, See target al/a2 in Fig. 3.1(a) as an example. .
. 68217/ N N randomly chosen weight,
Weight 07 16 FC: One out of 16 output neurons are faulty, for a . ]
10.3% . . affecting the corresponding
total number of <= 16 faulty neurons. <— 16 neurons
MatMul: All or a subset of the 16 consecutive - § h
neurons in the output columns that this weight value
maps to are faulty.
Inside and after o)lﬁl:ll;tl 320487/ 1 The one neuron that uses the target FF value is faulty. 10111116(‘1(1)Ialilldo(lﬁol:lezﬂ;ita)ﬁ1? .
MAC units pe 48.2% conemne at uses the target FL value 1s fautty. | 18 ¥ chiosen output
sum neuron or partial sum.
Same RF as
, 26738/ that of the Same faulty neurons as those of the datapath FF Random faulty value at
Local control N/A o datapath FF . one randomly chosen
4.1% . | that this FF controls
that this FF output neuron.
controls
48478/ .
Global control N/A 7.3% ALL A large number of output neurons are faulty. System failure.
.0/0

the execution time of layer r in a given DNN application, which can be estimated or obtained

based on high-level architectural information. Accelerator FIT Rate is the product of the

probability that a fault occurs in an FF (FIT raw), and the probability of an application

error or a system anomaly, given that a fault has occurred in a single FF:

Accelerator _FIT _rate = FIT _raw x Nyf X Z[ exec_time(r)
T

X Z FF Perc(cat) x (1 — Prob_inactive(cat,r))

cat

X (1 — Prob_SWmask(cat,r)) ]/ Z exec_time(r)
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3.2.5 Broader applicability

Although we focus on logic transient errors, Fldelity can be used to model memory errors
as well, based on Datapath RF property (1) in Sec.3.2.2. Reuse factor analysis for errors
occurring in one memory word is the same as that for the datapath FFs that serve as input
data to the memory (Table 3.1, row2). For multiple memory errors, the set of faulty neurons
are the union of the faulty output neurons of each error. After the memory software fault
models are established, the fault injection flow can be carried out exactly as shown in Fig. 3.2.

Moreover, even though Fldelity is developed to model single-cycle single-FF bit-flips, it

can be extended to cover multiple bit-flips in multiple FFs across multiple cycles.

e Fldelity can be directly applied to situations where multiple bit-flips occur in different
DNN layers, and there is at most one bit-flip per layer. This is because, according to
Accelerator Property (1), a hardware fault in one layer can only affect the subsequent
layer through the layer’s output (details see 3.2.1). In each layer where a bit-flip occurs,
Fldelity models the faulty neuron positions and values correctly, while propagating the
faulty effects from previous layers to the input of the current layer. The current layer
then propagates the combined effects of all bit-flips that have occurred to subsequent

layers.

e For cases where multiple bit-flips occur in one layer, Fldelity can also be applied if
the faulty effects for each bit-flip are independent. The combined faulty effects are the
union of the faulty effects of each bit-flip. For example, one bit-flip might affect 16
neurons computed in one batch, while another bit-flip affects one neuron located at
a different position within the same batch. In this case, the combined faulty effects
are modeled based on 17 faulty neurons, with 16 being modeled based on the first
bit-flip and 1 being modeled based on the second bit-flip. Another example is that

one bit-flip might affect the input feature map datapath, while another bit-flip affects
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the weight datapath. In this case, the combined faulty effects can be modeled as
faulty positions and values in the corresponding software variables (i.e., input feature
map and weights), and then the error effects can be propagated in software by simply

performing the layer operation.

e For cases where the faulty effects of multiple bit-flips are dependent, more detailed
hardware information is required to model the combined faulty effects correctly. For
example, with the following two pieces of information: (1) which pipeline stages do
the faulty FFs belong to, and (2) how the FFs in each pipeline stage are connected to
the ones in subsequent pipeline stages, we could first use Fldelity to model the bit-flip
occurring in the earliest pipeline stage. Then, we can propagate its faulty effects down
to subsequent pipeline stages and use Fldelity to model bit-flips in the subsequent

stages accordingly.

Table 3.3: Workloads (DNN Layers) Used for Fldelity Validation. Precision:
FP16.

Networks Layer Dataset
: A 3 x 3 Conv layer
Inception . :
in inception module.
Imagenet
Resnet50 A 3 x 3 Conv layer
& in residual block.
A FC layer in
Transformer feed-forward network. IWSLT2014
A MatMul layer in attention.
RNN A FC layer in LSTM. UCI HAR
A 3 x 3 Conv layer
Yolo in residual block. COCO
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3.3 Fldelity Framework Validation

We use NVDLA as a case study to demonstrate that Fldelity’s software fault models are
accurate. Our methodology is to first perform RTL injection to obtain golden references on
the number of faulty neurons, their relative positions, as well as the order in which they
are generated, and then compare the software fault models generated using Reuse Factor

Analysis with the information obtained from RTL simulations.

3.83.1 Accurate Software Fault Models for NVDLA

We apply the Reuse Factor Analysis to NVDLA. The design of NVDLA is similar to our
example in Fig. 3.1(a), which is configured with & = 4 and t = 16 in our case study. Its
software fault models are shown in Table 3.2 for three types of representative DNN layers:

convolution, fully-connected, and matrix multiplication.

3.3.2  Validation Methodology Details

RTL fault injection experiments are performed using Synopsys VCS for various representa-
tive workloads shown in Table 3.3. After a fault site is selected for a given workload, we
perform RTL simulation until all output neurons of the current layer are generated, or until
the simulation reaches a system time-out value. By comparing the output neuron results
against the fault-free results, we obtain the set of faulty neurons and their faulty values. We
ran experiments with 10K fault sites for each workload to achieve 95% confidence interval.
Moreover, in order to validate Fldelity’s results for global control FFs, for all experiments
where faults are injected into global control FFs, we further perform mixed-mode simula-
tions to check the correctness of the final DNN application outputs (correctness metrics are
discussed in Sec. 3.4 and specified in Table 3.4).

Out of the 60K total RTL fault injection experiments, 9956 generate errors in the output
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neurons, and 72 lead to system time-out (the time-out cases are all due to faults in global
control FFs). For all of the 10028 cases where the injected faults are not masked, we use
the same fault sites to derive the corresponding software fault models from Table 3.2. For
datapath FFs and local control FFs, we perform software fault injection using Fldelity’s
software fault models in TensorFlow (which we have modified to support all software fault
models). Each software fault injection experiment generates a set of faulty neurons and their

faulty values, which are manually compared with those obtained form RTL simulations.

3.3.3 Results and Discussions

For each of the datapath FF cases (8262 total), our software fault model generates ezactly the
same set of faulty neurons and faulty values as the RTL result. Our model for global control
FFs, i.e., faulty global control FFs always result in system failures, is also accurate. The
RTL-+TensorFlow mix-mode simulation results suggest that only ~9.5% of faults injected
to global control FFs are masked.

For the local control FF cases (138 total), RTL simulation results confirm that indeed
only one output neuron is faulty (RF=1) in each case. Moreover, our analysis derives the
same faulty neuron as the RTL simulation result in each case. In terms of the faulty values,
although our results differ from RTL simulation results, we expect that, with a sample set
that is sufficiently statistically-significant, the results derived using the Fldelity framework
will be similar to RTL simulation results. This is because, as discussed in Sec. 12, the behav-
ior of a fault in a local control FF is non-deterministic and its effects can be approximated
using a random faulty value.

In summary, the accuracy of the software fault models generated by the Reuse Factor

Analyses algorithm in our Fldelity framework is thoroughly validated.
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3.4 Large-Scale Resilience Study

We apply the validated Fldelity framework to NVDLA, and perform large-scale software fault
injection experiments in TensorFlow (using software fault models presented in Table 3.2) to
obtain resilience results for four typical CNNs (Inception, Resnet, MobileNet, Yolo) and the
Transformer network. The details of the experiments are shown in Table 3.4. Note that, the
FP16 networks are taken from public resources, and we trained the INT16 and INT8 models
with TensorFlow’s support for quantization.

The correctness metric of a DNN application, which determines whether the final output
is correct or not, is an important consideration. For Inception, Resnet, MobileNet, which are
CNNs used for image classification tasks, we compare the topl label of each fault injection
experiment with the topl label obtained from the fault-free execution, and the application
output is considered correct if they match. For the Transformer and Yolo networks, each
application output is given a quality score, and an output can be considered correct even if
its score does not match the fault-free score exactly. Here we apply two metrics similar to
previous work [17]: an application output of the Yolo or Transformer network is considered
correct if the difference of its score is within 10% or 20% of the score obtained from the
fault-free execution.

Our resilience analysis results are shown in Figs. 3.3 and 3.4, breaking down the Accel-
erator FIT rate contributions from datapath, local, and global FFs. The raw FF FIT rate
used to derive our results is 600/MB for soft errors [44]. Other raw FF FIT rates (e.g., for
voltage variations, or soft errors in a different technology node) can be used, and the general
conclusions of our results remain the same.

We present five key results that are revealed by our study below.

Key result (1): There is a need for resilience protection in the logic portion
of DL accelerators. One objective of this study is to find out if NVDLA’s resilience level

can meet the ASIL-D level of the ISO26262 standard (i.e., the highest level of automotive
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Table 3.4: Fldelity’s Fault Injection Experiment Setup.

Platform: Tensorflow
(modified to support Fldelity’s fault injection flow)
Total number of Experiments: 46M
Inception,
WE)I'IEIIE ad Resnetb0, | Transformer Yolo
MobileNet
Dataset Imz.lgenet, IWSLT14 COCO
Cifar10
Correctness Top 1 < 10%/20% | < 10%/.20%
] BLEU score precision
Metric label match : .
difference difference
FP16,
Prg;‘;?on INT16, FP16 FP16
INTS

safety standard) [45], if the FFs in NVDLA are left unprotected from transient errors.

According to the safety requirement, the overall FIT rate for an entire self-driving car
chipset must be <10. We follow the standard approach [17]| that assigns a fraction of the FIT
rate requirement to each individual hardware component based on the area of the component,
and estimate that the FIT rate requirement for all FFs in NVDLA must be <0.2 since the
FFs in NVDLA occupies ~ 2% of the total chipset area[46].

However, our results in Figs. 3.3 and 3.4 show that, without resilience protection, NVDLA’s
Accelerator  FIT rate values are significantly higher than 0.2. For example, for the Yolo
network, which is widely used for object detection tasks for self-driving cars, the FIT rate is
9.5 when the 10% precision difference is used as the correctness metric.

In general, various DNN applications are subject to various resilience requirements.
Safety-critical applications impose high resilience standards as shown in the self-driving car
example above. Moreover, even for non-safety-critical applications, the rate of hardware er-
rors can be quite high under certain operating conditions and environments, which will result

in significant degradation in inference accuracy. Thus, resilience analysis and resilience pro-
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Figure 3.3: Accelerator FIT Rate Values for Inception, Resnet, and Mobilenet.

tection techniques are essential to ensure that the resilience target of any given application
is met under all conditions.

Key result (2): There is a need for resilience analysis and protection for
datapath and local control FFs in DL accelerators. Our results show that global
control FFs contribute to the largest portion of the Accelerator FIT rate values. If all
global control FFs are protected, is there still a need to perform resilience analysis and
provide resilient protection for the other FFs?

The answer is yes. In Fig. 3.5, we show the Accelerator FIT rate values for three CNN
applications assuming that the raw FIT rate of all global control FFs is 0. We can see
that the FIT rates are still larger than 0.2, the largest FIT rate allowed by the automotive
safety standard. Therefore, frameworks such as Fldelity is crucial to analyze the resilience

properties of datapath and local control FFs in DL accelerators.
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Figure 3.4: Accelerator FIT Rate Values for Transformer & Yolo.

Key result (3): The correctness metric can impose a large impact on Accel-
erator FIT Rate. For example, in Fig. 3.4, the FIT rates for datapath and local control
FFs are very different when different correctness metrics (10% vs. 20% BLEU score differ-
ence) are used. Therefore, application characteristics and requirements must be taken into
consideration when resilience analysis is performed.

Key result (4): Data precision also influences Accelerator FIT rate. From
Fig. 3.3, we can see that the FP16 networks result in higher Accelerator FIT rate values
compared to their INT16 and INT8 counterparts in most cases. One possible reason is that
the actual dynamic range of FP16 is much larger than INT16 and INT8, which allows bigger
perturbations in the presence of errors, and thus results in a higher probability of application
output errors according to Key result (5). We can also see that the FIT rates of the INTS
networks are in general higher than those of the INT16 networks. One hypothesis is that,

due to the precision loss, if INT8 and INT16 networks are quantized with similar min and
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Figure 3.5: Accelerator FIT Rate Values Assuming that Global Control FFs
are Protected.

max values, then the same absolute perturbation that a fault brings to a neuron will result
in a bigger effect in INTS8 networks than INT16 networks, resulting in a higher number of
Top 1 label mismatches.

Key result (5): Large perturbations in the output neurons are more likely to
cause application output errors than smaller perturbations. We separate a subset
of the fault injection experiments, the ones that result in one faulty output neuron from the
FP16 Inception, Resnet, and Mobilenet networks, into two cases: 1. the difference between
the faulty and fault-free values is <100; and 2. the difference is >100. In the former case,
there is only a < 4% probability that a fault results in an incorrect application output; while
in the latter, this probability is > 45%. These results suggest that large perturbations in
the values of faulty output neurons are more likely to cause application output errors.

Architectural Insights: The key results revealed by Fldelity provide architectural
insights to guide resilience designs, and can inspire new resilience techniques. As an example,
if errors in certain FF categories contribute more to Accelerator FIT rate than others, the
design may be optimized by minimizing the number of FFs in these categories. Alternatively,
selectively protecting only the FFs in these categories may be sufficient to achieve a given
resilience target while minimizing system-level costs. As these resilience-critical FF categories

are workload dependent, the selective protection scheme can be implemented in an adaptive
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manner. As another example, hardware-software co-design techniques can be explored, by
bounding the values of output neurons based on Key result (5), or by experimenting with

different data precision based on Key result (4), to achieve higher resilience.

3.5 Related Work

Since resilience is a top priority in DL accelerators, various resilience studies targeting these
accelerators exist. However, they mainly focus on memory errors, e.g., soft errors that occur
in SRAMs [17], or errors caused by reduced memory voltage [41, 42, 43]. In previous work,
transient errors in datapath FFs are modeled as single bit-flips in a single architectural state
[17], which is highly inaccurate. Furthermore, previous work either assumes that control FFs
have little resilience impact [17], or that a faulty control FF always causes visible system
anomaly [47], which is also highly inaccurate. For example, in NVDLA, 34% of the control
FFs (5.7% overall) can only affect at most one output neuron, and their resilience impact is
usually small, while the rest of the control FFs have global effects (see Table 3.2). To the
best of our knowledge, this is the first detailed resilience study on logic transient errors in
DL accelerators.

Large-scale statistical fault injection is a well-known approach for analyzing logic tran-
sient errors [10, 11, 48, 49|. However, techniques that produce accurate results require access
to a RTL model to perform detailed fault injection experiments, which takes a prohibitively
long time. We quantitatively compare RTL simulation time, mixed-mode simulation time,
and the time required to perform Fldelity’s software fault injection experiments, for all work-
loads in Table 3.3. For NVDLA, Fldelity achieves >10000X and 40X-2200X speedup vs. RTL
and mixed-mode simulations, respectively, while achieving similar accuracy as validated in

Sec. 3.33.

3. It is infeasible to directly compare Accelerator FIT Rate calculated using Fldelity vs. RTL or mixed-
mode simulations because it will take > 100M CPU hours to perform RTL simulation to reach statistically
significant results.
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On the other hand, software fault injection techniques are quick (similar to FIdelity), but
their results are highly inaccurate. Again using the workloads in Table 3.3, we compare the
accurate Accelerator FIT Rate values obtained from Fldelity with those obtained from a
naive software fault injection technique where single bit-flips are injected to the architectural
states. We found that the naive technique underestimates NVDLA’s Accelerator  FIT Rate
by up to 25X across different workloads. Such inaccurate results are misleading and can
impose significant safety /reliability risks.

Various techniques have also been proposed to optimize the fault injection process. How-
ever, many of these techniques require access to RTL [14, 15]. Moreover, these techniques
are specifically designed for CPUs, but the architectural properties of DL accelerators are
fundamentally different from CPUs. For example, both MeRLiN [15] and Relyzer [16] aim
to reduce the number of fault sites by identifying CPU instructions that generate equiva-
lent /similar faults, so they are not applicable for DL accelerators. Raven [14]| obtains the
error probability of each hardware block through RTL simulations, which takes less time
than simulating an entire design, and then it combines these probabilities to obtain the final
FIT rate. Raven also cannot be applied to DL accelerators because an error that occurs in a
hardware block may not lead to a DNN application output error or system anomaly. Thus,
FIT rate estimations obtained using the Raven approach are inaccurate (pessimistic).

AVF (Architectural Vulnerability Factor) can be used to analyze the effects of transient
errors in CPUs without performing fault injection experiments. However, it relies heavily
on the architecture and microarchitecture of microprocessors. Thus, it cannot be applied to

DL accelerators.
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CHAPTER 4
UNDERSTANDING AND MITIGATING HARDWARE
FAILURES IN DEEP LEARNING TRAINING SYSTEMS

The content of this chapter will be published in our paper titled "Understanding and Miti-

gating Hardware Failures in Deep Learning Training Accelerator Systems" in ISCA23.

Deep neural network (DNN) training workloads are increasingly susceptible to hardware
failures in datacenters. For example, Google experienced “mysterious, difficult to identify
problems" in their TPU training systems due to hardware failures [1]. Although these
particular problems were subsequently corrected through significant efforts, they have raised
the urgency of addressing the growing challenges emerging from hardware failures impacting
many DNN training workloads.

In this paper, we present the first in-depth resilience study targeting DNN training work-
loads and hardware failures that occur in the logic portion of deep learning (DL) accelerator
systems. We developed a fault injection framework to accurately simulate the effects of var-
ious hardware failures based on the design of an industrial DL accelerator, and conducted
> 2.9M experiments (> 490K node-hours) using representative workloads. Based on our
experiments, we present (1) a comprehensive characterization of hardware failure effects, (2)
the fundamental understanding on how hardware failures propagate in training devices and
interact with training workloads, and (3) the necessary conditions that must be satisfied for
these failures to eventually cause unexpected training outcomes.

The insights obtained from our study enabled us to develop ultra-light-weight software
techniques to mitigate hardware failures. Our techniques require 24-32 lines of code change,
and introduce 0.003% — 0.025% performance overhead for various representative workloads.

Our observations and techniques are generally applicable to mitigate various hardware fail-
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ures in DL training accelerator systems.

4.1 Introduction

Hardware failures are a growing challenge in datacenters, as evidenced by the increasing
number of hardware failures that have recently been reported by Google, Facebook, and more
[1, 2, 3, 4, 5, 6]. The hardware failure rate is high — a few cores per several thousand server
machines |2, 3]. Moreover, a wide variety of hardware failures have been reported, including
transient failures such as soft errors and dynamic variations, and permanent failures such as
early life failures, manufacturing defects that escape testing, and circuit aging/degradation
2, 3, 4, 5, 6].

As deep neural network (DNN) training workloads are becoming more and more preva-
lent in datacenters [50, 51, 52|, they are increasingly susceptible to hardware failures. For
example, through significant efforts, Google recognized and corrected multiple instances of
hardware failures during the execution of DNN training workloads on TPUs, with a failure
rate similar to previously reported numbers [2, 3]. These hardware failures resulted in not
only easy-to-detect unexpected outcomes such as NaN values that corrupted the training
process, but also “mysterious, difficult to identify problems" [1]. Due to the widespread use
of ECCs (Error Correction Codes) in both on-chip and off-chip memories, these hardware
failures predominantly occurred in the logic portion of these TPU systems. They mostly
exhibited transient effects — some could not be reproduced at all, while others could only
be reproduced intermittently (e.g., when running the same workload 10 times on a faulty
machine, the unexpected outcome was only observed 3 times), and were root-caused to man-
ufacturing defects, circuit degradation, voltage variations, environmental conditions, and
soft errors, among others.

We have learned several lessons from these reported experiences. First, as many logic

hardware failures that pose real threats have been found in datacenter systems, they are
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not rare and cannot be ignored. Second, contrary to the common belief that hardware
failures (especially those that exhibit transient effects) can largely be tolerated by training
algorithms, we now have the evidence that suggests otherwise. Third, when an unexpected
training outcome occurs, it is critical to determine if the issue is caused by hardware failures
or software bugs. Otherwise, significant software engineering efforts would be wasted on
debugging a problem engineers incorrectly perceive to be in their software systems. Last
but not least, although there is rich resilience literature, in practice, no solution exists
to efficiently handle unexpected DNN training outcomes caused by hardware failures (see
Sec. 4.6) — these issues have been termed “bugs from hell" [1]|, and the industry has issued
urgent call-to-action to address them [1, 2, 3].

All of these lessons point to one important realization: there is an urgent and crucial
need to devise efficient and effective hardware failure mitigation techniques for DNN training
workloads. In order to create new solutions, the critical first step is to thoroughly understand
the impacts of logic hardware failures on DNN training workloads. However, there is no such
prior study in the literature.

To bridge these important knowledge gaps, we present the first study on hardware failures
in DNN training systems. We focus on logic hardware failures that exhibit transient effects,
which predominantly occur in datacenters today [1] — in the rest of the paper, hardware
failure is used to refer to this class of failures unless specified otherwise. Moreover, we
focus on deep learning (DL) training accelerator systems, since they are widely used and
are currently undergoing rapid growth [50, 53]. Through in-depth analysis, we now have
a comprehensive characterization of the hardware failure effects. We also fundamentally
understand how hardware failures propagate, as well as the necessary conditions for these
failures to eventually cause unexpected outcomes. These new insights enabled us to develop
efficient hardware failure mitigation solutions that are readily deployable in practice.

The major contributions of this paper are:
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(1) We present the first in-depth study on hardware failures in DNN training accelerator
systems, which is enabled by a new fault injection framework that accurately models the
behaviors of hardware failures. Using this framework (open-sourced [54]), we performed
> 2.9M fault injection (FI) experiments (> 490K node-hours) in a distributed DNN training

environment.

(2) Based on the experiment results, we present a complete characterization of the failure
behaviors. In addition to known effects (e.g., a failure generates INFs/NaNs [1, 6]), we
identified four new, intricate outcomes (Sec. 4.4.1), where failures resulted in abnormal
convergence trends that persist for a long time (thousands of training iterations or more),
without visible anomalies. Instances of one of the new outcomes (SlowDegrade, see Sec. 4.4.1)

were later observed (and corrected) in DL training accelerator systems in datacenters.

(3) Deeper analysis led to a finding that large absolute gradient history values in optimizers,
or large absolute moving variance values in normalization layers, are the necessary conditions
for hardware failures to generate the new unexpected training outcomes revealed by our
experiments. Moreover, these conditions always occur within two training iterations after

hardware failures occur.

(4) Based on the necessary conditions, we devised (a) a new hardware failure detection
technique that checks the absolute gradient history values and the absolute moving variance
values against their respective bounds, where the bounds can be mathematically derived
based on the properties of a given DNN training workload, coupled with (b) light-weight
re-execution of the two most recent training iterations, which is sufficient to recover the
training workload from hardware failures. Evaluation on Google Cloud TPUs shows that
our detection and re-execution techniques together require 24 — 32 lines of code change and

introduce 0.003% — 0.025% performance impact for various DNN training workloads.

This paper is organized as follows. Background information is provided in Sec. 4.2. Our
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fault injection experiments and results are presented in Sec. 4.3 and Sec. 4.4. We present

new mitigation techniques in Sec. 4.5, and discuss related work in Sec.4.6.

4.2 Background

DNN training workloads are typically executed in a distributed manner using many training
devices. For example, in synchronous distributed training [55], every device stores a separate
copy of a given DNN model, and uses one mini-batch of the training data-set to compute
a training loss through a forward pass, followed by a backward pass where the gradients of
the trainable parameters (e.g., weights, biases, etc.) are computed with respect to a loss
function using an optimizer. After each iteration, the weight gradients generated by all
training devices are averaged (e.g., by a central server). The average gradients are then
propagated back to all training devices to start the next iteration.

Hardware failures can pose various effects on DNN training workloads (some examples
are shown in Fig. 4.1). Although it might appear that DNN training is resilient to hardware
failures, industry reports have already shown that these failures are detrimental to training
and not rare, as discussed in Sec. 4.1.

Some failures may be masked by hardware logic, e.g., if faulty values are AND’ed with 0’s.
They may also be masked by various operations performed during the training process, e.g.,
if a faulty value is multiplied by a 0, or is set to 0 by the activation function. Without the
above masking effects, still the final training outcome (training/test accuracy and training
time) may not be affected significantly because the training process may be able to recover
from the effects of hardware failures. This presents an opportunity: if we can pinpoint the
hardware failures that are likely to cause unexpected outcomes, we can devise optimized

mitigation solutions.
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Example 1: a hardware failure occurs in forward pass operations,
propagates to weight gradients, and the DNN fails to converge.
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Figure 4.1: Hardware failure examples in DNN training.
4.3 Methodology and Framework

To study the resilience of DL training accelerator systems, we performed statistical fault
injection (FI) experiments, the most widely-used approach for analyzing hardware failure
behaviors [10, 11, 12, 13, 14, 15, 16, 17].

Existing FI methods suffer from the following limitations. Fast FI is typically achieved
by injecting faults in software [17, 18, 19]. However, both previous works and Chapter 3 have
found that the accuracy of software FI is low [10, 56]. To achieve high accuracy, RTL-level
FI needs to be performed; however, RTL simulation time is prohibitively long, especially for
the already time-consuming DNN training workloads. For example, using Resnet18 with the
Cifar10 data-set as the DNN training workload, it would take 46 K years with 8 threads to
perform 1M RTL FI experiments to achieve high statistical significance. Our methodology

and framework, discussed in this section, explain how we overcame these challenges.
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4.8.1 Accelerator Architecture for DNN Training

Detailed hardware information (e.g., RTL) is required to obtain accurate FI results. Al-
though there are no DL training accelerators with open-source access, an inference accelerator
can be adopted for training because the designs of DNN training and inference accelerators
are similar. For example, TPU v4 (training) and v4i (inference) share the same design [57],
and the same is true for Nvidia A100 (training) and A30 (inference) [58]. The training and
inference versions differ mainly in the number of cores.

In our study, we adopted NVDLA, Nvidia’s DL accelerator [39], as our base architecture
(to the best of our knowledge, NVDLA is the only industrial DL accelerator with open-source
RTL access). However, the key findings from our work can be generalized to other accelerator
designs, because DL accelerators follow a similar dataflow architecture [57, 59, 60, 61], and
are expected to experience similar hardware failure effects.

The major modules in NVDLA include (1) 512K B on-chip buffers to store layer inputs,
weights, partial sums, and layer outputs, (2) sequencing units that control the dataflow of
inputs and weights, (3) 16 parallel compute units that perform MAC (Multiply-ACcumulate)
operations, and (4) compute units for element-wise, activation, and pooling operations.

To use NVDLA for training, on the hardware side, we augmented the datapath so that
bfloat16 and FP32 are used for MAC and element-wise operations, respectively, which is a
common precision setting for training [62]. On the compilation side, we introduced extra
matrix transpose and rotation operations such that the order of gradient computations, which
is fixed by NVDLA’s dataflow algorithm, matches that required by the training algorithm
[63].

4.3.2  Fault Injection Framework

We achieve accurate and quick FI in our framework by (1) deriving a set of software fault
models through a systematic analysis of NVDLA’s RTL, and (2) injecting software faults
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(i.e., instances of the software fault models) using Tensorflow [64], where each software fault
accurately captures the behavior of a hardware failure. We have open-sourced our framework

[54).

Hardware Fault Model

Hardware failures are modeled using single-cycle, single-FF (flip-flop) bit-flips. This fault
model is widely used to study dynamic variations, unstable/marginal circuit behaviors, and
soft errors [10, 11, 13, 15, 16, 65, 66, 67, 68, 69, 70, 71]. The observations obtained using
this model may also provide insights for other failures that exhibit transient or intermittent
effects. For example, the SlowDegrade outcome (Sec. 4.4.1), which was first revealed by our
study, was later observed in real systems and root-caused to hardware failures that can be

reproduced intermittently.

Software Fault Models

Based on the hardware fault model, we derived a set of software fault models, which can
accurately represent the effects of hardware faults.

A subset of the software fault models in our framework draw similarities to those from
our previous work called Fldelity, in Chapter 3, which provides software fault models for
DNN inference workloads based on the same hardware fault model used in this study. These
similar fault models are the ones used to represent bit-flips in a datapath FF (i.e., an FF in the
accelerator’s datapath) or a local control FF (i.e., an FF that controls exactly one datapath
register), because the dataflow and compute operations are the same in the forward /backward
pass of training, and also during inference. Therefore, given a single-cycle bit-flip in one of
these FFs (following the hardware fault model), the number of faulty elements in the output
tensor, their relative positions, and their faulty values are derived in exactly the same way

for all of the above operations.
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The key difference between the new framework and Fldelity lies in how bit-flips in global
control FF's are modeled. Global control FFs are FFs in the control logic that affect more
than one datapath registers. Thus, a bit-flip in a global control FF can result in many faulty
elements in the output tensor of the current DNN layer (see Table 4.1 for some examples).
For inference, it is highly likely that the final prediction will be different from the fault-
free prediction, so Fldelity simply models bit-flips in global control FFs as such in Chapter
3. In contrast, for training, many faulty output elements in a single DNN layer do not
necessarily lead to unexpected training outcomes, because the training process may still be
able to recover from the hardware failure effects. Therefore, accurate software fault models
for bit-flips in global control FFs are required for training.

To this end, we systematically studied the functionalities of all global control FFs in
NVDLA (41K in total, corresponding to 7,531 unique control variables) to derive the cor-

responding software fault models, as summarized in Table 4.1.

Validating the New Software Fault Models

We performed 40 K RTL FI experiments, targeting global control FFs, for five layers arbitrar-
ily selected from five representative DNN models: GoogleNet [35], Resnet [72], Transformer
[73], Yolo [74], and LSTM [75|. For each RTL experiment where the injected fault is not
masked by hardware (11K total), we confirmed that the faulty output elements match those
obtained by simulating the corresponding software fault. Given this result, we can estimate
with 99% confidence that the accuracy of our software fault models is very high, with < 1

in 1M faults not modeled correctly.

4.3.8  FExperiment Setup

We implemented the software fault models derived for NVDLA using Tensorflow APIs. The

DNN models used in our study are summarized in Table 4.2. In the fault-free runs, we
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Table 4.1: Fault injection framework and methodology.

DL accelerator: NVDLA [39], adopted for training

Software fault injection platform: Tensorflow [64]
Hardware fault model: a single-cycle bit-flip in a single FF

Definitions and terminologies:

Layer Output: output neurons in forward pass, input gradients or weight gradients in backward pass.
Layer Input 1: input feature map in forward pass and for weight gradient operations, output gradients for

input gradient operations.

Layer Input 2: weights in forward pass and for input gradient operations, output gradients for weight gradient

operations.

n: an integer > 1 indicating how long the effect of a fault lasts in a given DNN layer. If the FF where the fault

occurs has a feedback

loop. n is randomly chosen between 1 and the max number of loop iterations. Otherwise, n = 1.
Layer Outputs computed in one cycle: they belong to 16 consecutive channels, computed by 16 MAC units in

parallel.

Layer _Outputs computed in n consecutive cycles: output elements across n cycles grow in the width dimension.
Layer Inputs 1/Layer Inputs 2 required in one cycle: they belong to 64 consecutive channels.
Layer Inputs_1/Layer Inputs_2 required in n consecutive cycles: input elements across n cycles grow in the

width dimension.

Software fault models for datapath FFs and local control FFs: same as Fldelity

Accurate software fault models for global
control FFs

For which bit-flips?

% ( Num.) of
FFs*

1. Random faulty values that can span the en-
tire data precision dynamic range are set in all
Layer Outputs computed in one cycle, for n con-
secutive cycles.

A bit-flip in a configuration FF, or a valid
signal for Layer Output turns from ’in-
valid’ to ’valid’, affecting all 16 MAC

units.

0.24%(1723)

2. All Layer Outputs computed in one cycle are
set to 0, for n consecutive cycles.

A valid signal for Layer Output turns
from ‘valid’ to ‘invalid’, affecting all 16
MAC units.

0.25%(1795)

3. One Layer Output element is randomly chosen,
and its value is set to a random faulty value in each
cycle. This effect lasts for n consecutive cycles.

Same as group 1, but the bit-flips affect
only one MAC unit.

0.48%(3448)

4. All Layer _Outputs computed in one cycle are
written to incorrect, randomly chosen memory lo-
cations while maintaining their relative positions,
for n consecutive cycles.

Bit-flips in FFs that control the memory
addresses of Layer Outputs.

2.36%(16952)

5 /6. All Layer Inputs 1 / Layer Inputs 2 re-
quired in one cycle are read from incorrect, ran-
domly chosen memory locations while maintain-
ing their relative positions, for n consecutive cycles
(from DRAM) or one cycle (from on-chip buffers).

Bit-flips in FFs that represent the mem-
ory addresses of Layer Inputs 1 /
Layer Inputs 2.

1.31%(9410) /
0.96% (6895

7 / 8. All Layer Inputs_1 / Layer Inputs_2 re-
quired in one cycle are set to 0, for n consecutive
cycles (from DRAM) or one cycle (from on-chip
buffers).

A valid signal for Layer Input 1 /
Layer Input 2 turns from ‘invalid’ to
‘valid’.

0.09%(646)  /
0.22%(1580)

9 / 10. All Layer Inputs_1 / Layer Inputs_2
required in one cycle use a random set of val-
ues from Layer Input 1 / Layer Input 2, while
maintaining their relative positions, for n consecu-
tive cycles (from DRAM) and 1 cycle (from on-chip
buffers).

A valid signal for Layer Input 1 /
Layer Input_2 turns from ‘valid’ to ‘in-
valid’.

0.16%(1149) /
0.12%(862)

* Since we augmented the datapath to support bfloat16 and FP32 for MAC and element-wise operations, the % of

FFs is different from the numbers reported in Table 5.1.

trained each workload for 430 — 50K iterations, which corresponds to 40 — 80 epochs with
8 training devices (similar to typical training procedures in the literature [62|). For each
workload, the final fault-free training/test accuracy reaches > 95% of that reported in the

corresponding paper cited in Table 4.2.
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We deployed our framework on Google Cloud TPUs, and conducted > 2.9M (> 490K
node hours) FI experiments. Each FI experiment consists of the following steps: (1) randomly
select an FF and a cycle to indicate where and when a bit-flip is to be injected; (2) use the
corresponding software fault model to obtain the number and the positions of all faulty
output elements in the current DNN layer; (3) obtain the faulty values of the faulty output
elements based on the software fault model; and, (4) propagate the effects of the faulty
output elements in the current DNN layer by continuing to train the DNN until either an
error message (e.g., one that reports the occurrence of INFs/NaNs) is encountered, or until
a predefined number of training iterations are completed.

For each workload, the upper bound of the training iterations used in our experiments is
2x the number of iterations in the fault-free run (reported in Table 4.2). In each FI experi-
ment, we captured the convergence trend by recording the training loss and accuracy values

in every training iteration, as well as the test accuracy once every 100 training iterations.

4.4 Results

4.4.1 Characterization of Hardware Failure Effects

We observed two distinct categories of training outcomes from our FI experiments. In the
first category, which accounts for 82.3% —90.3% of all cases across the workloads, the injected
faults did not significantly affect the final training/test accuracy for the same training time
as the fault-free runs. In fact, the majority of them (65.5% — 86.3% of all cases) yielded
slightly higher training/test accuracy compared to the fault-free cases, perhaps because the
faults created noises that introduced certain regularization effects. The rest of the cases
in this category showed slight degradations (mostly within 2%, up to 6%) in training/test
accuracy for the same training time compared to the fault-free runs. These cases by and

large correspond to those where faults were injected late in the training process. For these
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Table 4.2: DNN training workloads.

Optimizer: Adam (except for Resnet SGD).

Momentum value in batch normalization (BatchNorm) layers: 0.9
(except for Resnet LargeDecay).

Num.
DNN models Data-sets tterations N1.1m.
/ epochs | experiments
(fault free)
Resnet [7.2] ) < 900K
(4 configurations™) 1960
DenseNet [77] Cifar10[76] /80 >400K
Efficientnet 78] >400K
NFNet [79] >100K
Yolovd [74] | voci2fso] | o >200K
Multi-grid neural % 50000
memory [81] 25%25 maze / N/A >400K
WMT14 50000
Transformer [73] EN.DE [82] /40 >100K

* Four configuration of Resnet18: (1) Resnet, a BatchNorm layer follows every convolution
layer; (2) Resnet_ NoBN, no BatchNorm layers; (3) Resnet SGD, same as Resnet, except
that SGD (stochastic gradient decent) is used as the optimizer; (4) Resnet LargeDecay,
same as Resnet, except that the momentum value in BatchNorm layers is 0.99.

cases, when we increased the training time by 10% / 17% to allow the training algorithm to
recover the effects of the faults, the training/test accuracy differed by only less than 2% /
0.5% from that of the corresponding fault-free runs.

The remaining 9.7% — 17.7% of the FI experiments, belonging to the second category,
all exhibit certain unexpected training outcomes. We characterized these outcomes based
on (1) convergence trends (i.e., training/test accuracy values throughout the training pro-
cess), and (2) occurrences of visible anomalies, as shown in Table 4.3. In addition to the
occurrences of INFs/NaNs which have been reported by industry, we discovered four new
unexpected outcomes: (1) SlowDegrade, (2) SharpSlowDegrade, (3) SharpDegrade, and (4)
LowTestAccuracy. In Fig. 4.3, we report the percentage breakdown of different training

outcomes normalized to the total number of experiments for each workload.
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Based on the same statistics analysis methodology used in previous resilience studies |10,
83|, we have achieved a 99% confidence level that the percentage of each outcome reported in
this section is within a confidence interval of 0.1%. The probability of an unexpected outcome
not exposed by our experiments is < 0.004% with a 99.5% confidence level. Moreover, after
observing the SlowDegrade outcome in our experiments, this outcome was later observed in

datacenters when training large DNN workloads using DL training accelerator systems.
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Figure 4.2: Four new unexpected latent outcomes observed from our experi-

ments.
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Table 4.3: Unexpected outcomes in DNN training workloads.

Symptoms Descriptions

Manifestation latency: immediate

A fault in the forward pass: INFs/NaNs are ob-
served in the forward or backward pass of the

current iteration. A fault in the backward pass:
INFs/NaNs are observed in either the backward
pass of the current iteration, or the forward pass
of the next iteration.

INFs/NaNs

Hardware resources are not fully utilized, result-
Low hardware utiliza- | ing in sub-optimal performance, because a faulty
tion control FF incorrectly disables a subset of hard-
ware modules.

The accelerator fails to notify the host server
that its task is completed within a pre-specified
Accelerator h .

ceelerator fang timeframe, because a fault causes some control

logic to be stuck in an infinite loop.

Manifestation latency: short-term

INFs/NaNs INFS / Na.Ns show up‘W1th1n a few training itera-
tions (2 in our experiments) after a fault occurs.

Manifestation latency: latent

Training accuracy slowly degrades for 10—100 it-

SlowDegrade (Fig. | erations, then stays at a low level. Training/test
4.2a) accuracy may recover after 10K — 100M itera-
tions.

Similar to SlowDegrade, except that an addi-
tional sharp drop in training accuracy is ob-
served at the iteration when a fault occurs.

SharpSlow Degrade
(Fig. 4.2b)

Training accuracy drops sharply at the iteration

SharpDegrade (Fig. when a fault occurs, and stays at a low level.

4.2¢) Test accuracy follows training accuracy.
Training accuracy appears normal, but test ac-

LowTest Accuracy | curacy shows visible degradation after a fault oc-

(Fig. 4.2d) curs. Test accuracy may recover after 10K —

100M iterations.

4.4.2  Detailed Analysis

A detailed characterization of the fault propagation paths and effects are summarized in Fig.

4.4. We have also derived the necessary conditions for a fault to generate a latent unexpected
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Figure 4.3: Percentages of training outcomes, normalized to the total number of
experiments for each workload.

outcome.

Analysis on the Immediate Outcomes

Immediate INFs/NaNs are generated by faults in the following FFs: (1) the datapath FFs
that represent the high exponent bits, (2) a subset of control FFs that configure the data
precision (e.g., if a fault in one of these FFs causes int16 MAC operations to be performed
instead of bfloat16 operations, the results may overflow when they are converted to FP32
to undergo element-wise operations), and (3) FFs that correspond to valid/invalid signals
(a fault in one of these FFs can result in incorrect logic functions that generate arbitrary
datapath values, including INFs/NaNs).

The faults that can generate the other two immediate unexpected outcomes (low hard-
ware utilization and accelerator hang) cannot be modeled using software-visible states. We
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Figure 4.4: Characterization of fault propagation paths and effects.

observed these outcomes in our RTL FI experiments (see Sec. 4.3.2), and included them in

Table 4.3 for completeness.

Analysis on the Short-Term INFs/NaNs Outcome

The fault propagation paths leading to this outcome are shown in Fig. 4.4. There are two
major events along these paths. First, at the end of iteration ¢ (i.e., the iteration when a
fault occurs), weights with large absolute values are generated as a result of the fault and
propagate to subsequent training iterations. Second, a history term combines the effects of

large absolute faulty weight values across at least two training iterations to generate a value
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that overflows after iteration ¢ + 1.

History terms are used in normalization layers that are widely adopted in DNNs |79,
84]. For example, moving variance (mwvar) in BatchNorm is such a history term, which
combines the variance of the layer’s inputs with the mwvar obtained in the previous iteration,
weighted using a decay factor: muvar at iter (i + 1) = decay _factor * mvar at iter i + (1 —
decay factor) * input variance. The inputs of a BatchNorm layer are the outputs of the
previous layer, which can contain large absolute neuron values because of the faulty weight
values. The faulty BatchNorm layer inputs can result in a large absolute mwvar value, which
may overflow after iteration ¢4 1. For clarity, we use mvar to generally denote such a history
term in normalization layers.

Short-term INFs/NaNs are rare. First, if an optimizer that normalizes gradients (e.g.,
Adam) is used, large absolute weight values can only be generated if a fault occurs during the
weight update operation (i.e., the operation that adds gradients to current weight values),
which is extremely unlikely because this operation takes a very small amount of time. This
is why we observe this case for Resnet SGD only in our experiments, since SGD does not
normalize gradients.

Second, the absolute value of a faulty mwar across multiple iterations must lie in a
specific range (2.9e38 — 3.0e38 from our experiments, as shown in Table 4.4) so that it
does not overflow at iteration ¢, but overflows at a later iteration. Moreover, the overflow is
expected to appear shortly after iteration ¢+ 1 because (1) a decay factor is applied to mvar,
and (2) although quite slowly, the faulty weights are updated towards the correct direction
(decreasing their absolute values) by the optimizer. Thus, it is not likely for INFs/NaNs to
occur beyond a small number of iterations after a fault occurs. Because of this decaying
effect, the magnitude of muvar at iteration ¢ + 1 must be very close to the max floating point
value that can be represented (e.g., the max value of FP32 in our study). A large absolute

muar value therefore is a necessary condition for this outcome.
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Analysis on the SlowDegrade and SharpSlowDegrade Latent Outcomes

At iteration t+i: if | g,| is large due to the fault:
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Figure 4.5: Explanation of the three phases in the convergence trends of SlowDe-
grade and SharpSlowDegrade. The math symbols are defined in Eq. 1.

The fault propagation paths that lead to these two outcomes are depicted in Fig. 4.4.
Both outcomes are observed only if the optimizer uses gradient history values to normalize
the gradients derived in the current iteration, which is common in DL training workloads
(e.g., 134 such optimizers were developed out of a total of 154 between 2015 and 2021 [85]).
SharpSlowDegrade can only occur if normalization layers are not present (e.g., Resnet  NoBN
and NFNet) and if a fault occurs in the forward pass, while SlowDegrade can only occur if a
fault occurs in the backward pass. Moreover, the convergence trends of these two outcomes
exhibit three distinct phases. We mathematically explain each phase in Fig. 4.5 using Adam
(Eq. 1) as an example.

From Fig. 4.4, we see that a necessary condition for both outcomes is that the absolute
values of the faulty gradient history values of the optimizer (m; and v; in Eq. 1 for Adam)
must be large enough to influence training accuracy, but not large enough to cause immediate
or short-term INFs/NaNs (the range of faulty values obtained from our experiments is shown
in Table 4.4).

However, this is a necessary condition but not a sufficient condition, because even if this
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Operations performed in Adam
me = Bime—1 + (L= B1)ge, v = Pove—1 + (1 - B2)g7
my
1- 3

Ut = 7770 y, Wy = Wg—1 — U

t
1_B§+6

gt : gradient values computed in iteration t. (1, B2 : decay factors.

my : the history values of the gradients.
vy : the history values of the square of the gradients.
uy : the values used to update the weights. w; : weight values.

1 : learning rate. € : a small value for numerical stability.

condition is met, it is possible that the final training/test accuracy would not be affected
significantly. For example, if only a few gradient history values are perturbed, it may not be
significant enough to perturb the overall convergence trend. Moreover, training/test accuracy
can start to improve again in Phase 3 (Fig. 4.5). However, for all of our experiments in which
the convergence trend is perturbed due to large absolute gradient history values except for
those training the Transformer workload, the final training/test accuracy values are still low
even after the numbers of training iterations are doubled with respect to the corresponding
fault-free runs. The takeaway is that, although theoretically there is a recovery phase, the
final training outcome is largely dependent on the interactions between the magnitudes of the
faulty values, the choice of hyperparameters (e.g., decay factors), and the training dynamics.
In practice, the recovery phase may never be reached, or it may require millions of iterations
to fully recover from the fault. For example, the latter can happen with a decay factor of
0.9999 (used in real datacenter workloads) and a faulty absolute gradient history value in

the order of 1e19 (observed from our experiments).

Analysis on the SharpDegrade Latent Outcome

The propagation path that leads to the SharpDegrade outcome is mostly the same as that
for the short-term INFs/NaNs outcome, except that faulty muvar’s never overflow in the case
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of SharpDegrade. Instead, their absolute values must be large enough (which are generated
by large absolute weight values due to a fault) for the training/test accuracy to show sharp
degradations — this is thus a necessary condition for the SharpDegrade outcome. Afterwards,
the absolute values of the faulty weights continue to stay large as they are updated very slowly

by the optimizer, so the training/test accuracy stay low for a long time.

Analysis on the LowTest Accuracy Latent Outcome

From Fig. 4.4, we see that LowTest Accuracy can only occur in DNN workloads that satisfy
two conditions. First, a history term is used, which is updated based on its values from
previous iterations. Moreover, it is only used to evaluate test accuracy but not training
accuracy. An example of such a history term is the moving variance in BatchNorm layers
(muvar as defined previously), which we will use to generally denote such history terms for
clarity. Second, the absolute value of mvar must be very large, such that it can visibly
degrade the test accuracy (see Table 4.4 for the range observed in our experiments). Thus,
this is a necessary condition for the LowTest Accuracy outcome.

Similar to the SlowDegrade and SharpSlowDegrade cases, there is typically a recovery
phase for LowTest Accuracy, because a faulty absolute muwvar value will decay over time given
the common use of a decay factor (as explained in Sec. 4.4.2). However, whether the test
accuracy can be successfully recovered depends on various factors, including the magnitudes
of the faulty values, the decay factor, and the training dynamics. In our experiments,
LowTest Accuracy is observed for the Resnet LargeDecay workload, because the large decay
factor (0.99, vs. 0.9 in other workloads) corrects the faulty mwvar’s too slowly.

Moreover, only faults that occur in the forward pass can lead to LowTestAccuracy, be-
cause those in the backward pass can only perturb mwvar’s in the forward pass of the next
training iteration through faulty weight values. However, in this case, large absolute weight

values will dominate the overall effect and create the SharpDegrade outcome instead.
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Summary

We summarize the necessary conditions for a fault to generate each latent outcome (in-
cluding short-term INFs/NaNs) in Table 4.4. The necessary conditions always occur within
two training iterations after a fault occurs. Note that, these necessary conditions are not
sufficient. In our experiments, we observed cases in which the training process is able to
recover from the effects of faulty gradient history values in optimizers or faulty mwvar’s in

normalization layers, especially if the number of faulty values is small.

Table 4.4: Necessary conditions for short-term/latent unexpected outcomes.
iter. t is the iteration during which a fault is injected.

Necessar When Ranges
Outcomes condi tion}; conditions | observed in
observed | experiments
SlowDegrade Large absolute iter. t 3.6e9-1.1e19

Sharp gradient history _

SlowDegrade values in optimizer iter. ¢ 2.7e8-1.2e19
SharpDegrade Large absolute iter. t +1 | 6.5e16-1.2e38
LowTest Accuracy muar values in iter. ¢ 7.3e17-7.1e37
Seor e mormaliation [y e s

In addition to the necessary conditions, we have obtained the following three key obser-
vations from our analysis.

Observation (1) Recovery effects of DNN training workloads. If the perturbations in all
software variables that are affected by a fault are small, then the training process (provided
that it is implemented correctly) is highly likely to be able to recover from the effects of the
fault without posing high training time overheads. Even if the perturbations are large, given
a long enough training time (which may not be practical), the training process may recover
from the effects of the fault, unless INFs/NaNs are generated.

Observation (2) Necessary conditions for latent unexpected outcomes. For any hardware

fault to cause a latent unexpected outcome, the effects of the fault need to last across multiple
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training iterations; otherwise, it is highly likely that the training process will recover. This
observation is reflected in the necessary conditions, as both the mwvar’s in normalization
layers and gradient history values in optimizers can carry the effects of a fault from one
iteration to the next.

The effects of faulty weight/gradient values will also last across multiple training it-
erations; however, they will propagate to the muvar’s and/or gradient history values, and
subsumed in our necessary conditions. On the other hand, faulty mwvar and gradient history
values do not always imply faulty weights/gradients.

We also analyzed the behaviors of the training loss value to determine if it can serve as
a necessary condition for the latent unexpected training outcomes. For faults that occur
in the forward pass and subsequently generate the SharpSlowDegrade, SharpDegrade, and
short-term INFs/NaNs outcomes, a sharp increase in the training loss value is observed at
the iterations during which the faults first appear. However, for faults that occur in the
backward pass, even if they eventually lead to latent unexpected outcomes (SlowDegrade or
LowTest Accuracy), the training loss value appears normal throughout the training process.

Observation (3) Interactions between DNN configurations and hardware failures. Normal-
ization layers in DNNs play an important role in the resilience of DNN training workloads.
On the one hand, the occurrence of large absolute muvar’s is a necessary condition for various
short-term and latent unexpected outcomes. On the other hand, the presence of normaliza-
tion layers makes it more likely for a training workload to recover from the faults that occur
in the forward pass. As shown in Fig. 4.4, if large absolute output neurons (large |y|) are
generated in the forward pass, normalization layers will normalize the magnitudes of these
output neurons, effectively alleviating the impacts of these faults.

The choice of optimizers and hyperparameters also play an important role. For example,
the SlowDegrade and SharpSlowDegrade outcomes can only be generated if the optimizer

normalizes gradients using gradient history values, while the SharpDegrade outcome can
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only occur if the optimizer does not.

4.4.8 Other Results and Discussions

Contributions to Unexpected Outcomes from Different FFEs

In NVDLA, global control FFs whose bit-flips belong to groups 1 and 3 defined in Table 4.1
and local control FFs are more likely to generate large absolute mwvar’s and large absolute
gradient history values. As shown in Figure 4.6, together they contribute to 55.7-68.5% of
the total number of unexpected outcomes across different workloads in our experiments, even
though these FFs only account for 9.8% of all FFs in the design.

For datapath FFs, bit-flips that correspond to the upper two exponents bits (5.5% of all
FFs) contribute to 31.9%-44.3% of all unexpected outcomes across different workloads (see
Fig. 4.6). These bit-flips are more likely to generate large absolute values that cause overflow
or satisfy the necessary conditions reported in Table 4.4 than the bit-flips in other datapath
FFs.

Contributions to unexpected outcomes

60%-

40%-

20%
0.

Resnet Resnet Resnet Resnet Efficie- Dense NFNet Yolo Multlgrld Trans

_NoBN _SGD eacrg;e ntnet net nrileer%)ary former
Il Datapath FFs [ Local control & global control FFs group 1 and 3

[ Other control FFs (contributions all < 0.5%)

Figure 4.6: Contributions to unexpected outcomes for bit-flips in various FF
groups.
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Generalization to other hardware fault models

The necessary conditions discussed in Table 4.4 were derived based on the single-cycle single-
FF bit-flip hardware fault model. However, based on Observation (2), the same necessary
conditions are applicable to any single hardware failure, regardless of the fault model.
Furthermore, given the hardware failure rate reported by industry, it is expected that at
most one hardware failure would occur during the training process of mid-sized DNNs (i.e.,
DNNs with < 1GB parameters), which account for the majority of all DNNs deployed in
datacenters today [57]. For larger DNNs, even though multiple failures may occur during
the training process, they are expected to occur far enough apart such that their effects are
largely independent. Therefore, the same necessary conditions are also applicable to multiple

hardware failures under the reported hardware failure rate.

Discussions on the number of training devices.

We used 8 training devices in our experiments. With more training devices, our findings still
apply. First, if a hardware failure occurs in a training device and generates an immediate
unexpected outcome, the outcome will show up in the local device without affecting other
devices, so the number of training devices is irrelevant. Second, the necessary condition for
short-term INFs/NaNs, SharpDegrade and LowTestAccuracy is large absolute muvar values
on a single training device, which is not affected by the number of devices. Last but not
least, we consider the SlowDegrade and SharpSlowDegrade outcomes, for which the necessary
condition is large absolute gradient history values. On the one hand, using more training
devices results in a shorter training time, which makes it less likely for a workload to reach
the recovery phase, or for the recovery phase to fully recover the training/test accuracy.
On the other hand, since gradients are averaged among all training devices, absolute faulty
gradient values (due to a hardware failure) would be smaller if more devices are used, making
it less likely to meet the necessary condition of these two outcomes. These opposing factors
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balance out the sensitivity to the number of training devices.

Discussions on the sizes of DNNs and data-sets.

How hardware failures propagate and affect DNN training workloads, as shown in Fig. 4.4,
does not depend on the sizes of the DNN or the training data-set. The only consideration is
that the sizes may influence when the three phases in SlowDegrade/SharpSlowDegrade and

the recovery phase in LowTestAccuracy occur, and how long the different phases last.

4.5 Techniques to Tackle Hardware Failures in DNN Training

Systems

In datacenters, when a potential issue is detected in a DL accelerator, a standard procedure
is to decommission the accelerator for further investigation, revert all affected workloads
to their previous checkpoints, and execute these workloads in other healthy devices [1].
Handling immediate and short-term NaNs/INFs is easy. However, for a latent unexpected
outcome, its error detection latency, i.e., the time between when a hardware failure occurs
and when the unexpected outcome is observed, can be very long — spanning thousands to
millions of training iterations. The long error detection latency makes it challenging to
recover an affected workload. For example, even though checkpointing is routinely used in
DNN training, it is not clear how one could determine which checkpoint to revert to, not to
mention that the available checkpoints may all have been corrupted.

Therefore, a detection technique that guarantees a short error detection latency is re-
quired. Although there exist a plethora of resilience techniques in the literature, these
techniques are inadequate because they incur high performance/energy costs even in the ab-
sence of hardware failures (more details in Sec. 4.6). To this end, we leverage the necessary

conditions revealed by our study to devise new, efficient techniques to mitigate hardware
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failures in DL training accelerator systems.

4.5.1 Detection

Our technique detects all hardware failures that are likely to lead to latent unexpected
outcomes. The idea is to compare the gradient history values against a bound (for workloads
trained by optimizers that use such history values), and also compare the muvar’s against a
bound (for workloads with normalization layers). If any of these values is out of bound, an
error message is generated. Since the necessary conditions occur within 2 training iterations
after a failure occurs, the error detection latency of our technique is bounded. Further,
we proved that these bounds can be mathematically derived based on the properties of a
given DNN workload. As shown in Algorithm 11, the absolute gradient history values in
the absence of hardware failures (and software bugs) are less than 20 x \/W with a
probability larger than (1 — 3 x 10789), where n; is the number of partial sums used to
generate one gradient value, and m is the batch size. Similarly, we derived a bound for the
muar’s in Algorithm 11. The bounds derived for all of our target workloads can be found in
Table 4.5.

Note that, a hardware failure detected by our technique does not always lead to unex-
pected training outcomes. However, it is still beneficial to decommission the accelerator for
further analysis because it is highly likely (based on the probability shown in Algorithm 11)

that the accelerator has encountered a hardware failure.

4.5.2  Recovery

We developed a light-weight recovery technique that re-executes the two most recent itera-
tions of a DNN training workload on all training devices, which is sufficient to mitigate all
immediate, short-term, and latent unexpected outcomes when coupled with our detection

technique. The following changes to a DNN training program are required to implement our
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Algorithm 11: Derive bounds for gradient history values in Adam and moving variance
values in BatchNorm. The bounds apply for various DNN layers including convolution,
matrix multiplication, and fully-connected layers.

Without loss of generality, assume the following DNN
properties [86, 87]:

(1)The mean of the outputs (before activation) and
inputs of every DNN layer is 0, and the variance of all
layers are approximately the same.

(2)The input data-set is normalized to zero mean and
unit variance.

(3)Softmax-cross-entropy is used as the loss function,
and Adam is used as the optimizer.

(4)The weight gradient values follow the Gaussian
distribution.

I. Deriving the bound for absolute gradient
history values in Adam.

Step 1: Let a; and p; := the i*® inputs and outputs of
the softmax layer; y; := the i*" one-hot encoded training
target, 1 < i < I; m := the number of mini-batches; L :=
Softmax-cross-entropy = — ., yilog(p;)/m. We bound
oL
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Step 2: Let y! := the i*" element of the output tensor
L

of layer . We bound % Vl. Given Property 1,
y.
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the output of the last layer.

Step 3: Let w! := the i*" element of the weight tensor

1 . .
,—] VI, since a; is
m

of layer [; 7! == the transpose of layer I’s input tensor;
n; ‘= the number of the partial sums used to compute

one gradient. We bound %,VZ.
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Step 4: Based on the history value computation in

B < 1, .. the bound for a—Ll
ow!.

can also be used for m;. Given Properties 1, 2, and 4,
oL

Adam, shown in Eq. 1, *-

. oL
E[w] =0, and also given tlrlle bound for Var[w]
shown in Step 3, m: ~ N (0, m—;),

. Prob(jmi| > 20 x [ 15) < 3x 107
m

IT. Deriving the bound for absolute moving
variance values in BatchNorm.

L
Step 1: Let n := learning rate; g: == oL in iteration t;

ow'
w' := the weight values of layer { in iteration ¢ + 1;
N, := the number of partial sums used to compute one
output neuron in layer .

“ Property 1, E[w'] = 0, Var[w'] = Ni Since Adam is
1

the optimizer, let k= /1 — B5/(1 — %), then we have
ug ~ N(0,7%k?) based on Eq. 1.
Step 2: .- u; and w; are independent, .°. E[wl/] =0, and
/ 1
1% N< — 2K2.
arfo') < g K
Varly'l = Ny« Var[w' | * Var[y' ™!,
. Var[yl] v 272
-+ Properties 1 and 2, .. Var[y'] < (1 + Nin?k?)".

Step 3: Let mwvar;; = the moving variance of
BatchNorm at layer [ and iteration ¢; 8 := the decay

factor. mvar;; = 8 x mvar;;—1 + (1 — ) x Var[yl].
"+ B <1, . the bound for Var[y'] can be used to bound
moary . . moary: < (1 4+ Np?k?)L.
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Table 4.5: Bounds derived from Algorithm 11 for target DNN training workloads

DNN models .Bounds for . Boun.ds for
history values moving variance values
Resnet 21.2 3.2e6 (Not used for Resnet  NoBN)
Densenet 50.0 3.8e7
Efficientnet 49.4 2.1e9
NFNet 70.0 Not used
Yolov3 49.4 1.2e8
Multi-grid 84.9 Not used
neural memory
Transformer 28.2 3.2e¢9

re-execution technique: (1) subtracting the gradients obtained in the last iteration from the
current weight values to obtain the weight values used in the previous iteration; (2) reloading
the mini-batch data-set used for the previous iteration; and (3) recording the seeds used to
initialize random variables (if they are used) in the previous iteration, and applying them

during re-execution.

4.5.8  Implementation and Evaluation

We implemented the detection and re-execution techniques in Tensorflow for the same set
of workloads presented in Table 4.2, which requires only 24 — 32 lines of code change to the
different DNN programs. The memory overhead is negligible since our detection technique
only requires two new variables to bound the gradient history and mwvar values, and our re-
execution technique only requires a few seeds to be stored (if seeds are used). We evaluated
the techniques on Google Cloud TPUs, using the cloud TPU profiler [88] to obtain perfor-
mance/power /memory overheads. For each workload, the bounds-checking and re-execution
operations were both executed 10K times.

If no out-of-bound values are detected, the performance impact is 0.003% — 0.025% on
average (geomean) across different DNN training workloads. If re-execution is invoked once,
the average (geomean) performance impact is 0.04% — 0.15%. Also, the profiler reported a

similar utilization of TPU resources between the modified and original programs for each
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workload, indicating that the power/memory overheads of our techniques are negligible.
Compared to the checkpointing approach where a checkpoint is saved at the end of each

training epoch [62, 89|, the performance/energy costs of our recovery technique are up to

500x lower (depending upon the number of iterations per epoch, which is typically ~ 1,000

iterations) assuming that 8 training devices are used.

4.6 Related Work

Resilience analysis on DNN workloads. There is one study that targets memory errors in
DNN training workloads [19]. Memory errors in datacenters are not a critical concern because
ECCs are commonly supported in both on-chip and off-chip memories. Moreover, errors in
memory behave differently from those in logic. For example, all the latent unexpected
outcomes revealed by our study are unique to hardware failures in logic.

Many conclusions and findings from previous work on the resilience of inference workloads
[17, 41, 42, 43, 83, 90, 91, 92, 93, 94, 95, 96, 97, 98], including our work in Chapter 3 cannot
be extended to training workloads due to the fundamental differences in their respective

algorithms and resilience requirements, as summarized in Table 4.6.

Table 4.6: Resilience properties of inference vs. training.

Inference Training (details in Sec. 4.4)
Lo . . Normalization layers can exacerbate or reduce the
E{;}rmahzamon layers effectively mask hardware failures impact of hardware failures. See Observation (3) in
) Sec. 4.4.2.
Failures that occur in early layers are more likely to We observed this trend only for the failures that lead
generate visible anomalies [17, 18]. to the SlowDegrade outcome.
Hardware failures that occur in certain output feature
maps or input data samples are more likely to We did not observe such correlations in training.

generate visible anomalies [83].

INFs/NaNs are not observed. 1I}NI?S./NaNs are a major class of unexpected DNN
raining outcomes.

Hardware Failure Mitigation Techniques. There exist a plethora of resilience techniques
across various system design layers [11]|, spanning algorithm [99, 100|, compiler/software

[101, 102, 103, 104, 105, 106, 107, 108, 109], architecture [104, 105, 109, 110, 111, 112, 113,
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114, 115, 116], and circuit [117]. Selectively protecting FFs using circuit-level solutions (e.g.,
FF hardening) is a potential resilience solution, and our results in Sec. 4.4.3 can guide which
FFs to harden; however, it requires hardware modifications, which may not be possible
or desirable. Existing compiler /software techniques and architecture techniques were mostly
developed for CPUs or GPUs, and they rely on specific properties in CPU/GPU applications
or architectures; therefore, they do not lend themselves to be used in DL accelerators.

The authors in [83] focused on inference workloads, and proposed selective duplication
in the weight kernel level or the inference task level. However, it is not clear how one would
apply the kernel-level technique to training, since weight values are not static during training.
Regarding the task-level technique, it is also not clear how to determine the importance
of each input sample because that depends on the model and various training dynamics.
Without selective redundancy, detection through duplication (or other redundancy-based
techniques) incur high overheads. To recover from a failure, the overhead will be even higher
since additional operations need to be executed upon detection.

In the algorithm level, algorithm-based fault tolerance (ABFT) techniques have been de-
veloped for DNN inference workloads |99, 100]|. We extended the idea in [99] to cover training
workloads, implemented it in Tensorflow for Resnet [72|, Efficientnet [78] and DenseNet [77],
and obtained the performance/energy results for these workloads using Google Cloud TPUs.
This ABFT technique requires non-trivial software modifications (463 — 485 lines of code
change), and incurs large (5% — 7%) performance/energy costs even in the absence of hard-
ware failures.

Another line of work proposed to bound the activation outputs to improve the resilience
of inference workloads [17, 92, 98, 118, 119|. This approach is inadequate for training because
it can only detect a small fraction (33.7% from our experiments) of all latent unexpected
outcomes.

Gradient clipping techniques in DNN training. Gradient clipping techniques {120, 121, 122]
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were proposed to boost test accuracy or reduce training time, without any resilience con-
siderations. These techniques cannot be used to mitigate all unexpected training outcomes
caused by hardware failures, because, as shown for the SlowDegrade, SharpDegrade, and
LowTestAccuracy cases in Fig. 4.4, hardware failures can perturb gradient history / muvar
values without affecting gradient values. Moreover, the bounds from previous work were
heuristically determined. In contrast, our bounds were derived mathematically based on
DNN properties to yield high detection coverage for hardware failures that are likely to

generate latent unexpected outcomes.
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CHAPTER 5
UNDERSTANDING PERMANENT HARDWARE FAILURE
EFFECTS IN DEEP LEARNING TRAINING SYSTEMS

The content of this chapter will be published in our paper titled "Understanding Permanent

Hardware Failure Effects in Deep Learning Training Systems" in ETS23.

5.1 Introduction

In Chapter 4, we present a comprehensive study on how transient hardware failures affect
DL training systems. However, it is important to note, as highlighted in Section 4.1, that
permanent failures are also prevalently observed in previous industry reports. However,
there is a notable dearth of research regarding the impact of permanent hardware failures
on DL training accelerator systems. To bridge this gap, we present the first in-depth study
on logic permanent hardware failures in DL training accelerator systems. The fundamental
understanding obtained from this study advances our knowledge and leads to more efficient
and cost-effective mitigation solutions. We developed a new software-level fault injection
framework (Sec. 5.3), which leverages the architectural properties of a DL accelerator to
model permanent hardware faults accurately in software. The permanent hardware fault
models used in our study are single stuck-at-1 and single stuck-at-0 faults, which are widely
used in the literature [123, 124, 125, 126, 127]. Similar to our previous studies presented in
Chapter 4, we adopted NVDLA (augmented to support DNN training) as a case study. We
injected faults into a subset of the datapath nets that directly represent one or more software
variables, and conducted 102.8 K fault injection experiments using three representative DNN

models (Resnet18, YOLOv3, and Transformer). The key results are (more details in Sec. 5.4):
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e Even though the effects of permanent faults are persistent, a large percentage (93.3% —
95.2% across the three DNN models) of the injected faults did not affect the final

training/test accuracy and training test significantly compared to the fault-free runs.

e We observed two unexpected training outcomes: (1) INFs/NaNs that corrupt the train-
ing process; and (2) a sharp degradation (SharpDegrade) in training accuracy after the
fault first occurs, and then both training accuracy and test accuracy stay low through-

out the rest of the training process.

e Through our analysis, we also found that for a permanent fault to generate the
SharpDegrade outcome, a sharp increase in the training loss value must occur within
two training iterations after the fault first occurs. In other words, this is a necessary
condition for the SharpDegrade outcome. Furthermore, if a fault generates INFs/NaNs,
these INFs/NaNs always occur within one training iteration from when the fault first

occurs.

Based on these results, we devised a new detection technique that compares the increase
in training loss against a pre-computed bound, which can be mathematically derived based on
the properties of a given DNN model. Using this technique, all SharpDegrade cases observed
in our experiments are detected. We also developed a lightweight recovery technique that
re-executes the two most recent training iterations after a hardware failure is detected.
We implemented our techniques in Tensorflow for the three DNN models used in our fault
injection experiments, which require only 15 — 25 lines of code change. We also evaluated
these techniques on Google Cloud TPUs, which shows that the performance overhead is
minimal (0.004% — 0.025%) when no hardware failures are detected. If one permanent
failure is detected, the recovery overhead (in terms of performance and energy) only involves
the cost for re-deploying the workload on a healthy device and re-executing two training

iterations. We present the details of our techniques in Sec. 5.5.
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5.2 Related Work

Resilience Studies on DNIN Workloads Prior work largely focuses on transient hard-
ware failures and inference workloads. A few studies on logic permanent hardware failures
in DL accelerators {123, 124, 125] also focus on inference only. The results obtained by
studying inference workloads do not apply to training workloads because of the fundamental
differences in the algorithms of these two types of workloads. Moreover, in [123], netlist
simulation was used to perform fault injection experiments in systolic arrays, but the au-
thors were only able to conduct a small number of experiments due to long simulation time,
so the statistical significance of the results is low. In [124], the authors first estimated the
worst-case perturbations that a fault can bring to the outputs of a DNN layer by determining
which fan-in logic cone of an output bit this fault belongs to, and then obtained the effects of
the perturbations using software simulation. However, the worst-case analysis approach can-
not be used to obtain a comprehensive understanding on how various permanent hardware
failures affect training workloads. In [125], the authors used a Python-based fault injection
framework to simulate single stuck-at faults only at the primary input ports of a processing
engine (256 cases) for inference workloads. In contrast, we consider a broader set of faults

and focus on training workloads.

Hardware Failure Mitigation Techniques Structural in-field self-test techniques that
are generally applicable to any compute devices have been developed and adopted commer-
cially |25, 26, 128]. Functional in-field self-test for DL accelerators also exists (Chapter 2).
However, both functional and structural in-field self-test techniques may only be invoked
infrequently to minimize system-level costs, which may lead to long error detection latencies
and pose significant challenges in error recovery. Furthermore, structural techniques require
special hardware test support, which may not be practical or desirable. Redundancy-based

concurrent error detection techniques generally incur high costs, as discussed in Chapter 4,
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Section 4.6.

5.3 Methodology and Framework

Statistical fault injection (FI) is widely used to analyze hardware failures. FI can be per-
formed at the hardware (RTL) level; however, the simulation time is prohibitively long.
Using Resnetl8 with Cifarl0 as an example, it would take 5K years with 8 threads to
perform 102.8 K experiments. Alternatively, software FI can be performed; however, its ac-
curacy cannot be guaranteed [10, 56]. We overcome the above limitations by developing a

new software FI framework that is both quick and allows us to obtain accurate results.

5.3.1  Fault Injection Framework

Hardware Fault Models

Similar to previous work (e.g., [123, 124, 125]), the single stuck-at-1 and single stuck-at-0
fault models, which are among the most representative models for logic permanent hardware

failures, are used in our framework.

Software Fault Models

To achieve accurate results, the architectural properties of DL accelerators can be leveraged
to derive software fault models that accurately reflect the effects of single stuck-at faults. A
key challenge of this approach is that stuck-at faults can occur in all nets in the accelerator
design. If we were to exactly model a stuck-at fault of an internal net using software-visible
states, we would need to simulate the detailed circuit structure to propagate the fault until
it reaches a sequential element that is mapped to a software variable, which would be as

time-consuming as RTL simulations.

111



Due to this challenge, in our study, we only include a subset of datapath nets for which
the stuck-at faults can be directly modeled by injecting equivalent faults in certain software
variables, as shown in Table 5.1. These datapath nets, referred to as the target datapath nets
for short, account for 14.41% of the total number of nets in NVDLA.

To model single stuck-at faults in the target datapath nets, the only hardware information
required is the dataflow algorithm implemented in the accelerator design, including the
datapath widths, the total number of compute units, which input variables are processed at
the same cycle, and which output variables are computed at the same cycle. Based on this
information, we can derive which software variables in the current DNN layer are affected by
a single stuck-at fault, which is critical because multiple software variables can be affected
by a single faulty net. Moreover, since a target datapath net directly maps to a set of
corresponding software variables, for a given single stuck-at-fault, equivalent faults can be
injected into these software variables directly.

We validated these software fault models by performing 25K RTL FI experiments using
five layers randomly selected from five DNN models (GoogleNet, Resnet18, Transformer,
YOLOv3, and LSTM), which achieves 99% confidence that < 1 fault in 1M faults is not

correctly modeled.

5.3.2  Experiment setup

To perform large-scale FI experiments, we implemented the software fault models described
in Table 5.1, using Tensorflow as the DNN software platform. We deployed our framework
on Google Cloud TPUs, and conducted 102.8 K FI experiments. We use three representative
DNN models in our study, and the details are summarized in Table 5.2.

Each FI experiment consists of the following steps. (1) Randomly select a bit in one target
datapath net and a training iteration to specify where and when to inject a stuck-at fault

(the fault is always injected at the beginning of the selected training iteration). Whether
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Table 5.1: Fault injection framework and methodology.

DL accelerator: NVDLA [39] adopted for training
Software fault injection platform: Tensorflow [64]
Hardware fault model: Stuck-at-0 & Stuck-at-1
Definitions and explanations of terminologies:

Layer_ Output: output neurons in forward pass, input gradients or weight gradients in backward pass.

Layer Input_1: input feature map in forward pass and for weight gradient operations, output gradients for input gradient operations.

Layer Input_2: weights in forward pass and for input gradient operations, output gradients for weight gradient operations.

Layer_ Outputs computed in one cycle: they belong to 16 consecutive channels, computed by 16 MAC units in parallel.

Layer_ Inputs_ 1/Layer_ Inputs_ 2 required in one cycle: they belong to 64 consecutive channels.

Accurate software fault models for stuck-at faults | Datapath nets modeled E;xir::ware % / Num. of Nets
T AT

1. In one out of the 64 Layer Input 1 computed in gsDé\[A (1);;;) ig;ig

the same cycle, one randomly chosen bit is stuck at Datapath nets that correspond - OU !

; y . . N CBUF 0.38% / 7871
0/1. Error effects start at the iteration & layer where to the first input tensor of a CMAC T41% ; 50201
failure occurs, and last till the end of the FI DNN layer. Mo el
experiments. - emory 0.97% / 20091

interface
Total 5.28% / 109360
/ o]
2. In one out of the 64 Layer Input_2 computed in gSDé\IA ggiéb 5 1?;;?
the same cycle, one randomly chosen bit is stuck at Datapath nets that correspond - UD

/ . . . CBUF 0.38% / 7870
0/1. Error effects start at the iteration & layer where to the second input tensor of a CMAC TA1% 29204
failure occurs, and last till the end of the FI DNN layer. N LN
experiments. [ emory 0.97% / 20090

interface !
Total 4.27% / 88436
3. In one out of the 16 Layer_ Output computed in the Datanath nets that correspond CACC 1.38% / 28582
same cycle, one randomly chosen bit is stuck at 0/1. ADALL Nets © Orresp SDP 2.97% / 61514
. N . to the output neurons of a DNN !
Error effects start at the iteration & layer where failure laver Memory 0.49% / 10148
occurs, and last till the end of the FI experiments. ver. interface 0
Total 4.86% / 100654

the fault is stuck-at-0 or stuck-at-1 is also randomly chosen. (2) Use the corresponding
software fault model from Table 5.1 to inject equivalent faults in software. (3) Propagate the
effects of the fault until either an error message is encountered, or until a predefined number
of training iterations are completed. The upper bound used in our experiments is 2z the

training time of the fault-free run.

5.4 Key Results

Of the ~ 100K FI experiments, 93.3% — 95.2% of all injected stuck-at faults did not affect
the final training/test accuracy significantly. Compared to the fault-free runs across different
workloads, without any increase in training time, 52.1%-67.5% of all FI cases result in an
increase in accuracy by less than 0.5% (similar the results presented in Sec. 4.4, because the
faults created noises that might introduced certain regularization effects), 27.7%-41.1% of
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Table 5.2: DNN training workloads.

Num. iterations Num. FI
DNN models Data-sets / epochs .
(fault-free) experiments
Resnet18 [72] | Cifarl0[76] 1960 / 80 50.9K
YOLOv3 [74] | VOC12[80] 430 / 40 214K
WMT14
Transformer [73] EN.DE [82] 50000 / 40 30.5K

all cases result in a decrease in training/test accuracy by less than 2%, and 0.01%-0.03% of
all cases result in a decrease in training/test accuracy by 2%-4%. The cases where a > 2%
degradation in training/test accuracy were observed correspond to those where faults were
injected to the last 5 epochs of the training processes. For the remaining 4.8% — 6.7% of all

L are observed:

FI cases, two unexpected outcomes

(1) Immediate INFs/NaNs, where INFs/NaNs are generated in the training iteration
when a stuck-at fault first occurs.

(2) SharpDegrade (Fig. 5.1), where training accuracy drops sharply within two training
iterations after a fault occurs and remains at a low level. If the fault is injected in the forward
pass, training accuracy drops at the same iteration, right after the fault occurs. If the fault
is injected in the backward pass, the accuracy drops at the next iteration. The trend of test
accuracy follows that of training accuracy.

These results are statistically significant. With 100K experiments, we have achieved a
99% confidence level that the percentage of each outcome reported in this section is within a
confidence interval of 0.1%. Moreover, the probability of an unexpected outcome not exposed
by our experiments is < 0.01% with a 99% confidence level.

In Fig. 5.2, we show the percentage breakdown of each unexpected outcome for different

software fault models and DNN models.

1. In NVDLA, stuck-at faults in a few nets in the control logic may result in accelerator hangs or abnor-
mally low hardware utilization. As discussed in 4.4, these effects cannot be modeled in software but can be
detected easily. Therefore, they are not included in our analysis.
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Figure 5.1: The training/test accuracy trends of SharpDegrade.

Fault model
1
Resnet18 2
3
1
Transformer 2
3
1
YOLOv3 2
3
10% 20% 30% 100%
Percentages of training outcomes
I Immediate INFs/NaNs I SharpDegrade

Final training/test accuracy not significantly affected
compared to fault-free runs given the same training time

Figure 5.2: Percentages of unexpected training outcomes, normalized to the total
number of experiments for each software fault model and each network model.

5.4.1 Analysis on the Unexpected Training Outcomes

Immediate INFs/NaNs. As shown in Fig. 5.3, the majority of the immediate INFs/NaNs
are generated by stuck-at-1 faults in the datapath nets that represent the top two exponent
bits of a software variable. This is because these faults affect every single layer in both the
forward and backward passes of every training iteration (after the fault occurs), resulting in
values with very large magnitudes, which then quickly turn into an overflow. For software

fault models 1 and 3, all stuck-at-1 faults injected to the top two exponent bits generate
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Figure 5.3: Percentages of training outcomes for different bit positions where
hardware failures occur.

immediate INFs/NaNs; while for fault model 2, only those injected to the highest exponent
bit generate immediate INFs/NaNs. This is because a stuck-at-1 fault on the second-highest
exponent bit will generate a large value only if the original value is greater than 2.0 (meaning
that the highest exponent bit is 1), which is rare for Layer Input 2 (defined in Table 5.1 for
fault model 2) in today’s DNN models. On the other hand, values > 2.0 are more common
in Layer Input 1 (fault model 1) and Layer Output (fault model 3).

SharpDegrade. Across all workloads, first consider all cases where stuck-at-1 faults
generate the SharpDegrade outcome. Figure 5.3 shows that, 10.1%, 75.6%, and 14.3% of
these cases are generated by faults in the sign bit, exponent bits, and mantissa bits, re-
spectively. For all stuck-at-0 faults that generate this outcome, 97.4% of these faults occur
in the datapath nets that represent the highest exponent bits (in other words, faults that
convert values > 2.0 to values that are close to 0), while the rest occur in the nets that

represent other exponent bits. The faults that lead to this outcome all introduce relatively
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large perturbations.

When breaking down the contributions of different fault models, we found that fault
model 2 rarely generates the SharpDegrade outcome. This is because, as discussed in the
Immediate INFs/NaNs case, almost all the highest exponent bits in Layer Input 2 are 0’s,
which means that it is not likely for either the stuck-at-0 or stuck-at-1 faults to introduce
large perturbations.

Because a sharp decrease in training accuracy is always accompanied by a larger increase

in the loss value, the latter is a necessary condition for this outcome.

5.4.2  Summary and Generalization

Our key finding is that the amount of perturbations caused by a hardware stuck-at fault
largely determines the outcome. If the perturbations are small (which is the majority of the
cases), the training algorithm is likely to be able to mask their effects. If the fault causes the
absolute values of the affected variables to increase substantially, then immediate INFs/NaNs
or SharpDegrade may be generated. If the fault causes the absolute values of the affected
variables to decrease substantially, then it may lead to the SharpDegrade outcome. Overall,
the amount of perturbations is determined by the type of the software variables affected by
the fault, the bit position of the fault, and whether the fault is stuck-at-0 or stuck-at-1.
The above results may be generalized to other datapath and control nets. First, based
on our systematic analysis of the RTL of NVDLA (and confirmed by RTL simulations),
the majority of the datapath nets not in the target datapath nets belong to the input logic
cone of a single target datapath net. Thus, the software variables affected by a fault in
these datapath nets are already covered by one of the fault models in Table 5.1. The only
inaccuracy is that we cannot obtain the exact faulty values. However, our FI experiments
already cover a wide range of faulty values. Furthermore, our analysis in Sec. 5.4.1 suggests

that the exact faulty values do not affect the high-level conclusions. Therefore, the key
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findings of our study may apply to other datapath nets. Second, for nets that belong to the
control logic, they can be classified into local control nets or global control nets. A local
control net affects one datapath variable. By the same argument as above, our findings may
also apply to local control nets. On the other hand, a global control net (e.g., one that
configures the data precision or the dimensions of DNN layers, and so on) affects a large
number of computations. We expect that stuck-at faults in global control nets are likely to
generate visible system symptoms such as accelerator hangs, low hardware utilization, and
Immediate INFs/NaNs.

Our results can be generalized to other DL accelerators, because these accelerators (for
both training and inference) typically share a common dataflow architecture [57]. One con-
sideration is the number of compute units in the design. For example, in NVDLA] if the
number of MAC units increases from 16 to 32 or 64, the number of Layer output variables
affected by a stuck-at fault in a corresponding datapath net would decrease from 16 to 32 or
64 (see fault model 3 in Table 5.1), which may make it more likely for the training algorithm
to mask the fault.

Our results may also be generalized to other DNN training workloads, because the value
range and distribution of each software variable type are similar across many DNN models.
Moreover, although the specific DNN training dynamics (determined by a wide range of
factors including the DNN model, the optimizer algorithm, and hyperparameters) may affect
how likely the SharpDegrade outcome will occur, the high-level findings and analysis remain

the same.

5.5 New Mitigation Techniques

We utilize the same technique for detection as that presented in Chapter 4. This approach has
been proven effective in identifying and recovering transient hardware failures in DL training

systems. The difference is that for permanent failures, we leverage a different necessary
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condition revealed by our study, i.e., a large increase in the loss value, to perform hardware

failure detection.

In every training iteration, the increase in the training loss value is compared to a bound,

and an out-of-bound value signifies the presence of a hardware failure. As this necessary

condition is observed within two training iterations after a failure occurs, the error detection

latency of our technique is also bounded by the same amount.

Furthermore, the bound can be mathematically derived based on the properties of a given

DNN workload. As shown in Algorithm 12, with a probability higher than 1 —3 x 10789, the

loss value will not increase by more than 1/(m x [n10) x 20 x v/2 (where m is the batch size)

across two consecutive training iterations in the absence of hardware failures (this value is

0.095 for Resnet18, 0.19 for Yolov3, and 0.015 for Transformer). Using this bound, all faults

that cause the SharpDegrade outcome in our FI experiments are successfully detected.

Algorithm 12: Bounding the Increase in Training Loss Value.

Without loss of generality, assume the following
DNN properties [86, 87]:

(1)The mean of the outputs (before activation) and

inputs of every DNN layer is 0, and the variance is

approximately equal to that of the previous layer.

(2)The input data-set is normalized with a mean of
0 and variance of 1.

(3)Softmax-cross-entropy is used as the loss
function, and Adam is used as the optimizer.

In the tth training iteration, let a; + and p; + := the
it" inputs and outputs of the softmax layer,

1< <15y = the it" one-hot encoded training
target; and L; := the loss value. Let m = num.
mini-batches.

eai,t
Dit

= Li=—5yiidog(pis)/m.
Z£:1 ot s Lt Z,y ,t Og(p 7t)/'rn

Since one-hot encoding is used, there exists only one
neuron with the label 1, while the rest are all
labeled with 0. We use s and s’ to represent the
index of the neuron labeled with 1 in iterations ¢
and t 4 1, respectively.

1
|Lit1 — Le| = e |log(e®s"t+1) — log(_, e+t —

logletet) + log(£,, e+
Given properties 1, 2 and 3,

log(D_y e +1) = log (3, e**+)
L1 — Le| = X [log(e®s’t+1) — log(e®=t)| =

X Qg 41 — Qg t|-
m Inl10 s et st .
" ag 141 and asy ~ N(0,1), and are independent,

Qs! t+1 — As,t ™~ N(O, 2)

o Prob(|Liy1—Ly| > x20xV/2) < 3x 10789,

1
m Inl0

Implementation and Evaluation. We implemented the detection and re-execution

techniques in Tensorflow for all workloads in Table 5.2, which involve 15 — 25 lines of code

change. We evaluated these techniques on Google Cloud TPUs, using the TPU profiler [8§]
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to obtain performance, power, and memory usage results. We executed each workload 10K
times to obtain the average run time.

Our result shows that our techniques introduce 0.004% — 0.025% performance overhead
on average (geomean) across the workloads. Memory and power costs are negligible, since
the utilization of TPU resources when running the modified workloads is similar to that of
the original workloads. Comparing our re-execution technique with the conventional check-
pointing approach, the performance/energy cost of our technique is 200x lower. Our results
align with those presented in Chapter 4 as the checking for all necessary conditions incurs
very small performance overhead. Additionally, we employed the same replay technique as

described in Chapter 4.

120



CHAPTER 6
CONCLUSION

In this thesis, we first present a light-weight and efficient functional in-field self-test technique
targeting permanent hardware failures in DNN inference accelerators. We then present
resilience analysis frameworks that accurately model both transient and permanent hardware
failure behaviors in software, which cover both DNN inference and training accelerators.
Based on these frameworks, we perform the first resilience study on transient failures in
DNN inference accelerators, and the first in-depth resilience study on both transient and
permanent hardware failures in DNN training accelerators. Our in-depth studies inspire
light-weight, effective techniques that can be used to detect hardware failures and recover
DNN training workloads.

Our studies are essential as hardware failures are pressing issues in large-scale datacenters
nowadays. As the DNN systems continue to scale and the complexity of DNNs continues to
grow, hardware failures are expected to generate more undesirable outcomes, and the costs
to mitigate the undesirable consequences brought by hardware failures are expected to grow.

For future work, we plan to extend our work to cover other types of hardware failures,
extend our analysis frameworks to include other fault models, and also cover other devices

such as GPUs.
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