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ABSTRACT

The widespread adoption of SSDs has made ensuring stable performance difficult due to their

high tail latencies, which are amplified in large systems. A promising approach to improving

tail tolerance involves using machine learning to predict the latency of each request and using

this information to decide whether to serve the request or fail over to a replica. Deciding

whether to fail over to a replica is not as straightforward as setting a deadline for requests and

then failing over if the latency is predicted to exceed the deadline (and not just because the

predictions are sometimes inaccurate). To achieve the best performance, we need to consider

all aspects of the system (including how many replicas are available, the cost of failing over,

and the latency distribution of the workload). With this information, we can determine the

expected latency of failing over to a replica and use it to decide when failing over is likely

to improve performance. We incorporate this information into the system in two ways: by

biasing the loss function of the learner to increase or decrease the predicted latencies (or for

a classification problem, to increase or decrease the rate of positive or negative predictions),

and by changing the threshold used to classify which requests are too slow. We find that both

methods can achieve comparable performance improvements, but there is little performance

benefit to combining them, suggesting that attempting to break down the problem and

improve the machine learning predictions separately from tuning other aspects of the system

may increase complexity unnecessarily compared to optimizing the whole system together.

A holisitic approach and a deep understanding of the system is necessary to providing the

best performance while minimizing system complexity.
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CHAPTER 1

INTRODUCTION

Ensuring stable performance is becoming more difficult with the widespread adoption of

solid-state drives (SSDs) [16, 27, 28, 35, 44, 53, 58, 68]. Previous systems that used hard

disk drives (HDDs) had a latency baseline of 10s or 100s of milliseconds, but now SSDs

offer an order of magnitude better performance, with latencies in the microsecond range.

With this, a 1ms tail that might have previously seemed small begins to seem excessively

slow compared to a 50µs regular access baseline, a slowdown of 20x! Furthermore, a single

request can be composed of multiple input/outputs (I/Os), amplifying the effects of long

tails. Consider a request involving ten I/Os with a p95 of 1ms. While the odds of any one

I/O exceeding 1ms are only 5%, the odds of all ten I/Os in the request each finishing within

1ms is only around 60%. This becomes especially problematic in large systems containing

many SSDs, each fulfilling a large quantity of I/O requests, where normally rare slowdowns

occur regularly [3, 16].

Tail tolerance is growing worse. Increasingly short response times make existing tail

tolerance strategies that involve passively waiting for a request to finish and then failing

over to a replica when some timeout is reached very expensive and inefficient [6, 56, 70]. If

we decide that a request that normally takes 50µs should timeout after the 95th percentile

of, say, 500µs, then the slowest requests will still be 10x slower than average. Finding

an appropriate timeout threshold that is general across different workloads is effectively

impossible. If the timeout is too high, then it yields little benefit. A short timeout results in

an increased workload from duplicating more I/O requests. In the most extreme case, setting

the timeout to 0 and being blindly proactive [6, 66] would double the workload, which may

require more resources and cause new problems. Since neither passively waiting nor being

blindly proactive offer good results, the solution is to be selectively proactive and only retry

requests that are predicted to be too slow.
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MittOS [26] fulfills this principle of being selectively proactive by offering an interface for

users to input their service-level objectives (SLOs). When MittOS receives an I/O request,

it examines the metadata available in the operating system stack from the block device

layer and SSD drivers and predicts whether the request will meet the SLO. When MittOS

predicts that a request will be unable to meet the SLO, it returns an EBUSY signal to allow

applications to failover to a faster node instead of waiting. With both OpenChannel SSDs

[9] and with HDDs, which use a simpler mechanism compared to SSDs and an open-source

I/O scheduler [1], MittOS achieves over 96% accuracy and can reduce overall I/O completion

time by up to 35% compared to passively waiting.

One of the major drawbacks of MittOS is that it relies on white-box OpenChannel SSDs

[9] to achieve reasonable accuracy. Unfortunately, software-defined flash storage [50] like

OpenChannel SSDs [4] are still far from gaining widespread adoption and require a great

deal of effort and expertise to successfully develop predictions for—predictions that do not

translate across different devices. Most commercially-available SSDs are black-boxes that

rely on proprietary algorithms that can vary significantly between devices. In order to cover

real-world deployment scenarios, there is ongoing work to extend MittOS with a lightweight

machine learning framework to predict when to send the EBUSY signal, which we hereafter

refer to as ML-MittOS.

While it may sound straightforward to predict whether an I/O will meet the deadline and

then use this prediction to decide whether to fail over to a faster replica, choosing when to

fail over is more interesting than it may at first appear. Consider a request that is predicted

to be a little bit faster than the threshold, so it will not fail over. If the threshold was

set based on the amount of latency that is considered unacceptable (perhaps setting it to

the p90 latency), then this request might still be fairly slow, and failing over may improve

the latency. Since the neural network cannot make predictions with perfect accuracy, it is

also possible that this request will take longer than predicted and will actually exceed the
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threshold. This suggests that it may be advantageous to fail over sometimes even when a

request is expected to meet the SLO. Of course, failing over more often also increases the

risk that a fast I/O will fail over to a slower replica. To further complicate things, a real

system may have three or more replicas, giving an I/O several chances to fail over and try

to improve its latency, but each time adding a bit of latency from the network cost.

In this thesis, we:

1. Explain the relationship between the expected latency and several aspects of the system

and workload

2. Propose two methods to influence how often the system decides to fail over: modify-

ing the loss function of the neural network to more heavily penalize certain types of

mispredictions, and changing the threshold used to determine when to fail over

3. Discuss when to use each of these strategies

We discuss related work in Chapter 2. In Chapter 3, we explore how to modify how

often the system fails over by biasing the loss function of the neural network or changing the

failover threshold. We discuss the results of our experiments in Chapter 4 and future work

in Chapter 5. Finally, Chapter 6 summarizes our conclusions.
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CHAPTER 2

RELATED WORK

Previous work focused on several areas: Some papers analyze the causes of tail latencies on

solid-state drives and quantify the extent of the tail tolerance problem [3, 16, 24, 27, 28, 41].

Others focus on predicting latencies on SSDs more accurately [11, 30, 34, 36, 42]. Using

these predictions and other insights, other work attempts to improve SSD performance [4,

6, 9, 17, 26, 31, 33, 35, 44, 50, 53, 56, 66, 68, 70]. Besides using machine learning to improve

SSD performance, there are a number of papers discussing how to improve other systems

outcomes using machine learning, such as [7, 8, 10, 12, 14, 15, 18–23, 32, 37–40, 43, 45–

48, 54, 57, 59, 63, 65, 69, 71, 72].

2.1 Analyzing Performance on SSDs

There have been many studies quantifying tail latencies and analyzing their causes on SSDs.

A summary of some of the difficulties associated with tail latencies on SSDs can be found

in [3]. Similarly, Dean and Jeffrey discuss the many causes of tail latency in [16]. Li et al.

provide an exploration of a variety of sources of tail latency across the hardware, OS, and

application levels [41]. In [28], Harris summarizes many of the performance issues of SSDs.

Hao et al. quantify the tail latencies of SSDs on a large number of drives and explore the

root causes of slowdowns [27]. Gunawi et al. provide an analysis of the possible causes of

fail-slow faults on various types of hardware [24]. These papers provide useful motivation

for work like ours that focuses on improving tail tolerance.

2.2 Predicting Performance of SSDs

There is a variety of existing work on predicting performance of solid-state drives [30, 42].

Most prior work focuses on aggregate data like predicting the average latency over a period of
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time, based on the aggregate request rate, I/O sizes, etc. Li and Huang evaluate the efficacy

of black-box models to predict latency, bandwidth and throughput on SSDs [42]. Huang et

al. further explore black-box models and how much more accurate they are on SSDs than

HDDs [30]. These approaches can achieve good accuracy with simpler machine learning

mechanisms like decision trees or random forests, but they are unable to make accurate

predictions on a short enough time scale to use for making decisions about individual I/Os.

Latency spikes occur at a millisecond scale [26], so more fine-grained predictions are necessary

to accommodate the fast pace of modern storage.

Some work focuses on reverse-engineering and predicting the behavior of specific propri-

etary elements of commercial SSDs. Kim et al. propose a methodology for extracting several

parameters that impact performance on SSDs [34]. In [11], Chen et al. discuss the potential

performance gains from exploiting the internal parallelism of SSDs. Kim et al. develop a

model for SSD performance by extracting information about the behavior of the write buffer

and garbage collection [36]. Rather than try to reverse-engineer proprietary SSDs, we use

machine learning to predict performance on black-box devices.

2.3 Improving Performance on SSDs

Since the original MapReduce paper [17], there have been a number of papers focusing on

mitigating tail latencies in large systems. Zaharia et al. design a new scheduling algorithm

for Hadoop that performs better in heterogeneous environments like vitualized data centers

[70]. Pisces [53] provides weighted fair sharing and performance isolation on shared storage

services. Dolly [6] clones small jobs to mitigate slow stragglers, using delay assignment

to avoid contention in the intermediate data transfer. The CosTLO framework [66] issues

requests with multiple forms of redundancy to meet a latency variance goal while minimizing

configuration cost. Yang et al. offers a framework for dividing I/O scheduling across the

storage stack to improve performance and reduce tail latencies [68]. PBSE [56] addresses tail

5



tolerance on networks experiencing node-level network throughput degradation by improving

speculative execution. These approaches all consider different techniques for scheduling I/Os

and dealing with stragglers. We attempt to provide a simpler and more general approach

by using machine learning to decide whether to serve a request on a particular device. Our

approach does not necessarily replace the performance insights presented by these papers;

rather, it offers another technique for improving tail latencies.

Several papers analyze a specific aspect of SSD performance and offer solutions. Mesnier

et al. propose classifying I/O to enable different categories of data to use different storage

system policies [44]. In [35], Kim et al. show how SSDs fail to meet SLOs because of garbage

collection; they propose a scheme to isolate flash memory blocks from different VMs so they

no longer interfere with other VMs during garbage collection. FlashBlox [31] improves tail

latencies by taking advantage of different channels and dies to better isolate virtual SSDs.

Yan et al. address garbage collection using various strategies to avoid GC-induced slowdowns

[67]. Kang et al. also attempt to reduce tail latencies caused by garbage collection using

reinforcement learning [33]. These techniques improve different aspects of SSD performance

than our work and can be implemented independently to potentially improve performance

even further.

Rather than try to reverse-engineer proprietary SSDs, some work attempts to improve

visibility and control over the inner workings of SSDs. In [50], Ouyang et al. propose

software-defined flash that allows the host software to have direct access to flash channels

on the SSD. Open-Channel SSDs [9] like LightNVM [4] can offer more predictable latency

than traditional black-box devices. Using machine learning to predict performance may be

unnecessary on these types of devices, but our work offers a solution for the proprietary

SSDs that are still popular.
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2.4 Applying Machine Learning to Systems

Besides improving SSD performance, there are a variety of other papers that apply machine

learning to solving systems problems [7, 8, 10, 12, 14, 15, 18–23, 32, 37–40, 43, 45–48, 54,

57, 59, 63, 65, 69, 71, 72]. The most similar to our work is probably [21]. Ding et al. apply

machine learning to choosing a system configuration that minimizes energy consumption

while meeting a latency constraint and find that incorporating knowledge of the systems

problem is more effective in improving results than improving the accuracy of the learner.

Similar to our work, they use a biased learner to improve the systems outcome. Unlike

our work, Ding et al. explore biasing matrix completion algorithms and Bayesian models

using multi-phase sampling, while we bias a neural network by modifying the loss function

or changing the threshold used for classifying inputs. Another key difference is that they try

to minimize energy consumption under a latency constraint, while we are only interested in

performance.

There is also similar work utilizing machine learning to predict response times on hard

disk drives. Wang et al. use CART models to make black-box predictions of response times

[63]. Crume et al. use machine learning to predict per-request response times on hard drives

and employ Fourier analysis to deal with periodic behavior [15]. While one might expect that

these ideas can be easily applied to other types of storage devices, the internal workings of

SSDs are sufficiently different from HDDs that many of the insights into HDD performance

are not applicable to SSDs.

A number of other works also use machine learning to improve systems outcomes like

performance or energy-efficiency. For example, the Proteus framework combines control

theory, machine learning, and programming language tools to enable developers to easily

create adaptive applications [8]. CALOREE combines machine learning to model the effects

of complex resource interactions on latency with control theory to meet a performance goal

with minimal energy usage while responding dynamically to changes in the environment
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[45]. In [32], Imes et al. use a machine learning classifier to choose the most energy-

efficient resource configuration for an HPC workload. Memory Cocktail Therapy provides a

learning-based framework for balancing the lifetime, performance, and energy efficiency of

non-volatile memories [20]. ESP predicts interference between applications running on the

same hardware to improve performance [46]. LEO uses probabilistic graphical models to

estimate power and performance for a running application [47]. While these papers solve

different problems and use different machine learning techniques than our work, they have

the same goal of applying machine learning to improving systems outcomes, rather than the

popular reverse of improving systems for performing machine learning.
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CHAPTER 3

DECIDING WHEN TO FAIL OVER

Next, we explain how the learner works and how we can bias it to fail over more (or less)

often by either modifying the loss function or changing the threshold for classifying which

requests should fail over. We also explain how failing over affects the expected latency and

use this knowledge to choose how to bias the learner and by how much. It turns out to be

much easier to select a good threshold than to select the right amount of bias for the loss

function.

3.1 Design of the Learner

ML-MittOS is an extension of MittOS [26] that uses a lightweight machine learning frame-

work to predict whether an I/O will fail to meet the SLO (EBUSY) or will complete on time

(not EBUSY). As shown in Figure 3.1, ML-MittOS interacts with the block-device layer and

SSD driver to pull metadata like the list of previous latencies and number of pending I/Os in

order to make predictions. When it decides that a request should trigger an EBUSY signal,

ML-MittOS rejects the I/O and returns to the user application, allowing the application to

retry the request on a faster node.

There are two ways to design the learner to decide when to fail over. The first is to

perform classification to label each request as EBUSY or not EBUSY. The second is to

perform regression to predict the latency of each request and then compare the predicted

latency to a threshold to decide whether to fail over. Classification sounds like a good fit for

the problem and is typically much easier to achieve high accuracy than regression, but we

find that regression is surprisingly useful in this case. It is more flexible than classification

because it allows us to easily change the failover threshold without having to retrain on a

re-labeled training set. Additionally, because this is fundamentally a classification problem,
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Block-device
layer

SSD driver

SSD

Estimated Lat. > threshold?
Reject I/O & throw EBUSY

I/O flow

ML feature input:
1. List of prev. I/O latencies
2. List of prev. #pending I/Os
3. Current #pending I/Os

OS

Apps

Figure 3.1: Overview of ML-MittOS
ML-MittOS interacts with the block-device layer and SSD driver to pull metadata like the list of
previous latencies and number of pending I/Os in order to predict EBUSY/not EBUSY. When it
decides that a request should trigger an EBUSY signal, ML-MittOS rejects the I/O and returns

to the user application, allowing the application to retry the request on a faster node. This figure
is based on [25].

the predicted latencies do not necessarily need to be very accurate as long as they are useful

for deciding whether to fail over. In fact, because our main goal is classification in both

cases, we can use a very similar setup for both classification and regression and achieve

similar predictions for both.

Figure 3.2 shows an example of the input and output features to the learner used by

ML-MittOS. The input consists of historical data about the latency and number of page

I/Os in the queue for the most recent I/Os, plus the number of page I/Os pending in the

current request (which has unknown latency). When performing classification, the output

is EBUSY/not EBUSY encoded as a 1 or 0, respectively. For regression, the inputs are the

same, but instead of an output of 1 (EBUSY) or 0 (not EBUSY), the output is an integer

latency prediction in microseconds, which can then be converted to an EBUSY/not EBUSY

prediction based on whether it exceeds the failover threshold.

While there are a number of possible ways to implement the learner, we use a simple

neural network. The neural network is implemented in TensorFlow [5] using the Keras API

[13] as a Sequential model with 4 Dense layers, as shown in Figure 3.3. The first 3 layers
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3 page

I/Os

0,0,1,

1 page

I/O

0,0,9,

9 page

I/Os
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I/Os

0,0,9,

9 page

I/Os

# of Pending Page I/Os

0,1,7,8,

178 µs

0,1,9,5,

195 µs

0,2,8,9,

289 µs

0,1,4,2,

142 µs

Latency

Inputs

1

EBUSY

Output

Current I/O

Previous I/O

2nd to Last I/O

3rd to Last I/O

4th to Last I/O

Figure 3.2: Inputs and Outputs to Neural Network.
In this example, the target I/O has 3 pending page I/Os in front of it in the queue. The previous
request took 142µs with 1 page I/O in the queue. There are four previous requests used in this

example to predict whether the current I/O should be EBUSY or not EBUSY. The output from
the neural network in this case indicates that the request is EBUSY, so it should be rejected and

retried on a different node in order to maintain acceptable performance. For regression, the
inputs are the same, but instead of an output of 1 (EBUSY) or 0 (not EBUSY), the output is an

integer latency prediction in microseconds, which can then be converted to an EBUSY/not
EBUSY prediction based on the failover threshold.

have 128 or 256 neurons each and use ReLU activation functions, while the 1-neuron output

layer uses either a sigmoid (for classification) or linear activation function (for regression).

When performing classification, it is important to set the bias initializer (which is different

from the bias values described in the rest of this document) correctly to the natural log of

the ratio of EBUSY requests to not EBUSY requests, as described in [2]. Failing to do so

will sometimes randomly result in the neural network not learning the desired result when

changing the loss function as described in Section 3.3. When using the network to perform

regression, there is also a separate post-processing step to convert the predicted latency

output into an EBUSY/not EBUSY decision.

We only make a few changes to get the neural network designed for classification to

instead perform regression:

1. We change the activation function of the output layer from sigmoid to linear to allow
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outputing latencies greater than 1.

2. We must modify the loss function from binary crossentropy to mean squared error, as

that is more appropriate for regression.

3. Because the output is now numerical latency predictions, it is necessary to add a post-

processing step to compare it to the failover threshold and convert it to EBUSY or not

EBUSY.

4. The bias initializer is not necessary for regression, only for classification with imbal-

anced classes.

... ...

...

input

input
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2
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2
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256
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Figure 3.3: Neural Network Architecture
ML-MittOS uses a lightweight neural network consisting of 3 linear layers with ReLU activation
functions, with a simple 1 neuron output layer that uses either a sigmoid (for classification) or

linear activation function (for regression). When using the network to perform regression, there is
also a separate post-processing step to convert the predicted latency output into an EBUSY/not

EBUSY decision.

3.2 The Cost of Failing Over

To create a system that minimizes the latency, we need to understand how various system

parameters affect the expected latency. Consider a system with r replicas with an average
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failover cost of f . Let µt be the expected time it takes to complete a request. We will denote

the mean latency of the sample data as t̄, and let t̄n and t̄e be the mean completion times

of requests that are not EBUSY and EBUSY, respectively, and p be the probability of a

request being EBUSY.

Since all requests are either EBUSY or not EBUSY, the expected time it takes to complete

a request can be given by

µt = (1− p) ∗ t̄n + p ∗ t̄e (3.1)

We can compute most of these values except t̄e from the training data needed for the neural

network by using NumPy [49, 60] to count which requests are EBUSY or not EBUSY for

a given threshold and the mean latency of those requests. To find the average time t̄e of a

request that is EBUSY, we must consider µt to be a recursive function dependent on the

number of replicas r. When r = 1, it is impossible to fail over, so µt(1) is just the average

request time t̄. For r > 1, an EBUSY request will failover to a replica for a failover cost f ,

so we have

µt(r) = (1− p) ∗ t̄n + p ∗ (µt(r − 1) + f) (3.2)

This equation is sufficient to write a function that can estimate the expected request latency

given a sample of request latencies, an EBUSY threshold, the number of replicas, and the

network cost of failing over. To improve performance when there are many replicas, we

can solve the non-homogeneous recurrence relation by finding the roots of the characteristic

equation and the particular solution to get

µt =
(f − t̄n + t̄) ∗ pr + (t̄n − t̄) ∗ pr−1 + (t̄n − f) ∗ p− t̄n

p− 1
(3.3)

This equation depends on five variables. The number of replicas r and average failover

cost f are known values that depend on the system configuration. The mean latency t̄ is

determined by the latency distribution of the workload and can be measured on the same
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data used to train the neural network. The probability of predicting EBUSY p and the

mean latency when not EBUSY t̄n can also be measured on the training data as long as we

can determine which requests are EBUSY/not EBUSY. This is easy if the neural network

is already trained, since we can simply run it and get the predictions, but trying to predict

how changing the neural network will affect the predictions is more challenging and will be

discussed in the following sections.

There are two major ways we consider to change when the system decides to fail over to

influence p and t̄n. The first is to change the loss function of the neural network to more

heavily penalize a particular type of misprediction. For classification, this takes the form

of penalizing false negatives more harshly than false positives; whereas for regression, this

means increasing the penalty on under-estimates of the latency and reducing the penalty on

over-estimates. This is discussed in detail in Section 3.3. The other way is to simply change

the failover threshold so that more requests will fail over. In effect, the neural network

remains the same, and we simply change which requests are labeled as ebusy and not ebusy.

We discuss changing the threshold in Section 3.4.

3.3 Biasing the Loss Function

One way to influence when the system fails over is to change the loss function to more

heavily penalize certain types of mispredictions. For classification, this is simple if we use

the class weight parameter when fitting the model in Keras. Class weights are typically used

when the training data has an unbalanced number of examples for each class, such as when

95% of the training examples are zeros, but it is important to ensure that the network also

learns to predict ones [2]. Here, we use class weights to integrating the relative costs of

mispredicting a 1 as a 0 and vice versa into the classifier. When performing classification,

the cost of predicting false positives and false negatives is different. Accepting a tail request

is typically much more expensive than over-rejection, so we increase the penalty on false
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negatives by setting the class weight for 1 (EBUSY) to a bias value b > 1, and we keep

the penalty for false positives the same by setting the class weight for 0 (not EBUSY) to 1.

The bias value b is unrelated to the bias initializer that is needed to ensure that the starting

values of the neural network are close enough to converge to the correct values.

For regression, it is also possible to bias the loss function to more heavily penalize un-

derestimates. Inspired by [29] and [55], we modify the mean squared error as follows: Let yi

be the i-th latency value we want to predict and ŷi be the corresponding prediction. Then,

for n samples, the mean squared error (MSE) is defined as MSE(y, ŷ) = 1
n

∑n
i=1(yi − ŷi)2.

We define the asymmetric mean squared error (AMSE) to be:

AMSE(y, ŷ) =
1

n

n∑
i=1

(yi − ŷi)2 ∗ (sign(yi − ŷi) + b)2 (3.4)

, where 0 ≤ b ≤ 1 is the amount of bias added. When b = 0, there is no bias, and the loss

reduces to normal MSE. Higher values of b will penalize underpredictions (when yi < ŷi)

more heavily, while also reducing the penalty on overpredictions (when yi > ŷi). It is also

possible to use a negative value for b to increase the penalty on overpredictions, but we do

not explore this possibility because it is rare for the system to be set up in a way such that

failing over less often would be advantageous.

3.4 Changing the Failover Threshold

Biasing the loss function to change the penalties on over- and underestimates is not the only

way to influence how often the system predicts EBUSY and fails over to a replica. Another

possibility is to change the latency threshold for a request to be EBUSY. With classification,

this would require changing the class labels and retraining the neural network on the new

input. For regression, however, it is easy to raise or lower the EBUSY threshold without

retraining. Compared to the biased loss function described in Section 3.3, changing the
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EBUSY threshold has a very straightforward effect on which requests are predicted to be

EBUSY. When changing the threshold, the predictions from the neural network remain the

same and only need to be compared to a different constant value. This makes it much easier

to predict how changing the threshold will affect the total latency of all the requests in the

failover simulation.

3.5 Choosing a Bias Value or Failover Threshold Formulaically

It is not difficult to modify how often the system fails over by modifying the loss function of

the neural network or changing the failover threshold, but the real challenge lies in choosing

the correct bias value and failover threshold without having to retrain the neural network to

try every possibility. As we saw in Section 3.2, if we can understand how the bias value and

failover threshold affect the probability of a request being EBUSY p and the mean latency of

requests that are not EBUSY t̄n, then we can use Eqn. 3.3 to compute the expected latency.

3.5.1 Failover Threshold

When changing the failover threshold, we do not need to retrain the neural network when

performing regression, so it is easy to measure the necessary values using the predictions

from the neural network on the training data. We use NumPy [49, 60] to count how many

requests are EBUSY or not EBUSY for a given threshold and compute the mean latency of

those requests.

3.5.2 Bias Value

It seems like it should be possible to predict the expected latency for a particular bias value

b in a similar manner, but it turns out to be much more difficult to predict how biasing

the loss function affects the predictions. In this subsection, we explain our efforts to find a
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formula mapping a bias value b to an expected latency that holds for all workloads, but the

best fitting equation we find turns out to not be very useful for choosing a bias value, as we

see in Section 4.2. We discuss how we might try to further improve our results in Chapter 5.

We began by experimentally fitting a curve that mapped the bias value b to the EBUSY

probability p when the threshold is given by Table 4.1 for each of the workloads, for both

the classifier and regressor. We could find a sigmoid function for each workload that fit well,

but the coefficients differed significantly for each of the workloads, so this did not allow us to

generalize about the effects of using a particular bias value on an unseen workload. Because

the threshold chosen affects p, and all the workloads have different latency distributions, we

also tried fitting a curve from a bias value to p where the threshold is set to the p95 latency

for each workload, but we still found that the coefficients varied wildly among different

workloads. To further reduce the effects of choosing the threshold, we tried mapping b to

the quantile of the latency distribution that corresponds to a particular value of p for the

thresholds in Table 4.1 and the p95 latency, but still found that the coefficients for each

workload were too different to be useful. Finally, to attempt to separate out the effects of

each workload having a different latency distribution, we tried mapping b to the average

change in latency of each request between the biased and unbiased regressors. We find that

the coefficients for each workload are similar enough that the average change in latency ∆t

between a biased and unbiased neural network for all of the workloads can be approximated

by

∆t = −ln(1− b) ∗ t̄ (3.5)

With this equation, we can compute ∆t for a given bias value b and add it to the predicted

latency of each request computed by the unbiased regressor. Then, these latency values

are used to estimate the probability of a request being EBUSY p and the mean latency of

requests that are not EBUSY tn. Unfortunately, the average change in latency between the

unbiased and biased predictions is not a good predictor of the actual change in latency of
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any particular I/O, making it difficult to find a useful formula for choosing a good bias value.

Additionally, this formula does not work for the biased classifier, only the regressor.

To explain why quantifying the relationship between the bias value and its effect on

predictions is so difficult, we can look at Figure 3.4. Figure 3.4 plots the actual latencies

against the predictions made by an unbiased regressor on the left and a biased regressor with

a high bias value of 0.9 on the right for three different workloads. The color of each point

indicates by how much the prediction of that specific request differs between the biased and

unbiased neural networks. The predictions of the biased neural network can be as much

as 60,000 or even 130,000µs higher than those of the unbiased neural network, depending

on the workload, but they have not shifted in a predictable manner. One might expect

all the points to simply shift upward, or for the points farthest below the diagonal (where

the latency is being underestimated) to shift the most, but this does not appear to be the

case. The BingIndex and BingSelect workloads shown appear to have horizontal bands of

requests that are predicted to be the same latency (despite having different actual latencies)

and that move together when bias is applied, but the AzureStorage workload does not. For

AzureStorage and BingIndex, many of the darkest points that moved the farthest started

in the middle of the unbiased chart but ended up on the upper left of the biased chart.

With such interesting behavior, it appears that the average change in latency is not a good

means of predicting the change in latency of any particular request. We include the results

of choosing a bias using the average change in latency equation in Chapter 4 to verify that

it does not work well, but we do not recommend using it in practice.

3.5.3 Minimizing Expected Latency

Once we have a function for computing the expected latency for a particular bias value or

failover threshold, we use the minimize scalar function from SciPy [62] to find the bias value

or failover threshold that minimizes the expected latency. We use the Bounded method and
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specify that the threshold should be bounded by the minimum and maximum latency values

of the training data, since it does not make sense to search for an optimal threshold outside

of that range.

3.6 Choosing a Bias Value or Failover Threshold Experimentally

The previous section offered formulas for selecting a good bias value or failover threshold,

but we also consider several experimental methods for making this decision by testing many

different values. Several of these are practical ways to choose the bias value or failover

threshold without having to test all of the infinite possibilities (namely, the “greedy” and

“greedy skip” algorithms), while others are intended to show bounds on the best results

achievable (“oracle” and “global”).

1. Oracle: The oracle represents what happens if we choose the bias value or failover

threshold with the best latency from the testing data.

2. Global: The global strategy is achieved by choosing the bias value or failover threshold

that does best on the training data. This should usually be pretty close to the oracle,

but in some cases it chooses a suboptimal value. The biased neural network usually

behaves similarly on the training and testing sets, but the difference between the global

and oracle strategies reveals that there are some workloads for which the testing data

differs somewhat from the training data.

3. Greedy: This is a simple greedy algorithm for choosing the bias value, where we

simply keep increasing the bias value until we see the latency start to get worse.

4. Greedy Skip: To prevent the greedy algorithm from stopping too early when the

data is noisy, we consider a modification to the greedy algorithm called “greedy skip”.

This works like the greedy algorithm, except that we compare the predictions for all
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the requests to the predictions from the unbiased neural network. If fewer than 4% of

the requests are predicted differently with bias than without, then we skip this bias

value and move on to the next one. When comparing whether the latency is increasing

or decreasing, we ignore the skipped bias values and only look at bias values that are

sufficiently different from unbiased predictions. The 4% threshold was originally chosen

to identify when the neural network failed to learn the bias value due to being poorly

initialized, but after fixing that issue, it turns out to still be useful.
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(a) AzureStorage on Drive0

(b) BingIndex on Drive3

(c) BingSelect on Drive3

Figure 3.4: Actual vs. Predicted Latencies with No Bias and High Bias for Three Workloads
The graphs on the left show the the predicted vs. actual latencies when there is no bias (or a bias

value of 0), while the charts on the right show a high bias value of 0.9 for three different
workloads. Notice how there is no clear pattern as to which points move the most when

increasing the bias value, and each workload shows very different behavior.
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CHAPTER 4

EVALUATION

4.1 Experimental Setup

To evaluate overall system performance, we use a user-level simulation of a deployment

scenario depicted in Figure 4.1 with a client, several servers, and a failover overhead of 30µs.

In the example shown, a client sends a request for 100k reads with a p90 deadline. Servers

User

...

1. Request
100k Reads

Deadline = p90

2. Predict EBUSY

3. Failover
30µs failover overhead

4. Not EBUSY5. Return

Figure 4.1: User-Level Simulation for Evaluating Overall Performance
In this example, a client sends 100k read requests for with a p90 deadline. When the server

predicts a request will meet the p90 deadline, it serves the request as usual; otherwise, it will
failover to the next server. This continues until a server predicts that the request is not EBUSY
or it reaches the last replica, where the I/O request is completed and returned to the user. This

figure is based on [25].

handle I/Os according to the latency distribution collected from actual workloads. When the

server predicts a request will meet the p90 deadline, it serves the request as usual; otherwise,

it will failover to the next server. This continues until a server predicts that the request is

not EBUSY or it reaches the last replica. The important metric here is end-to-end latency,

which is the sum of the I/O latency plus any applicable failover penalty. For example, say

there are three servers running industry workloads. A client sends a request to the first

server with a deadline of 500µs, which is p90 in this case. The first server returns EBUSY
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and fails over to the second server with a network cost of 30µs. The second server predicts

that the request will meet the latency goal and completes the I/O in 200µs. The overall

latency in this scenario is 30 + 200 = 230µs.

To simulate this scenario, we iterate through a list that contains the latency and EBUSY/not

EBUSY predictions for each request. When a request is predicted to be not EBUSY, its la-

tency is simply the latency associated with that request. When a request is EBUSY, three

things happen:

1. First, we must compare the number of replicas available to the number of failovers so

far. If there are no replicas left to simulate failing over, then we return the current

total latency.

2. If there is another replica available, then we simulate failing over by skipping to a ran-

dom request in the list, incrementing the number of failovers, and adding the network

failover cost to the overall latency total.

3. We repeat the process of checking if the request is EBUSY and failing over until we

reach a request that is not EBUSY or run out of replicas.

We test our system using 12 different traces from industrial cloud workloads with dif-

ferent latency characteristics. AzureStorage is the general storage for the Azure platform.

BingIndex is the indexing server for the Bing search engine, while BingSelect is the selection

algorithm. Cosmos is the Azure Cosmos DB database service from Microsoft. All four work-

loads are read-write, and each had data collected from three different drives on industrial

machines. All twelve of these traces have been run on SM951 consumer-level SSDs to pro-

duce the data that we use to evaluate our system. For all the traces, we simulate failovers

by jumping to a different request in the list of requests. We divide the data into training

and testing sets deterministically based on the location in the list, where the first 80% of the

array is used as the training set, and the remaining 20% is used for testing and validation.

23



Workload Threshold Percentile
AzureStorage 0 500 90
AzureStorage 1 500 72
AzureStorage 2 500 85

BingIndex 2 4849 59
BingIndex 3 4662 90
BingIndex 4 3604 98
BingSelect 2 2058 29
BingSelect 3 3420 69
BingSelect 5 2336 49

Cosmos 1 2852 97
Cosmos 2 2550 81
Cosmos 4 2788 90

Table 4.1: Thresholds
This table lists the failover thresholds we use for most of our experiments, except as noted, as well
as what percentile of the training data is equal to or less than the threshold.

Table 4.1 shows the failover thresholds we use for all of our experiments, except as noted,

as well as what percentile of the training data is equal to or less than the threshold. These

thresholds were chosen by a human in an ad hoc manner based on what worked well in their

experience. We find that they are reasonably good, but there is still room for improvement

by choosing a good bias value or better threshold.

To create the charts in this section, we used Altair [61], based on Vega-Lite [52]. Data

processing to produce the charts was done with pandas [51, 64].

4.2 Choosing the Bias Value and Failover Threshold

Figure 4.2 shows the speedups achievable by choosing the bias value and failover threshold

according to the equations described in Section 3.5 and the various algorithms detailed in

Section 3.6, as well as an unbiased perfect predictor, relative to an unbiased regressor with

thresholds from Table 4.1. There are a few things to notice in this figure:

1. The speedups achievable by biasing the loss function and changing the failover thresh-

old are comparable, with the bias oracle achieving an average speedup of 1.15x and the
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Figure 4.2: Speedup of All Workloads using Regression with 30µs Failover Cost, 3 Replicas,
Thresholds from Table 4.1

This figure shows the speedups achievable by choosing the bias value and failover threshold
according to the equation as described in Section 3.5 and the various algorithms detailed in

Section 3.6

threshold oracle achieving 1.17x, so we can choose either solution based on whichever

is easiest to implement.

2. The equation for choosing the bias is effectively useless since it cannot achieve much

speedup for any workload, and on average yields 0.96x times the performance of the

unbiased regressor.

3. On the other hand, the equation for choosing the threshold works very well in most

cases, and achieves 1.10x speedup on average. This is close to the global strategy that

averages 1.13x speedup.

4. Although the equation selects a bias value poorly, the “greedy skip” strategy performs

close to the global strategy: 1.09x speedup on average using greedy skip, compared to

1.11x for global. This means it is possible to choose a bias value without increasing the

latency indefinitely to determine whether an increase in latency is a result of exceeding

the optimal value or just noise.
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4.3 Effects of Bias on Predictions and Latency

4.3.1 Classification

Next, we examine the effects of bias on the predictions and overall latency for the biased

classifier. Figure 4.3 show predictions made on data from AzureStorage on Drive 0 with

a failover overhead of 30µs. It has four charts associated with it: the results on the right

show what happens when we run the classifier on the training data, while the left shows the

testing results. The bottom charts show a breakdown of how many requests are predicted to

be false positives, true positives, etc., as well as whether the prediction of each request is the

same or different from how the system predicts that same request without bias as the color

of the bars. For example, the orange requests labeled “different false positive” indicate that

the biased system is predicting a false positive, but the unbiased neural network predicted

the same request correctly (as a true negative). The top charts show the sum of the latency

of all requests, also broken down to show how much latency is contributed by each of the

prediction categories. A bias value of 1 is the baseline with no bias (i.e., both classes have

a weight of 1).

Looking at the bottom charts showing the breakdown of positive and negative predictions,

as we go to the right and increase the bias amount, the number of false positives in orange

increases, and the number of negatives being predicted decreases; both false negatives in

green, and more obviously true negatives in purple. From this, we can see that the biased

loss function does alter the predictions as expected.

Looking at the latency results, we can see the overall latency sum of all the requests from

the height of the stacked bars. There is a fairly clear trend where increasing the bias causes

the overall latency to decrease until it reaches a minimum, where it starts increasing again,

and may eventually become even worse than no bias at all in both testing and training. This

can be seen clearly in Figure 4.3, where the overall latency is minimized at around a bias
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Figure 4.3: Breakdown of Classification Results with a Biased Loss Function and a Small
30µs Failover Overhead for AzureStorage Workload on Drive0 with Threshold from Table 4.1

This figure shows predictions made on data from AzureStorage on Drive0 on with a failover
overhead of 30µs. There are four subplots: the results on the right show what happens when we

run the classifier on the training data, while the left shows the testing results. The bottom charts
show a breakdown of how many requests are predicted to be false positives, true positives, etc., as

well as whether the prediction of each request is the same or different from how the system
predicts that same request without bias as the color of the bars. For example, the orange requests
labeled “different false positive” indicate that the biased system is predicting a false positive, but
the unbiased neural network predicted the same request correctly (as a true negative). The top

charts show the sum of the latency of all requests, also broken down to show how much latency is
contributed by each of the prediction categories.

value of 10, and a bias more than 17 begins to significantly increase the latency. We can see

that as we increase the bias value, the latency caused by false positives (in orange) increases,

while the latency caused by false negatives (green and blue) and true negatives (purple and

red) shrinks, as expected. This makes sense; we can get an improvement by making slow

tail requests more likely to failover to a faster replica, but if we have too many requests fail
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over, the risk that fast requests will fail over to a slower replica increases, so choosing the

right bias value is important.

4.3.2 Regression
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Figure 4.4: Breakdown of Regression Results with a Biased Loss Function and a Small 30µs
Failover Overhead for AzureStorage Workload on Drive0 with Threshold from Table 4.1
This set of charts shows results similar to Figure 4.3 but for regression instead of classification.

Figure 4.4 shows similar results for regression. We can see that here, too, increasing the

bias value increases the rate of failovers and can decrease the total overall latency sum until

it passes the optimal value and starts increasing.
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Figure 4.5: Breakdown of Results with a Varied Failover Threshold and a Small 30µs Failover
Overhead for AzureStorage Workload on Drive0
This set of charts shows results similar to Figure 4.4 but shows what happens when we vary the

failover threshold instead of biasing the loss function.

4.4 Effects of Changing the Failover Threshold

Figure 4.5 shows how changing the failover threshold affects the failover decision and total

latency of all requests using an unbiased regressor. For this Azure workload, we were previ-

ously using a threshold of 500µs, so it looks like there is room for improvement by choosing a

better failover threshold of around 300µs. On the other hand, choosing the wrong threshold

can make the latency significantly worse, just like when biasing the loss function. Using a

threshold of 100µs would more than triple the total latency sum compared to a threshold of

500µs.
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4.5 Classification vs. Regression
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Figure 4.6: Classification vs. Regression
This is a CDF plot of how simulating failovers using the predictions from the unbiased classifier
and regressor on all 12 workloads affects the latencies using thresholds from Table 4.1. Notice

how close the solid and dashed lines are.

Figure 4.6 shows a CDF plot of how simulating failovers using the predictions from the

unbiased classifier and regressor on all 12 workloads affects the latencies. The solid lines

show the results we get when running the classifier, and the dashed lines are for regression.

The thing to notice here is that the solid and dashed lines of each color are pretty close

to each other, meaning that we can achieve similar results from regression as we did for

classification. Since both have similar performance, the increased flexibility of regression

makes it a better choice in many cases.
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Figure 4.7: Speedup of All Workloads with 30µs Failover Cost, 3 Replicas, Thresholds from
Equation
This figure shows speedups like in Figure 4.2, but the baseline for computing the speedups uses

failover thresholds chosen by the threshold equation.

4.6 Combining the Bias Value and Failover Threshold

Figure 4.7 shows speedups similar to Figure 4.2, but this time the baseline uses failover

thresholds chosen by the threshold equation. We can see that there is little benefit to both

biasing the loss function and changing the failover threshold, with nearly all the algorithms

achieving speedups very close to 1x for all of the workloads, with the exception of the

oracles and perfect predictor. The oracles only achieve notable speedups on the workloads

whose training data is not a good predictor of the testing data, like BingSelect on Drive2.

The only algorithm that offers any significant speedup when the failover threshold is close

to optimal is the unbiased perfect predictor. This makes sense; once we incorporate the

relative costs of predicting false positives and false negatives into the threshold, the only

way to further improve is to improve prediction accuracy (and to ensure that the training

data is representative).

4.7 Effects of Number of Replicas and Failover Overhead

Figure 4.8 shows the geometric mean of speedups across all the workloads that can be

obtained with each of the algorithms for various numbers of replicas (which is one more than
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Figure 4.8: Effects of Number of Replicas and Failover Cost
This figure shows the geometric mean of speedups across all the workloads that can be obtained with
each of the algorithms for various numbers of replicas and amounts of failover overhead compared
to unbiased predictions.

the maximum number of failovers) and amounts of failover overhead compared to unbiased

predictions using the thresholds given in Table 4.1. We can see that having more replicas

and a lower failover cost generally increases the achievable speedup, as expected, with one

exception: The purple line showing what happens when choosing the threshold based on

the equation from Section 3.5 is the only algorithm that does worse with more replicas. To

explain this, we start by looking at the speedups achieved by using the threshold equation

broken down by workload in Figure 4.9.

We can see that several workloads have a positive slope (e.g. BingSelect on Drive 5),

indicating that more replicas allows for more opportunities to fail over and speed up, as

expected, but several workloads like BingIndex on Drive 4 and Cosmos on Drive 1 have a

negative slope and experience slowdowns when there are many replicas. A few workloads

show even stranger behavior, such as BingSelect on Drive 3, which shows increasing speedups

up to 6 replicas, but with more replicas starts to experience worse performance.

There are two major factors causing the threshold equation to choose poor values when

there are many replicas. The first is the differences between the training and testing data.
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Figure 4.9: Effects of Number of Replicas, Broken Down by Workload, Threshold Equation
Only
This figure shows speedups from using the threshold equation for different numbers of replicas in

Figure 4.8 broken down by workload. We can see that the geometric mean of the speedups
decreasing for larger numbers of replicas can be attributed to particular workloads, like BingIndex

on Drive 4 and Cosmos on Drive 1.

In Figure 4.10a, we can see the speedups achievable when choosing the threshold based on

the same data we use for testing. Several of the workloads show the same behavior in Figure

4.10a as in Figure 4.9 because the training data is representative of the testing data, such

as BingSelect on Drive 5, but other workloads show significant improvements. In fact, the

only workload that does not consistently achieve a speedup greater than or equal to 1x

in Figure 4.10a is Cosmos on Drive 1, so simply having better training data improves our

results significantly. However, there are still several workloads like BingSelect on Drive 2

and BingSelect on Drive 3 that start seeing reduced speedups after 9 replicas (in addition to

Cosmos on Drive 1 that experiences reduced speedups when there are more than 5 replicas).
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(c) Testing Data and Perfect Predictions

Figure 4.10: How the Accuracy of Predictions and Training Data Affect Performance of the
Threshold Equation
This figure shows how choosing the threshold based on the testing data instead of training data
(4.10a), having perfect prediction accuracy (4.10b), or both (4.10c) affects the speedups broken

down by workload. Compared to Figure 4.9, we see that these scenarios yield significantly better
performance with large numbers of replicas.

This brings us to the second reason for reduced speedups: inaccurate predictions. Fig-

ure 4.10b shows what would happen if we chose the thresholds using the training data as

normal, but we could perfectly predict whether a request will exceed the threshold. We can

see that increasing the number of replicas never reduces the speedups achievable for any

of the workloads, even Cosmos on Drive 1, which experienced slowdowns on both of the

previous graphs. Having more replicas available to fail over to should typically improve the

performance; however, it also multiplies the effects of failing over to a slower replica as a

result of poor prediction accuracy and causes some workloads to have poor performance in
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Figure 4.9 and Figure 4.10a when there are many replicas.

One thing we might notice in Figure 4.10b is that some workloads experience slowdowns

(speedups less than 1x) when there are only 3 replicas, namely BingSelect on Drive 2 and

BingSelect on Drive 5. To explain this, we can look at Figure 4.10c, which shows the

speedups when both choosing the threshold based on the testing data and having perfect

prediction accuracy. We see that none of the workloads ever experience less than 1x speedup

in Figure 4.10c, suggesting that perfect prediction accuracy alone does not guarantee the

best performance; choosing a good threshold based on training data that is representative

of the deployment environment is also vital.

4.8 Summary of Results

We started by biasing the loss function of the neural network and found that it success-

fully changes the rate of EBUSY predictions and can improve latencies similar to the other

approach of changing the failover threshold. However, it is difficult to understand how bias-

ing the loss function affects the predictions, and we need to consider the failover threshold

anyway, so it may be better to just change the failover threshold and leave the neural net-

work alone. There is little benefit to changing both, and it is much easier to choose a good

threshold since we have a formula we can use to do so. A neural network that performs clas-

sification or regression can achieve similar performance benefits, but changing the failover

threshold on a neural network designed to perform regression is much easier to implement

because it does not require retraining.

In general, all of this suggests that performing unbiased regression and changing the

failover threshold is likely to be the simplest way to achieve the best results. As we saw in

Section 4.7, though, the equation for choosing the threshold is sensitive to the representative-

ness of the training data and the prediction accuracy when there are many replicas, so there

may be scenarios where biasing the loss function may prove to be more useful. This shows
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how important it is to consider the entire system when attempting to integrate machine

learning, rather than blindly attempting to improve a specific sub-problem, like the predic-

tion accuracy, which may or may not be the most effective way to improve performance. We

initially just wanted to make the outputs from the neural network more useful by taking into

account certain aspects of the system like the failover threshold, but we can achieve a better

solution by considering the system as a whole and deciding how to set all the parameters

together, instead of trying to optimize the predictions and the failover threshold separately.
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CHAPTER 5

FUTURE WORK

There are a number of things that could be improved with more time. One thing we would

like to improve is how we deal with the testing data differing from the training data. As we

can see in Figure 4.5, underestimating the failover threshold increases the latency much more

drastically than overestimating it. If we suspect the training data may not be representative

of the testing data, it seems like adding a buffer to the threshold to reduce the risk of an

underestimate may be worthwhile. How much of a buffer is necessary is likely to depend on

how confident we are that the training data represents the worse case latencies.

We would also like to try changing the way we set the bias for classification. Instead of

leaving the class weight for 0 (not EBUSY) predictions as 1 and setting the class weight for

1 (EBUSY) to a bias value b > 1, it might be better to set the weight for 0 to 0 < b < 1

and leave the class weight for 1 set to 1. By constraining the bias value to be between 0 and

1, we could more easily find a good bias value experimentally with a binary search, instead

of having to keep increasing the bias value to a potentially very large number to find the

optimal value.

It may also be interesting to try different machine learning models. Because prediction

accuracy is not the goal for this problem, it is possible that a different model could achieve

similar predictions with bias but be faster to train or have a lower inference time. A different

model may also make it easier to understand the effect of bias on the predictions. We were

unable to find a satisfactory formula for computing the optimal bias value, but exploring

machine learning models that have outputs that are easier to interpret than the neural

networks we used could make finding a formula more feasible.
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CHAPTER 6

CONCLUSION

Tail tolerance is growing in importance as devices become faster. We started off trying to bias

a neural network to predict more false positives and fewer false negatives, but discovered that

it is impossible to separate the machine learning problem from the larger systems problem

and we must also consider factors like the failover threshold. Not only does changing the

failover threshold affect the results of biasing the neural network, it can even be a simpler

alternative that offers similar performance benefits. In general, we find that we cannot break

down the problem and improve the machine learning predictions separately from tuning

other aspects of the system if we want the best results. A holisitic approach and a deep

understanding of the system is necessary to providing the best performance while minimizing

system complexity.
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